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Abstract. This study examines how engagement-maximizing recom-
mender systems influence the visibility of Members of Parliament’s tweets
in timelines. Leveraging engagement predictive models and Twitter data,
we evaluate various recommender systems. Our analysis reveals that pri-
oritizing engagement decreases the ideological diversity of the audiences
reached by Members of Parliament and increases the reach disparities
between political groups. When evaluating the algorithmic amplifica-
tion within the general population, engagement-based timelines confer
greater advantages to mainstream right-wing parties compared to their
left-wing counterparts. However, when considering users’ individual po-
litical leanings, engagement-based timelines amplify ideologically aligned
content. We stress the need for audits accounting for user characteristics
when assessing the distortions introduced by personalization algorithms
and advocate addressing online platform regulations by evaluating the
metrics platforms aim to optimize, beyond the mere algorithmic imple-
mentation.

Keywords: recommender systems, algorithmic audits, social media reg-
ulation, ideology

1 Introduction

In recent years, social media platforms have become critical arenas for politi-
cal discourse, providing a platform for politicians, political organizations, and
news outlets to engage with vast audiences. To optimize user engagement and
advertising revenue, these platforms employ sophisticated deep-learning algo-
rithms to curate and prioritize content [5]. The implications of such engagement-
maximizing recommender systems have sparked intense scholarly debate and
public scrutiny. Previous research has pointed out the potential influence of al-
gorithmic ranking on political discourse by amplifying emotionally-charged con-
tent |12,|21] and by contributing to polarization [8}[13]|24]. Nevertheless, limited
access to large-scale data has posed challenges in fully investigating the effects of
these algorithms. Independent audits of social networks have predominantly re-
lied on enlisting volunteers to provide their data [12}/13}20] and on ”sock-puppet
audits” [22}/23], in which one creates artificial users. While providing valuable
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insights, ”sock-puppet audits” audits are hindered by the limitations in repli-
cating human digital behavior [9] and the number of fake accounts researchers
can create. On the contrary, enlisting volunteers may be susceptible to potential
selection bias [2] and may offer less experimental control, yet they do showcase
real-life effects of social media algorithms. Alternatively, studies carried out by,
or in collaboration with, corporations offer valuable insights, benefiting from ac-
cess to non-public data and the means to conduct large-scale experiments. For
instance, by leveraging proprietary user information and conducting a multi-
year controlled experiment involving almost two million users, Huszér et al [1]
unveiled how Twitter’s recommender unevenly amplified tweets from politicians
based on their ideological leaning. Recently, through a collaboration with Meta,
Guess et al. [25] found that switching users from algorithmic feeds to reverse-
chronological feeds significantly reduced their platform usage, increased their
exposure to political content, to content from moderate friends and ideologically
mixed sources on Facebook.

Amid the growing regulatory scrutiny, such as with the Digital Services Act
in the EU or the proposed Online Safety Bill in the UK, there emerges a pressing
need to enhance methodologies for auditing social media platforms. This article
aims to showcase the potential of empirically grounded social media simulations
to both strengthen audit methodologies and assess prospective policies. Specif-
ically, by leveraging engagement predictive models trained on behavioral data,
we investigate different recommender systems on timelines, focusing on the vis-
ibility of tweets authored by Members of Parliament (MPs). Our study seeks
to i) illustrate how the optimization of social media timelines for engagement
leads to a reduction in ideological diversity among the audience of MPs, and
ii) underscore the significance of accounting for individual user characteristics
when auditing social media platforms.

2 Methods

In this section, we outline the development of engagement predictive models
and their use to simulate timelines. Additionally, we introduce the amplification
metrics employed to analyze the recommender systems.

2.1 Engagement predictive models

In order to develop predictive models for user engagement, the first step was to
obtain a training dataset. Unfortunately, the extensive behavioral data needed
for such training are proprietary assets of the companies and not publicly avail-
able. Although Twitter had collaborated with ACM RecSys to release extensive
datasets for engagement prediction challenges in 2020 [3] and 2021 [4], these chal-
lenges’ sole focus was to enhance prediction accuracy, neglecting to address wider
ethical implications; also the datasets were no longer accessible for our research.
Consequently, we compiled a training dataset using the Horus data-donation
browser add-on [12], installed by 1.6k volunteers. During the first quarter of
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2023, we collected over 2.5 million tweet impressions on volunteers’ timelines,
recording 43k likes and 8k retweets.

In addition to the captured tweets, we enriched our training dataset of his-
torical and account specific features, such as the previously liked and retweeted
tweets or its number of followers. To assess the similarity between Twitter ac-
counts, we leveraged a follow graph large of 260 million nodes and 700 million
edges, built via snowballing starting from half a million seed accounts. After
pruning poorly connected nodes (degree less than 50), we used node2vec [15] to
embed the follow graph into low-dimensional representations, while preserving
neighborhood relationships. The graph of follow allows to retrieve meaningful
proximity between accounts and is notably leveraged by Twitter within its rec-
ommendation pipelines [11}[30].

Building upon insights from the ACM RecSys Challenges [31], we trained
gradient-boosting machines, specifically LightGBM [16], over a set of hand-
crafted features. During the training process, several features emerged as par-
ticularly significant to predict likes and retweets: the time delay between tweet
publication and its impression, the average word length in the tweet, and the
distance in the follow space between the tweet’s author and the last authors
liked and retweeted by the user. For further information on the training process
and the complete list of features available to the models, refer to [6].

Overall, our models achieved an average precision of 71.3% for predicting
likes and 88.4% for predicting retweets, which, compared to a naive baseline,
corresponds to a cross-entropy gain of 30.5% for likes and 63.5% for retweets.
One should note that our aim is not to claim beating the current state-of-the-art
with new models, but to train models that adequately predicts engagement for
the purpose of the present demonstration.

To evaluate the models’ generalization ability, we leveraged the findings from
Barbiero et al. |[17] and computed the convex hull of the training dataset in the
feature space. Remarkably, a substantial portion (88.9%) of the testing dataset
samples lay outside the training set’s convex hull, necessitating the models to
extrapolate for making predictions. We observed that the models achieved high
accuracy for both testing points inside and outside the training convex hull,
demonstrating successful generalization. Additionally, we found that the sam-
ples from the inference dataset (introduced later) closely resembled the training
dataset, with an average cosine similarity with the closest training sample of
0.95. In summary, our models effectively generalized from the training samples,
and the samples from the simulated timelines exhibited high similarity with the
training data.

2.2 Timelines simulation

The models’ ability to generalize, along with our approach of relying solely on
publicly available data for inference, enables us to estimate likes and retweets
probability for a wide range of Twitter accounts. We opted to simulate timelines
for a set U of 2690 French public Twitter accounts. These accounts were sampled
such as reflecting the same distribution of political orientations as that of the



4 Paul Bouchaud

general population, within those having retweeted or been retweeted in political-
related tweets at least five times in 2022. We collected the likes and retweets
history of each chosen account, along with the list of accounts it followed.

To build the corpus of tweets that may appear in the simulated timelines, we
collected the tweets published or retweeted by 96k of our users’ friends (covering
71% of users’ friends) over a 30-day period from February 18, 2023, to March
19, 2023. For each user, we simulated timelines by having them log in at random
hours on seven randomly chosen days and reading a set of L tweets recommended
by the system. Both the hour of connection and the session length L are drawn
from the empirical distributions determined by our data-donation initiative (the
average session length equals L = 35 tweets).

To gain a deeper understanding of the mechanism in play, we implemented
a range of recommender systems producing timelines with a fraction ¢ of tweets
that maximize engagement and a fraction 1 — ¢ of the most recent tweets. To
build the timelines, one first aggregates all tweets published or retweeted by the
user’s friends (in our database) within the 18-hours period prior the user’s ses-
sion. The aggregation window was chosen to balance the size of the tweet pool
and the associated computational costs, see a sensitivity analysis in [6]. Using
engagement predictive models, one estimates the probability of each tweet being
liked or retweeted by the user if impressed in the current timeline. Following
Twitter’s design [28], one then sums the two probabilities to obtain an engage-
ment score. The user is then served a timeline made of the ¢L tweets with the
highest engagement score and of (1 — ¢)L most recent tweets.

Furthermore, we incorporated a heuristic to guarantee that each account
would only appear once within the timeline. This heuristic is stronger than the
one employed by Twitter [30] and aim to bolster the robustness of our conclu-
sions by counteracting possible trivial distorting effects. One should note that,
this article does not address feedback loops; successive timelines are treated inde-
pendently, and one always referred to the real past engagements when predicting
engagement. Moreover, while we explore a range of recommenders spanning from
reverse chronological feeds to those maximizing engagement, we do not view the
former as "neutral”, chronological feeds are recency-based rankings that primar-
ily reward individuals who post frequently. We chose such ranking as a baseline
due to their simplicity and widespread adoption.

2.3 Metrics

Relative Amplification In this study, we focus on the reach of tweets pub-
lished by elected officials members of the French National Assembly. Adopting
the approach of Huszér et al. [1], we define the reach amplification ar (7T, U) of a
set T' of tweets within an audience U as the ratio between the number of users in
U who saw at least one tweet from 7T in their engagement-maximizing timelines
and in their reverse-chronological timelines.

By focusing solely on reach, the measure ag (7T, U) used by [1] may overlook
distortions in terms of impressions, particularly given the significant differences
in political group sizes, see Table[l] To address this limitation, we introduce the
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impression amplification, a;(T,U), as the ratio between the number of impres-
sions of tweets from the set 7" in the engagement-based or reverse-chronological
timelines of users in U.

e U feed™ (u,d) N'T #0) Yuev |feed™(u,d)nT|
> wev W feedehrono(u,d) N T # 0) > wew |feedhrono(u d) N T |

with feed®m9:¢hrono(y, d) the set of tweets figuring in the timelines, either
engagement-based or reverse-chronological, of user u at day d.

ar(T,U,d) = -1 & a(T,U,d) =

As in [1], we refer as group amplification the amplification of the set T of all
tweets published by members of a given political party, and normalize it such
that an amplification ratio of 0% corresponds to an equal reach in engagement-
based and reverse-chronological timelines. Higher amplifications indicate that
engagement predictive models assigns higher scores to the set of tweets, lead-
ing them to appear more frequently than they would in a reverse-chronological
timelines. We emphasize that both measures of amplification are relative to our
choice of considering the reverse-chronological timelines as a baseline. To ensure
the robustness of our analysis, we performed bootstrapping over the users and
days of impressions for all the amplification measures, subsequently reported
with 95% bootstrap confidence interval. To explore more thoroughly the conse-
quences of engagement maximization, we form subgroups U C U made of users
with a particular political leaning.

Group Communist LFI Ecologist Socialist LIOT Democrat Renaissance Horizons Republican National Rally
Abbreviation  PCF LFI EELV PS LIOT MODEM RE HOR LR RN
Members 22 75 23 27 21 51 162 26 59 88

Table 1: Political group membership at the French National Assembly (XVIth
legislature), from left to right. The abbreviation corresponds to the main political
party composing the group at the National Assembly. "LFI” stands for ”La
France Insoumise” (far-left) and ”LIOT” for ”Libertés, indépendants, outre-mer
& territoires” (catch-all group). We excluded from our analysis 5 non-attached
MPs

Political Leaning To determine the political leanings of Twitter accounts,
we leveraged the retweet graph associated with all tweets from French political
figures or containing French political keywords published in 2022. Such graph,
collected within the Politoscope project, have been shown to be reliable indi-
cators of ideological alignment [19]. While a clustering analysis of the retweet
graph do provide categorical political leanings of each user, we seek a more gran-
ular analysis and adopted the methodology used in [6}/12] to obtain a continuous
opinion scale.

Using the node2vec algorithm [15], we generated embeddings for each Twit-
ter account within the retweet graph, then capturing its underlying structure.
We anchored the positions, on our opinion scale, of the far-left leader, Jean-Luc
Meélenchon, and the far-right leader, Marine Le Pen, to —0.75 and +0.75, respec-
tively. For determining the opinion of the centrist leader, Emmanuel Macron, we
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Fig.1: A) The graph of retweets associated with political tweets published in
2022, spatialized using ForceAtlas2 . Nodes are colored based on the assigned
numerical opinion. B) The distribution of assigned political leanings for Members
of Parliament belonging to the far-left (LFI), left (PS), centrist (RE), right (LR),
and far-right (RN) groups are presented. The distributions of opinion in the
general population, i.e. all Twitter accounts in the political retweet graph, is
displayed in black. C) The average position on the opinion scale of MPs in each
political group is compared to the estimation made by political experts within
the 2019 Chapel Hill Expert Survey ; error bars represent bootstrap standard
errors on the average position.

averaged the opinion of the two opposite leaders, weighted by the angular similar-
ities between their embeddings and Emmanuel Macron’s, resulting in an opinion
of —0.02.

For each Twitter account, we then computed the angular similarity between
its embedding and the embeddings of the three leaders. The account’s political
leaning was subsequently determined as the average opinion of the two closest
leaders, weighted by their angular similarities. To account for the circular na-
ture of the French political landscape, where anti-system activists bridge far-left
and far-right militants (as shown in Figure A)7 we implemented a periodic
boundary condition at £+1 in our numerical opinion estimates. This approach
ensures interpretability, with negative values indicating left-leaning accounts,
positive values indicating right-leaning accounts, and supporters of the current
French President Emmanuel Macron being around zero. The numerical scale
aligns with the political group of Members of Parliament, see Figure [1]B, the
assessment of political experts (2019 Chapel Hill Expert Survey ) see Figure
C, and a clustering analysis . A visual representation of the political land-
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scape is shown in Figure [I} where nodes are color-coded based on their assigned
numerical opinion, providing a clear interpretation of the political landscape.

Audience Diversity Having estimated the political leaning of each user, we
examine the ideological composition of Members of Parliament’s audiences across
various recommender systems i.e. different values of ¢. Specifically, we compute
the average absolute difference of opinion, taking account the periodicity at +1,
between a Member of Parliament and the users who have encountered their
tweets, weighted by the number of impressions.

3 Results

3.1 Relative Amplification

We display on Figure [2| the reach and impression amplifications, within the
general population, of tweets published by members of each political groups.
The tweets from the governing centrist party Renaissance appear a;(Trg,U) =
128.4%123.3,134.6) More in the engagement-based timelines than in the recency-
based ones, the tweets from the Republican party are amplified by a;(Tr,U) =
29.8%27.1,33.1] while those of Socialist MPs by a;(Tps,U) = 3.3%0.1,6.4)- By
performing a permutation test over the MPs of the Socialist and Republicain
groups, one conclude, with statistical significance p < 0.05, that the mainstream
right-wing party benefit more from engagement-based timelines than left-wing
party, both under reach and impression amplification metrics.

To gain a deeper understanding of the underlying mechanisms, we segment
users on their political leaning and investigate the reach and impression am-
plification of MPs’ tweets in the timelines of left-leaning users (Figure 2JA),
center-leaning users (Figure [2]B), and right-leaning users (Figure [2/C). Across
all ideological subgroups, we observed that tweets from MPs who align with the
users’ political views were amplified. This led to their tweets reaching a larger set
of users (reach amplification) and appearing more frequently (impression ampli-
fication) in the engagement-based timelines compared to the recency-based time-
lines. Conversely, tweets from MPs with opposing political leanings were algorith-
mically reduced in visibility. For instance, tweets from ecologist MPs appeared,
at least once, in the timelines of ar(Tecotogist, Urishty = —84.2%_g3.5,~79.4] less
right-leaning users in engagement-based timelines than in reverse-chronological
ones. By conducting permutation tests over MPs either ideologically aligned or
disaligned with the users, we conclude with statistical significance that ideolog-
ically aligned MPs benefit more from engagement-based ranking than dissonant
MPs.

In all examined instances, the reach amplification was found to be smaller
than the impression amplification, and even overly conservative when consider-
ing MPs of the same leaning as the users. For example, when considering left-
leaning users, the number of users encountering at least one tweet published by
LFI MPs was equivalent in both engagement-based and recency-based timelines,
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Fig.2: Reach (black circles) and Impression (orange squares) group amplifica-
tions. Amplification computed by considering the general population (A), left-
leaning users (B), center-leaning users (C), and right-leaning users (D). Error-
bars correspond to 95% bootstrap confidence interval. The political groups that
aligns with the users’ ideology is shaded in grey for clarity.

ap(Trpr, Uft) = —1.98%_3.24,—0.55). However, the impression amplification
showed a substantial increase, reaching a;(Tpry, U'Tt) = 58.6%]55.0,61.9- This
means that left-leaning users saw over half more tweets authored by LFI MPs
in their engagement-based timelines compared to what they would have seen in
recency-based timelines. Similar patterns were observed for center-leaning users
with the major centrist party Renaissance (as shown in Figure 2]B) and for
right-leaning users with the right-leaning Republicain group (as shown in Figure

RlC).

3.2 Audience Diversity

To gain insights into the audience reached by MPs’ tweets, we present on Figure
BlA the average absolute difference of opinion between MPs and the users who
encountered their tweets, as a function the fraction of engagement-maximizing
tweets in the timelines, ¢. Firstly, substantial differences in the ideological di-
versity of MPs’ audiences exist in reverse-chronological timelines, ¢ = 0. Tweets
from MPs belonging to the centrist party (opinion around 0) and the far-right
party (+0.75) are primarily seen by ideologically aligned users (see Figure C),
with an average absolute difference of opinion of 0.183 and 0.182. Conversely,
tweets from the mainstream left and right parties (£0.45) are impressed on the
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timelines of a more diverse set of users (see Figure[3|B, D), with an average ab-
solute of difference of 0.300 and 0.355. Secondly, as the timelines transition from
recent to engagement-maximizing tweets, there is a systematic decrease in the
opinion diversity of the audiences reached by MPs, and an increase in the dis-
parities between political groups. Compared to reverse-chronological timelines,
at ¢ = 1 the ideological diversity of the audiences reached by centrist and far-
right MPs’ tweets decreased by 42.9% and 41.7% while those of Socialist and
Republican MPs decreased by 30.5% and 34.3%.

A)  Average disagreement with the audience 035 B) Socialists MPs
0.90 ’

c
c o
S e
£ O
o}
o 000 @
0 g
o o)
= <
-0.45 <
-0.90
0% 20%  40% 60% 80%  100% 0% 20%  40% 60%  80%  100%
Reverse Maximizing i
Chronalogical [ Engagement el [ sadiaic)
Q) Centrists MPs D) Republicans MPs
0.90
0.175 0.10
0.150
S & 04570 . . 0.08
c 0125 <
8 8 0.06
8 0.100 g 000 .
5 0075 8
3 : 3 0.04
X< -045 0050 < -0.45
0.02
0.025
-0.90 0.000 -0.90
0% 20% 40% 60% 80%  100% ’ 0% 20% 40% 60% 80%  100%
Reverse ¢ Maximizing Reverse ¢ Maximizing
Chronological Engagement Chronological Engagement

Fig. 3: A) Average absolute difference of opinion between Members of Parliament
(MPs) and their respective audiences. The distributions of opinion among the
audience of socialist (B), centrist (C), and republican (D) MPs are shown as
a function of ¢, representing the fraction of tweets maximizing engagement in
their timelines.

4 Discussion

In this study, we employed engagement predictive models trained on behav-
ioral data to construct timelines that users would have been exposed to un-
der different content recommender policies. Following the work of Huszéar et
al. , we focused on how tweets from Members of Parliament are presented
on users’ timelines. As [1], we find that —when aggregating over the whole
population— engagement-based timelines benefit mainstream right-wing parties
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more than left-wing parties. However, upon segmenting users based on their po-
litical leaning, we observed that engagement-based timelines merely favor tweets
from authors ideologically aligned with the users, as discussed in [6,[12]. These
findings underscore the significance of taking into account individual user char-
acteristics, here the political leaning, during the audit process. The research
and regulatory implications of an audit revealing —through aggregating over
the whole population— a platform-wide preference towards right-wing political
content diverge from the implications of a study which —by considering users’
political leaning— uncover an algorithmic confirmation bias, where ideologically
aligned content is amplified over discordant one. Also, we showcase how cru-
cial is the definition of algorithmic amplification, e.g. focusing on the reach of
tweets may overlook an algorithmic confirmation bias revealed by inspecting the
number of impressions. Finally, exploring different recommender systems, rang-
ing from reverse-chronological to engagement-maximizing, we uncovered that: as
recommender systems prioritize engagement, the ideological diversity of the au-
dience reached by different MPs decreases, while the disparities between political
groups’s reach increase.

It is important to note that our models are not trained to replicate Twit-
ter’s recommender systems but rather to study the consequences of maximizing
engagement. As a result, our simulations present noticeable differences with the
findings of |1]. In our simulations, the amplification within the general population
ranges from -22.0% to 88.2%. In contrast, [1] reported amplification consistently
above 100%, reaching 153.1% for the Republicain group. This disparity may be
attributed to the convoluted interplay of factors within Twitter’s recommender
systems, which blend deep-learning models with hand-crafted heuristics. For
example, Twitter assigns a reputation score to accounts [29], through a vari-
ant of the PageRank algorithm considering the number of followers and age of
the account [27]; owing to such heuristics one may hypothesize that Members
of Parliament might experience distinct treatment. Additionally, our timelines
were exclusively composed of tweets published or retweeted by users’ friends,
without any injected content, unlike on Twitter. Furthermore, we acknowledge
changes in the French political landscape between [1] and our study, such as the
entry of a large far-right group into the assembly and shifts in alliances among
other groups.

Despite these differences, the primary goals of our work remain twofold: first,
to illustrate i) how optimizing for engagement unevenly amplify MPs tweets
based on their ideology and leads to a reduction in ideological diversity among
MPs’ audience; and ii) to underscore the importance of considering individual
user characteristics while analyzing social-technical systems like social media, as
it significantly impacts the conclusions of audits. Therefore, we advocate for fine-
grained audits to thoroughly assess the distortions introduced by personalization
algorithms. Furthermore, in conjunction with conducting comprehensive audits
of the algorithms implemented by the platforms, we advocate addressing the
regulation of online services through an assessment of the metrics that platforms
are optimizing, such as engagement.
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