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1 Introduction

The most powerful results in queueing theory are closed-form expressions for key per-
formance metrics (e.g., waiting times, sojourn times, number of customers), because
they explicitly show how the performance depends on the system parameters. Unfortu-
nately, most queueingmodels prohibit the derivation of exact closed-form expressions.
Faced by this, it is common practice to use numerical techniques (e.g., numerical algo-
rithms, approximation methods, and simulations) or to develop exact expressions in
asymptotic regimes (e.g., heavy-load, heavy-tails). Despite the fact that tremendous
progress has been made in the development of efficient numerical techniques, by def-
inition they provide limited insight into how the performance metrics depend on the
system parameters. In this paper, we propose a new view on attacking queueingmodels
by presenting a data-driven approach to develop closed-form approximations for key
performance metrics based on the use of genetic algorithms (GAs), using the concept
of symbolic regression (SR).
SR is a regression method that searches the space of algebraic expressions to find
one that ‘best’ fits a given data set, both in terms of accuracy and simplicity. Within
the SR framework, an individual represents a specific formula, which is expressed
as a tree. Like any other GA, SR forms an initial population of individuals. Next,
the GA iteratively generates a new offspring of individuals (a new generation) by
crossing and/or mutating already existing individuals. The idea is that over time, the
population’s accuracy improves due to evolving the well-performing individuals (i.e.,
survival of the fittest). See Fig. 1 for an illustration.
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Fig. 1 Illustration of SR: The formulas 2x+y
y+x and (2 + y) + x expressed as a tree (left), the trees after

crossing (middle), and tree 1 before and after mutation (right)

2 Methodology

A common way to derive closed-form approximations for queueing models is to (1)
make simplifying assumptions, (2) derive closed-form approximations based on these
assumptions, and (3) do a numerical analysis (and/or derive error bounds) on the accu-
racy of the approximation. In contrast, we propose the following stepwise approach:
Step 1 (Create data set): Select a (finite) number of model instances, with a good
spread over the parameter space, and evaluate the corresponding performance metrics
(e.g., by a numerical algorithm or simulations). This results in what is called the data
set, which is the basis for the next steps.
Step 2 (Choose parameters for the genetic algorithm): Specify the set of operators
that can be used to create expressions via symbolic regression; for example, binary
operators like+,−, ∗, /, and unary operators such as ·α , exp(·) and log(·). Also, spec-
ify the set of features (i.e., the potential symbols in the expressions to be generated),
and limits to the tree structure (e.g., themaximal tree depth or the size of the offspring).
Step 3 (Choose the fitness function): This function quantifies approximation errors
(e.g., MSE, (w)RMSE, (w)MAPE), and provides a means to assess the accuracy of a
given symbolic expression, where the data set serves as the benchmark.
Step 4 (Creation of symbolic expressions via GAs): Starting with an initial set of
expressions (represented in trees), the GA creates and evaluates symbolic expres-
sions iteratively via mutation and cross-over operators, creating new expressions out
of existing ones. These new expressions are then evaluated according to the fitness
function (defined in Step 3), until a convergence criterion is met.

Remark 1 Consider a GI/G/1 queue, with general interarrival times A and service
times B and load ρ := λ/μ < 1, with λ = 1/E[A] and μ = 1/E[B], and where we
want to derive a two-moment approximation for the mean delay E[W ]. Then a natural
choice of the feature set is {E[A], E[A2], E[B], E[B2]}.
Remark 2 The proposed SR-based approach is still in its infancy, but initial results
are promising. In [4], it was shown that the approach can be used to obtain symbolic
expressions for MDP value functions, and [2] gives an example where the approach
is also useful to approximate optimal control policies in MDPs.
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Remark 3 Conceptually, one could argue thatmachine learningmethods could achieve
the same result. Simple models such as linear regression could add the system parame-
ters as feature. However, such a method retains the linear structure that one starts with.
Neural networks, however, usually lead to a lot of training weights, which require a lot
of data.Ourmethodologydoes not suffer from these drawbacks.A similar remarkholds
for Gaussian process regression. The advantage is that uncertainty estimates are built-
in, but come at the cost of interpretability of the results and the computation tractability.

3 Discussion

This approach is promising, but raises many research questions, outlined below.
First, which set of model instances do we need to evaluate to create the data set? It

seems good to have some level of ‘orthogonality’ on the data set, such that the selected
instances have a good spread over the parameter space (cf. [5] for sampling methods).

Second, the evaluation methods used to create the data, by definition, have some
level of inaccuracy. There is stochasticity in the data generation, errors in the fitting,
and statistical errors from the finiteness of the data set. How to dissect these errors to
understand how they impact the closed-form expressions generated?

Third, many choices have to be made to determine the degree of freedom given to
the algorithm.What are good sets of operators, features, and initial expressions?What
is the maximum size of the SR-trees (depth, number of branches per node)?

Fourth, many queueing models prohibit exact expressions, but allow for closed-
form asymptotics, e.g., in heavy-traffic (cf., e.g., [3, 6–9]). These results may be used
to speed up the convergence of the SR-algorithm, e.g., by adding symbols to the GA.

Lastly, for polling models, pseudo-conservation laws (PCLs) give closed-form
expressions for a weighted sum of the mean waiting times [1]. How to include these?
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