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Abstract Breast cancer is a common and deadly disease, but it is often curable
when diagnosed early. While most countries have large-scale screening programs,
there is no consensus on a single globally accepted guideline for breast cancer
screening. The complex nature of the disease; the limited availability of screen-
ing methods such as mammography, magnetic resonance imaging (MRI), and ul-
trasound; and public health policies all factor into the development of screening
policies. Resource availability concerns necessitate the design of policies which
conform to a budget, a problem which can be modelled as a constrained par-
tially observable Markov decision process (CPOMDP). In this study, we propose
a multi-objective CPOMDP model for breast cancer screening which allows for
supplemental screening methods to accompany mammography. The model has
two objectives: maximize the quality-adjusted life years (QALYs) and minimize
lifetime breast cancer mortality risk (LBCMR). We identify the Pareto frontier
of optimal solutions for average and high-risk patients at different budget levels,
which can be used by decision-makers to set policies in practice. We find that the
policies obtained by using a weighted objective are able to generate well-balanced
QALYs and LBCMR values. In contrast, the single-objective models generally
sacrifice a substantial amount in terms of QALYs/LBCMR for a minimal gain in
LBCMR/QALYs. Additionally, our results show that, with the baseline cost values
for supplemental screenings as well as the additional disutility that they incur, they
are rarely recommended in CPOMDP policies, especially in a budget-constrained
setting. A sensitivity analysis reveals the thresholds on cost and disutility values
at which supplemental screenings become advantageous to prescribe.
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1 Introduction

Breast cancer is the most commonly occurring cancer among women and is the
second leading cause of cancer death (DeSantis et al., 2019). Siegel et al. (2020)
estimated that among US women, there would be 285,360 new deaths by can-
cer in 2020, 14.9 % of which would be from breast cancer. While the incidence
of breast cancer has increased by 30% (62% of which were localized breast can-
cers) from 1975 to 2010, its associated mortality rate has declined by 34% (Narod
et al., 2015). This decline can be attributed to improvements in treatment such as
surgery and radiation for non-metastatic breast cancers (Waks and Winer, 2019).
However, the pace of this decline has slowed from an annual decrease of 1.9% dur-
ing 1998 through 2011 to 1.3% during 2011 through 2017 (DeSantis et al., 2019).
A possible reason for this is that, despite advancements in non-metastatic breast
cancer treatments, treatments for metastatic cancers are rarely permanent (Waks
and Winer, 2019). Furthermore, when a patient self-diagnoses breast cancer, the
cancer is typically already metastasized. Thus, early diagnosis could be crucial to
accelerate the decline in mortality rates for this disease.

Various screening methods are used to diagnose breast cancer, with the most
common approach being mammography. Mammography is capable of detecting
breast cancer years before physical symptoms develop, and so its usage contributes
to lower mortality rates. The five-year breast cancer survival rate in countries with
population-based screening programs (e.g., North America, Sweden, and Japan)
is over 80%, while it is less than 40% in low-income countries that do not have
established screening programs (Coleman et al., 2008). Moreover, breast cancers
detected with mammography (as compared to physical examination) are generally
non-metastatic and more likely to be treated with breast surgery (56% compared
to 32%), and less likely to receive adjunct chemotherapy (28% compared to 56%),
resulting in lower overall costs of treatment (Barth Jr et al., 2005).

Despite its effectiveness in early diagnosis and lowering mortality rates, mam-
mography is not without its downsides. Firstly, mammography screenings are ex-
pensive: it was estimated that the total cost of mammography screenings in the
United States in 2010 was $7.8 billion (O’Donoghue et al., 2014). Secondly, a signif-
icant percentage of mammography screenings result in false positives. Fuller et al.
(2015) conducted a simulation study which showed that out of 10,000 women un-
dergoing annual mammography screenings, 4,970 to 6,130 of them receive at least
one false positive result over 10 years, with 700 to 980 resulting in an unnecessary
biopsy. Another study estimates that the cumulative risk of a false positive after
10 mammograms is 49.1%, as compared to 22.3% after 10 clinical breast exams
(Elmore et al., 1998). False positives result in unnecessary anxiety for patients and
additional costs for follow-up procedures.

While there have been advancements in mammography technology, about 20%
of mammography screenings still result in false negatives, which are much more
common among women with dense breasts (ACS, 2019). Mammographies are also
less successful at detecting breast cancer in women with BRCA1 and BRCA2
mutations (Tilanus-Linthorst et al., 2002). Supplemental tests with a higher sensi-
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tivity compared to mammography, such as MRI, can be used to screen women with
a higher risk of developing breast cancer. For instance, ACS (2019) recommends
women with a lifetime breast cancer risk of 20% or more undergo supplemen-
tal MRI screening in the case of negative mammography results. However, these
supplemental tests incur an additional cost and increase the likelihood of false
positives, making them a potentially undesirable alternative.

Research into the design and implementation of breast cancer policies often
focuses on quality-adjusted life years (QALYs). This metric assigns higher rewards
to policies that extend the length of a patient’s life while also accounting for the
negative impacts associated with screening. Specifically, screening procedures can
be time-consuming, and the risk of false positives means that patients subjected to
an extensive screening regimen can also undergo periods of anxiety awaiting follow-
up test results, often from invasive procedures like biopsies. In contrast, lifetime
breast cancer mortality risk (LBCMR) is a metric that considers only the likelihood
of a woman developing breast cancer and dying as a result. Unlike QALYSs, this
metric does not account for the negative effects of undergoing frequent screenings.
In practice, policies seeking to maximize QALYs may lead to substantially higher
LBCMR values. Similarly, policies which try to minimize LBCMR may decrease
QALYs significantly for only a small improvement in LBCMR. By considering both
QALYs and LBCMR together, and assessing the trade-offs in between, medical
professionals are afforded greater flexibility in their decision-making process, and
are better able to create personalized policies for patients based on their risk
tolerance.

In summary, the risks associated with false positives and false negatives, as
well as the prohibitive cost of screenings, complicate the task of designing a pol-
icy for the breast cancer screening problem. Additionally, the risk of developing
breast cancer is not equal among women, as factors including genetic mutations,
family history, and breast density can all considerably increase the risk of devel-
oping breast cancer (ACS, 2019; Sandikci et al., 2018). To address these issues, we
formulate a multi-objective CPOMDP model resulting in a personalized, budget-
constrained screening policy that maximizes a patient’s QALY's while minimizing
her LBCMR.

Our paper’s contribution can be viewed from both methodological and prac-
tical standpoints. In terms of methodology, we extend the CPOMDP framework
proposed by Cevik et al. (2018) by incorporating multiple objectives to assess
the trade-off between QALYs and LBCMR. In addition, we empirically show that
CPOMDP algorithm run times can be improved substantially by identifying the
relevant belief states at each decision epoch. From a practical point of view, we
propose a more comprehensive modelling framework to increase early detection
rates and QALYs while reducing LBCMR. We accomplish this by considering the
impacts of generated policies on QALYs and LBCMR simultaneously. The result-
ing policies are found to perform well in both regards, often leading to QALY
and LBCMR values that do not deviate significantly from the corresponding out-
comes of single objective models. We also consider supplemental tests in addition
to mammography and observe their impact on QALYs and LBCMR. Our numer-
ical results show that a limited amount of supplemental tests are recommended
due to their associated costs and disutilities. We also perform a sensitivity analysis
on both the disutility of the supplemental tests as well as the cost of screenings
and identify thresholds at which supplemental screenings become favourable. In
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addition, we show the Pareto frontier over the QALY maximization and LBCMR
minimization objectives, which help understand the trade-offs between these two
important modelling objectives.

The rest of the paper is organized as follows. Section 2 provides a brief discus-
sion of the literature surrounding cancer screening and similar modelling frame-
works. Section 3 provides the mathematical background for the CPOMDP method-
ology, which is followed up by our proposed model. The results are then presented
in Section 4, followed by Section 5 where we discuss our findings and future re-
search directions.

2 Literature Review

Different methodologies have been employed to solve cancer screening problems
including simulation-based (Mandelblatt et al., 2016; Sprague et al., 2015) and
optimization-based techniques (Saville et al., 2019). Several studies have been
conducted to determine efficient cancer-screening policies by evaluating their cost-
effectiveness using Markov models (Le, 2016; Ralaidovy et al., 2018; Gopalappa
et al., 2018; Bansal et al., 2020). Tollens et al. (2021) assessed the rate of false pos-
itive outcomes in two rounds of screening of women with extremely dense breasts
and evaluated their impact on cost-effectiveness. Kaiser et al. (2021a,b) employed
Markov models to evaluate cumulative costs, QALYs, false positive, and false
negative results of breast cancer screening and conducted deterministic and prob-
abilistic analyses to test the model stability.

Some other studies developed simulation-based analysis using partially ob-
servable Markov chain (POMC) models. For example, Maillart et al. (2008) and
Madadi et al. (2015) assessed breast cancer screening policies where the former
focuses on balancing cost-effectiveness with lifetime mortality risk, and the latter
focuses on the impact of patient adherence to screening recommendations. Simi-
larly, Molani et al. (2019) developed POMC models to examine the risks of various
screening policies while considering a patient’s adherence behavior. Later, Madadi
et al. (2022) formulated a POMC model to study the effectiveness of supplemental
screening (e.g., ultrasound) while incorporating the impact of radiologists’ bias on
patients’ screening outcomes. POMC models have also been used for other cancer
types. For instance, Li et al. (2014) developed POMC models to evaluate colorec-
tal cancer screening policies among others. While these studies comprehensively
evaluate the impacts of various factors such as screening age and intervals, they
do not attempt to find optimal policies.

A strand of the literature develops optimization-based techniques to find poli-
cies for various cancer screening problems. For instance, Akhavan-Tabatabaei et al.
(2017) optimized cervical cancer screening decisions by modelling the problem as a
Markov decision process (MDP), accounting for several factors such as a patient’s
age and screening results. Similarly, Chhatwal et al. (2010) and Alagoz et al. (2013)
optimized the post-mammography biopsy decisions for breast cancer using MDPs.
Vargas et al. (2015) incorporated the impact of over-treatment and the potential
delay in cancer detection into an MDP model of the breast cancer screening prob-
lem. Ayvaci et al. (2018) developed a stochastic modelling framework using MDPs
to optimize risk-sensitive diagnostic decisions after a mammography exam by con-
sidering the variations in risk preferences of the individuals. Tung et al. (2022)
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optimized breast cancer diagnostic decisions to reduce the overdiagnosis costs in
a patient’s lifetime based on cancer subtypes using a large-scale MDP model with
many finite states. Imani et al. (2020) designed an MDP model to optimize the
costs and the QALYs for breast cancer treatment plans considering prophylactic
surgery, radiation therapy, chemotherapy, and their combinations. On the other
hand, in most cases, a patient’s state is not fully observable, and therefore par-
tially observable MDPs (POMDPs), while more difficult to solve due to a generally
intractable state space, are more suitable for modelling the cancer screening prob-
lem since they capture the uncertainty related to the imperfect state information.
POMDPs have been used to develop policies for a wide variety of cancer screening
problems such as prostate (Zhang et al., 2012a,b; Zhang and Denton, 2018; Li et al.,
2022), colorectal (Erenay et al., 2014), liver (Chen et al., 2018), cervical (Ebadi
and Akhavan-Tabatabaei, 2021), and lung cancers (Petousis, 2019).

Numerous studies have specifically investigated the breast cancer screening
problem. Ayer et al. (2012) proposed a finite-horizon POMDP to identify policies
for patients based on their risk factors. Ayer (2015) and Ayer et al. (2016) for-
mulated the breast cancer screening problem using POMDPs, where the former
focuses on finding the optimal screening policy for given sensitivity and specificity
values, and the latter incorporates both the patient’s adherence behavior and their
breast cancer risk into the decision process. Otten et al. (2017) and Witteveen et al.
(2018) proposed a POMDP model for breast cancer and considered the personal
risk of developing cancer to investigate the resource allocation for optimal and
personal follow-up. Additionally, Sandikci et al. (2018) evaluated the impact of
supplemental screenings by sequentially considering the screening decisions. That
is, their model first determines whether the patient should receive mammography;,
and the supplemental screening decision is then made according to the mammog-
raphy outcome. In a recent study, Hajjar and Alagoz (2022) developed a model to
identify the optimal screening decisions for an index disease (e.g., breast cancer)
while incorporating a chronic condition (e.g. diabetes). In particular, they provided
personalized breast cancer screening recommendations for women with diabetes
and found several remarkable policy insights for this case. Other extensions to
this context include formulating a POMDP with continuous states. For example,
Otten et al. (2020) extended the study by Otten et al. (2017) to a continuous
state problem by modelling the tumor size as a continuous-valued component in
the state space, which is based on the assumption that tumor growth follows an
exponential distribution. Horiguchi (2021) also evaluated the periodic screening
programs for breast cancer by converting a POMDP to a fully observable MDP
with a continuous state space.

The optimization approaches discussed so far assume that the decision-maker
has infinite resources, which is generally not the case. Hence, it is often useful
to find optimal policies that satisfy certain constraints, such as limited screening
resources. Several studies have proposed using constrained MDP models for differ-
ent cancer screening problems (Ayvaci et al., 2012; Lee et al., 2019). Poupart
et al. (2015) and Lee et al. (2018) devised solution methods for constrained
POMDPs (CPOMDPs) based on approximate linear programming and Monte
Carlo tree search, respectively. Many CPOMDP applications followed, especially
in the healthcare domain. Gan et al. (2019) investigated opioid use disorder using
CPOMDP models, and imposed restrictions on the available budget for interven-
tions and surveillance (e.g., using wearable devices). To account for the imperfect
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patient state information and budgetary constraints in the breast cancer screen-
ing problem, Cevik et al. (2018) proposed a finite-horizon CPOMDP model that
maximizes patient QALYs while limiting the number of mammographies received
during the patient’s lifetime. In this study, we extend Cevik et al. (2018)’s work by
introducing supplemental screening tests to the decision process and investigating
multi-objective optimization approaches for the breast cancer screening problem.
Different from Sandikci et al. (2018), we consider only the simultaneous usage of
supplemental tests with mammography, which help simplify the problem for the
CPOMDP framework. Table 1 summarizes the relevant studies in the literature
and demonstrates the relative positioning of our work.

Table 1: Summary of the most closely related studies in the literature.

Problem/ o Model Solution

Research Cancer Objective Specificati A ach

Type pecification pproac

Constraint ~ Framework
Chhatwal et al. (2010) Breast QALYs None MDP DP
Zhang et al. (2012a) Prostate QALYs None PMDP DP
Ayvaci et al. (2012) Breast QALYs Budget MDP MIP
Ayer et al. (2012) Breast QALYs None POMDP DP
Alagoz et al. (2013) Breast QALYs None MDP DCL
Erenay et al. (2014) Colorectal QALYs None POMDP LP
Ayer et al. (2016) Breast QALYs None POMDP LP
Akhavan-Tabatabaei Cervical Cost None MDP DP
et al. (2017)
Chen et al. (2018) Liver Cost None MDP MIP
effectiveness
Cevik et al. (2018) Breast QALYs No. of POMDP MILP
screenings
Caglayan et al. (2018) Breast QALYs Budget POMDP MILP
Lee et al. (2019) Liver Early-stage  Screening  pomMpP BIP
detections resources
Gan et al. (2019) OUD QALD Budget POMDP DP
Our Study Breast ~ QALYsand  pygget POMDP  MILP
LBCMR

OUD: Opioid Use Disorder, DP: Dynamic Programming, MIP: Mixed-Integer Program-
ming, DCL: Double-Control Policy, LP: Linear Programming, MILP: Mixed-Integer Linear
Programming, BIP: Binary Integer Programming

3 Methodology

In this section, we first present the preliminaries and the POMDP model for the
breast cancer screening problem. We then propose a multi-objective CPOMDP
model that simultaneously optimizes a patient’s QALYs and LBCMR, subject to
a budget constraint. Finally, we formulate a linear programming model to approx-
imate the multi-objective CPOMDP model.
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3.1 Preliminaries

A discrete-time finite horizon POMDP model is defined as a seven tuple
(T,S8,A,0,R,P, Z). Each model component describes one aspect of the environ-
ment in which a decision maker — referred to as the agent — takes actions and
makes observations. We use 7 to denote the set of decision epochs and S to de-
note the set of core states, which represents the partially observable states that
the agent can occupy. At each decision epoch, the agent takes an action a € A
and makes an observation 6 € O. Observations and transitions to new states are
uncertain, and are therefore described by probabilities. That is, pfj € Z represents
the probability that the agent will transition from state ¢ € S to j € S when action
a € A is taken at time ¢t € 7, and zfg € Z represents the probability that the
agent will observe 6 € O after taking action a € A in state i € S at time t € T.
The agent collects rewards throughout the decision process according to ri* € R,
which denotes the reward for performing action a € A in state i € S at time ¢t € T.
Table 2 summarizes the notation used in our study.

As the state space is only partially observable, the POMDP agent cannot
know its core state with certainty. Instead, the agent maintains a belief state: a
probability distribution over the set of core states S. The belief state & € II(S) is
an |S|-dimensional vector where m; gives the probability that the agent is in the
state i € S, that is,

I(S) = {m | Zz‘esﬂ'i =1,m >0, Vi e S}.

At each decision epoch t € T, as the agent takes an action a € A, and makes an

observation € O, its belief state is updated from 7 to #«’ according to Bayes’

rule, where

- Bty
2§ TP 7

gives the updated probability that the agent is in state j € S. The Bellman optimal-

ity equation (i.e., value function) corresponding to action a € A can be obtained

as
Qf (m) = " mi(ri® + A" il (n)), (2)

= 00 jeS

(1)

where Qf (w) = max,c4{Q¢(w)} and X is the discount factor. In finite horizon
problems; X is typically set to one. Note that, in Equation (2), first the observation
0 is made at state i, then the state transition state j occurs. This order of events
is different than that of standard POMDP formulations (e.g., see (Poupart et al.,
2015)), however, it is commonly used in modeling cancer screening problems (Ayer
et al., 2012; Cevik et al., 2018).

3.2 CPOMDP Model for Breast Cancer Screening

We formulate a CPOMDP model for the breast cancer screening problem to op-
timize the screening decisions made by a decision maker (e.g., a radiologist or a
physician) at each age between the ages of 40 to 100 (i.e., T = {1,2,...,60}).
Below, we first describe the CPOMDP model components, then formally define
the multi-objective CPOMDP model.
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Table 2: Notation used for the parameters and the mathematical formulas.

Notation Description

teT a decision epoch from the set of decision epochs

T the total number of decision epochs (decision horizon)

i1€S a state in the state space

ac A an action in the action space

0ecO an observation in the observation space

w € II(S) a belief state in the belief space

[ the ith component of 7r; the probability that a patient is in core state

W, M, M&R, M&U

pig EP

ta
Zjg € Z
spect®, senst®

wt(Xt, Yz)
wr(Xr)
Ve (X, Ye)
yr(XT)

rieeRrR

i

®%, wi
ASer ATP AFP
Q¢ (m), Qf(m)
acl

ner

cta

C

beg

kek

B

PP =[p1,-. ., pn]
P =[h1,...,%n]

fie
Ttka

hi, h2
Ok

Vika

qti

i
wait, mammography, mammography + MRI, mammography + ultra-
sound actions

probability of making a transition from state i to state j by taking
action a at time ¢, and the corresponding probability space
probability of making a observation 6 at state j by taking action a at
time t, and the corresponding probability space

the specificity and sensitivity parameters for action a € A at time
t € T, respectively

generic QALYs reward for action Yz in state X at time ¢

generic QALYs reward in the final decision epoch T in state Xp
generic LBCMR reward for action Y; in state X; at time ¢
generic LBCMR reward in the final decision epoch T in state X
upper bound on LBCMR

immediate rewards for QALYs for taking action a at state ¢ and time
t, and the corresponding reward space
salvage reward at time ¢, and terminal reward for state i € S

disutilities for screening, TP, and FP test results

optimal and approximate value functions for belief state 7 at time ¢
a piecewise linear value function and its set

a policy and set of policies

cost of taking action a at state i and time ¢

budget limit

a grid point and set of grid points

grid index in the index set for the grid points

convex combination weight for the grid point b for the updated be-
lief state (b*)’ when the update is performed based on action a and
observation 6 at time ¢

resolution value and resolution vector used for grid construction
resolution threshold vector used to partition the belief space
probability of transitioning from belief state b’ to the belief state b*
by taking action a at ¢

state-action occupancy measures, i.e., the probability of occupying
belief state b* € G and taking action a at time ¢

expected total QALY's and expected total life-time risk

probability of occupying grid point b* at the first decision epoch
binary variable with value one if action a is taken at belief state b eg
at time ¢

probability of death by cancer post-diagnosis for a patient diagnosed
at state ¢ at time ¢

the discount factor

the weight vector for the objective function, giving the weights for the
QALYs and LBCMR terms, respectively

for a fixed-resolution grid, the set of allowed values for the components
of a belief state
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— Core states: We choose the core states of the model to represent an individual’s
health status. We consider a patient to be occupying one of the following states:
healthy, having early-stage (i.e., in-situ) cancer, having late-stage (i.e., invasive)
cancer, death due to breast cancer, and death from other causes. Our model
considers the last two states as the fully observable terminal states, where the
patient leaves the decision process. For simplicity, we map each core state to
an integer, and represent the complete core state space as S = {0,1,2,3,4},
corresponding to the five states given above. Similarly, the partially observable
state space is defined as S = {0, 1,2}. Consequently, the belief state « defined
over the partially observable states is an |S|-tuple, storing the probability of a
patient being healthy, having in-situ cancer, or having invasive cancer.

— Actions and observations: We consider three screening actions in our model,
namely, mammography (M), mammography supplemented with MRI (M&R),
and mammography supplemented with ultrasound (M&U). We assume that
the supplemental tests are performed right after mammography, and the de-
cision to perform these test are based on the patient’s current breast cancer
risk estimate that reflects both static (e.g., family history) and dynamic (e.g.,
age) risk factors. We also include a wait action (W) to indicate no screen-
ing is received at a given decision epoch. Accordingly, the action space is
A = {W, M, M&R, M&U}. When an action is taken, the associated observation
is either positive (indicating that the patient has cancer) or negative (indicat-
ing that the patient is cancer-free), which leads to the observation space of
O = {#7,0"}. For the wait action, a positive observation can be attributed to
self-detection or a clinical breast exam (e.g., feeling a lump in the breast tis-
sue), whereas the observations for screening actions are the direct outcomes of
the screening tests. The received observation can be a true positive (TP), true
negative (TN), false positive (FP), or false negative (FN) result, depending on
the underlying state of the patient.

— Transition and observation probabilities: Transition probabilities capture
the transitions between the core states. As indicated by Maillart et al. (2008)’s
study, the transition probabilities for the breast cancer screening problem pos-
sess several distinguishing properties. Firstly, the transition probabilities are
time-dependent, as the probability of developing breast cancer increases with
age (Maillart et al., 2008). Secondly, the transition probability matrices are
upper diagonal, as a patient cannot recover from cancer during the decision
process, i.e., once the patient is diagnosed with cancer, she leaves the deci-
sion process and does not return either. Lastly, the transition probabilities are
action-independent, that is, pi? = pﬁj, Va € A. Observation probabilities are
linked to the performance (i.e., specificity and sensitivity) of the underlying
action (e.g., screening test). Let spec’® and sens'® be the specificity and sen-
sitivity parameters for action a € A at time t € T, respectively. Accordingly,
2% = spect®, 288, = (1 — spec'®), zfio)e. = (1 — sens'®), and Zfio,e* = sens'®.

— Rewards and costs: In the breast cancer screening problem, the re-
wards are typically expressed in terms of QALY values. Immediate re-
wards, rf“, correspond to the QALY values associated with action a for
a patient in state i at time t. These are calculated by taking into ac-
count the probability of death in a given decision epoch, as well as var-
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ious disutilities associated with the actions. Assuming that there are no
disutilities associated with the wait action, its corresponding expected im-
mediate reward can be calculated using a half-cycle correction method,
that is, r" = 1 x Pr(patient is alive at t + 1|patient is alive at t) + 0.5 x
Pr(patient is dead at t 4+ 1|patient is alive at t) (Gray et al., 2011). Immediate
rewards for other actions can be derived from rfw. Let ASCT, ATP , and AFP
correspond to the screening, TP test, and FP test disutilities, respectively. We
obtain the immediate rewards for the negative test results as rfg. =W _ pASer
for a € A\ W. Similarly, we obtain the immediate rewards for the positive test
results, r;p+, by adjusting for the TP (i.e., when i # 0, § = ") and FP (i.e.,
when i = 0, § = §") test disutilities.

The disutility values are typically low for screening (e.g., 0.5 days for undergo-
ing screening), whereas positive test results lead to additional procedures such
as biopsies, incurring much higher disutility values (e.g., 2-4 weeks) (Ayer
et al., 2012). Terminal rewards, ¢;, i € S, are received when a patient reaches
time step T', whereas salvage rewards, ¢;, i # 0, are received when a patient is
diagnosed with cancer to account for the utility of a possible recovery.

We consider LBCMR as another target/reward value which corresponds to
the risk of dying because of breast cancer. The salvage values for LBCMR,
qti, depends on patient’s age (i.e., t) and health state, :. Lastly, we consider
screening actions to have associated monetary costs, M being the cheapest
and M&R being the most expensive option. Cost values, ¢® for a € A, are
independent of the state and time step.

In finite horizon CPOMDPs, the objective is to maximize the total expected
reward, subject to a budget constraint. In our problem, we consider two separate
objectives: maximization of the QALYs, and minimization of LBCMR. For a given
starting belief state 7°, this can be characterized as follows:

T-1
r:lea% {(E;‘_ [ Z wt (X, Yz) +wT(XT Z e (X¢, Y2) ’YT(XT)])}v (3a)
t=0
T-—1
st. B | Z ct(Xe,Y1)] <C, (3b)
t=0

where X; and Y; denote the states and actions at time ¢, respectively; 7" represents
the set of all policies; and u € 7 is a policy from the policy space. In addition, w(-)
and 7(-) functions represent the generic reward functions for QALY and LBCMR,
respectively. Similar to (2), the two optimization objectives in (3a) can be repre-
sented using Bellman optimality equations for unconstrained POMDP problems,
and are typically solved using iterative optimization routines such as value iteration
and backward induction methods (Puterman, 2014; Cevik et al., 2018). However,
constrained MDP and POMDP models are usually formulated as (approximate)
linear programs, the latter involving a grid-based approximation mechanism. Ac-
cordingly, we next review the grid-based approximations for POMDPs and then
formulate our linear programming model to approximate the CPOMDP model
presented in (3).
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3.3 Grid-based Approximation Mechanism for CPOMDPs

A commonly used approach to approximate Qj () is to discretize II(S) into a set
of grid points and calculate the values for only these grid points. We denote this
set of grid points as G = {b¥ | k € K}, where K = {1,...,|G|} is index set of G.
Specifically, an approximate POMDP value function can be obtained for b € G and
a € A as (Lovejoy, 1991):

QF(b) =D birf® +> b Y > 2y pif Y BrQiia (BY), (4)

i€S €S 0eOjeS kel

where Q741 (b") = >, cxc Bk Qt41(b%). In this approximation, b’ ¢ G is represented
as a convex combination of the elements in G, in which £ gives the coefficient of
b*, k € K. There are several different strategies for calculating these S-values; in
this paper, we employ the LP-based approach provided by Sandikg¢i (2010).

3.8.1 Grid construction

The grid set G can have a significant impact on the approximation quality, as was
shown by Sandikci et al. (2018) in the case of an unconstrained POMDP model for
another breast cancer screening problem. In uniform grid construction methods,
a resolution value, p, is used to construct the grid set. For a uniform resolution
grid, the distance between grid points in each dimension is integer multiples of
1/p. Thus, the possible values in the grid point b € G for each state ¢ € S are
integer multiples of 1/p. Formally, the grid set constructed by using a uniform
grid approach can be obtained as (Lovejoy, 1991)

g:{Tr|7Ti:Z,7’L€Z>O, Zﬂizl} (5)

K2

where Zx>( is the set of all integers greater than or equal to zero. For a prob-
lem with |S| states and a resolution of p, the size of the approximate grid set is
|G| = (|S|;1+p). A detailed explanation of uniform resolution grid construction and
sample grid sets can be found in Appendix A.1l.

For the breast cancer screening problem, the patients are likely to have belief
states that are much closer to the corner point = = [1,0,0] (healthy) than to the
other two corner points w = [0,1,0] (in-situ cancer) and = = [0,0, 1] (invasive
cancer). This is mainly because the probability of getting cancer on a specific time
step is relatively low, as indicated by the transition probability values. As a result,
using a uniform resolution grid to approximate the belief space would lead to a
significant amount of computational overhead to be spent on belief states that
are rarely visited, which is noted in previous studies as well (Cevik et al., 2018;
Sandikei et al., 2018). Accordingly, we employ a variable resolution uniform grid
construction method for generating the grid points. In this approach, the resolu-
tion value varies based on a set of thresholds over the belief state components.
Specifically, the belief space is divided into distinct intervals based on the prob-
ability that a patient is healthy, mp and a resolution is assigned to each interval.
For an interval mo € [a,b] with resolution p, the uniform grid for the resolution
p is constructed, and all beliefs satisfying a < m9p < b are retained. Formally,
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threshold values 1 = [1,...,9n] are defined over the probability that a woman is
healthy, as specified by the first component of belief states, mo. Specific resolution
values p = [p1,..., pn] are assigned for the intervals defined by these thresholds.
The variable resolution grid is then constructed by generating the corresponding
fixed-resolution grid sets and drawing from the relevant threshold regions (Cevik
et al., 2018; Sandikci et al., 2018). A detailed explanation of variable resolution
grid construction and sample grid sets can be found in Appendix A.2.

3.8.2 LP model for multi-objective CPOMDP

The grid-based approximation that we describe above reduces a POMDP to an
approximate MDP (Sandikgi, 2010). That is, the approximate model that is char-
acterized by the value functions in (4) corresponds to an MDP model where b € G
are the states. The transition probabilities between the states (i.e., grid points) can
be obtained from the POMDP belief states, observation probabilities, transition
probabilities, and 3-values as follows:

SONTS B vhlg by ifa=W.0€0, oratW,0=06,
flo — 0€0iceS jeS

Z Zﬁl@%e be b4 e if a #W and 6 = 6",

0O jes

where B}‘;‘ze corresponds to the convex combination weight for the grid point b’ for

the updated belief state (bk)’ when the update is performed based on action a and
observation 6 at time t. Note that f values can be precalculated and stored for
later usage.

By using a similar approximation mechanism, we can reduce the CPOMDP
defined by (3) to an approximate constrained MDP. Let x4, represent the occu-
pancy measures, which specify the fraction of time that the patient occupies the
belief state b* € G at time ¢ € T and takes action a € A. We can formulate the
following LP model for the approximate MDP:

max h(z) := (h1(x), ha(z)) (6a)
st. Y Toka = Ok, ke K, (6b)
acA
D wika— D> fir 100 =0, k€K, 0<t<T, (6¢)
acA acAleK
ok = Y Y fl rr_1a=0, k€K, (6d)
acALeER
SN S S g, < (6¢)
t<T keK acAicS
x> 0, Tika > 0, ac A ke, t<T. (Gf)

Let X represent the feasible solution space for the approximate CPOMDP model,
as defined by the constraints (6b)-(6f). Then, h : X — R? maps each solution
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in z € X into the 2-dimensional objective vector y := (hi(z), ha(x)), with hy :
X — R, k € {1,2}. The two optimization objectives in this model, h; and h2
correspond to expected total QALYs and expected LBCMR, respectively. The
constraints specified by (6b) link the occupancy measures to the initial belief
distribution d, k € K over the grid points. The initial belief distribution can be
selected in a way that ), 5% = 70, The constraints in (6¢) and (6d) establish
the connection between the occupancy measures at successive decision epochs.
Constraint (6e) imposes a budget limit of C over the decision horizon. That is, the
expected total cost of the taken actions cannot exceed C.
QALY and LBCMR objectives can be formulated, respectively, as follows:

b)) =Y 3 3 S it ama+ >, Y D> D bizgdivma

t<T ac AkeK €S t<T a#W,ac A ke i#£0,i€S

+ >0 i, (7)

keKieS

ha(z) = Z Z Z bezf&qm»‘ma + Z Z Z b5 254- D55 T ka

t<T k€K a#£W i#£0 t<T ke a#W

+ Z Z Z b5 250 5% 4o (8)

t<T keK 0O

The first component in (7) corresponds to the expected total QALYs except for
the case the patient is diagnosed with cancer, whereas the second component
calculates the post-diagnosis QALYs. The final component accounts for terminal
rewards. In (8), the first component calculates the LBCMR post-diagnosis where
q¢; represents the probability of a patient dying due to cancer if she is diagnosed at
time ¢ in state 7. The second component is for the case when the patient receives a
screening test but the outcome is a false negative. The final component corresponds
to the LBCMR value when the patient takes the wait action. The straightforward
approach is to linearize these two objectives by using appropriately selected weight
values, (w1, ws2), to obtain wyhi —wzhs as the optimization objective. However, we
also experiment with multi-objective optimization techniques to obtain the Pareto
frontier.

The model presented in (6) does not guarantee that the resulting screening
policy will be deterministic (Puterman, 2014). Instead, the optimal policies may
be randomized: there may be more than one optimal action for a given grid point-
time tuple. In circumstances where randomized policies are unacceptable, which is
often the case in medical diagnosis, we can enforce deterministic policy constraints.
We define binary variables vy, and incorporate the following constraints into (6)
to ensure deterministic policies:

Tika < Vika) t<T, kEK, a€A, (9a)
> vk =1, t<T, kek, (9b)
aceA

Vika € {0,1}, t<T, kek, ac A (9¢)

These constraints ensure that for each grid point-time tuple, exactly one action
is recommended. Cevik et al. (2018) also propose constraints to obtain threshold-
type policies, which can be useful for clinical practice. The threshold-type policies
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rely on the stochastic ordering of the belief states, and ensure that policies follow
the threshold levels over the belief states (e.g., take wait action if the patient is at
least 99% healthy — = = [0.9954, 0.0016, 0.003]). However, these constraints come
with an extra computational burden, and we, therefore, do not consider them in
our analysis.

The approximate model defined in (6) can be simplified significantly by only
considering the useful grid points and eliminating those from the formulation that
are guaranteed to result in z;,, = 0, Vk € G, Va € A at a given time t. Specifi-
cally, some grid points are not visited in certain decision epochs, and they do not
contribute to the optimization objectives. This makes it possible to set the cor-
responding z-variable value to 0. The following proposition formalizes this idea:

Proposition 1 If at time t € {1,...,T — 1} and grid index k € K we have
fin ke =0,  Va€A LeK

then, for all a € A, zq, = 0.

Proof

From (6¢) we have

S Tka= D> Fir “Ti-10a

acA acALel

by Proposition 1, this becomes

Z Tiga =0

acA

from (6f), which states
Tga =0
the only solution is

Tikq = 0, a€A O

We take that the grid point % is not useful at time ¢ if it satisfies the condition
in Proposition 1. In the model defined by (6), for each unuseful grid point, we can
omit the |A| many corresponding x;r, variables and their associated constraints
given in (6¢). In the deterministic model, we can additionally omit |.4| many binary
Vika variables, as well as the two corresponding deterministic policy constraints
given by (9a) and (9b).
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4 Numerical Study

In this section, we discuss the parameter estimation procedures and present the
results from our numerical study. Through detailed experiments, we first assess
the performance of the grid-based approximations for the unconstrained POMDP
model of the breast cancer screening problem. Then, we present results for the
multi-objective POMDP and CPOMDP models. The optimization models are im-
plemented in Python using Gurobi 9.0 and experiments are performed on a Linux
machine with an Intel i7-8700K processor and 64 GB of system RAM.

4.1 Parameter Estimation

An important input for our models is the disutility of various screening and diag-
nostic outcomes. We consider the following disutility values: 0.5 days for mammog-
raphy, 2.5 days for mammography+MRI, 1 day for mammography+ultrasound, 14
days for a TP and 28 days for a FP, as FP has been found to have a higher disu-
tility than TP (Sandikci et al., 2018; Ayer et al., 2012). Furthermore, we set the
terminal rewards for a patient at age 100, ¢;, to 2.5, 1.2, and 0.5 years for be-
ing healthy, having in-situ cancer, and having invasive cancer, respectively (Ayer
et al., 2012). We note that there could be many factors that contribute to an
increased likelihood of developing breast cancer, which need to be considered in
categorizing patients into risk groups. The factors that are found important for
increased breast cancer risk include breast density, family history, and BRCA1 and
BRCA2 gene mutations (ACS, 2019). Accordingly, we group patients under one of
two categories: average-risk (AR) and high-risk (HR). Similar patient groupings
were also considered in previous studies. For instance, Ayer et al. (2012) define an
HR patient as someone with a family history of breast cancer. Overall, similar to
Cevik et al. (2018), HR patients are assumed to be 2—4 times more likely to develop
breast cancer compared to their AR counterparts. The risk of developing breast
cancer is mainly encoded by the transition probability matrices: women classified
as high-risk patients are more likely to transition to unhealthy states than women
who are average-risk. The corresponding transition probabilities for AR and HR
patients are obtained from the studies of Maillart et al. (2008) and Cevik et al.
(2018), and the observation probabilities (i.e., sensitivity and specificity values for
each action) are obtained from the studies of Ayer et al. (2012) and Sandikci et al.
(2018).

In terms of test performance, mammography + MRI has the highest sensitivity
and the lowest specificity, whereas mammography + ultrasound has the highest
specificity among these three screening modalities. Post-cancer life expectancy
values are also estimated similarly to the estimations in Ayer et al. (2012), which
are based on the methods by Arias (2014) and Siegel et al. (2014). The cost of each
screening action follows the estimates from Caglayan et al. (2018), adjusted at a 3%
rate of inflation and rounded to the nearest dollar to get the cost in 2022. After
adjusting for inflation, the cost of mammography, mammography + MRI, and
mammography + ultrasound are estimated as $134, $1,752, and $243, respectively.
In the numerical experiments with constrained POMDP models, the budget levels
are set as $350, $850, and $1700, for small, average and large budgets. We note
that these budget constraints represent the limits on average amount of money
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spent on cancer screening procedures throughout an individual patient’s lifetime.
To ensure that the weighted multi-objective optimization responds properly to
both objective terms, the scale factors ¢; and ¢ are assigned such that the scaled
values of QALY's and LBCMR are approximately within [0, 1]. The results in Cevik
et al. (2018) and Sandikci et al. (2018) reveal that QALY values are generally
below or just larger than 40. Accordingly, ¢ is set to 4071, A preliminary analysis
revealed that LBCMR generally does not exceed 10%. Accordingly, we set ¢2 to 10.
The starting belief states for AR and HR patients can be estimated by using the
breast cancer risk assessment tool provided on NCI’s website! and they typically
differ considerably based on the patient characteristics, with HR patients having
significantly worse belief states at a given age than AR patients in most cases (Ayer
et al., 2012; Sandikci et al., 2018).

4.2 Performance Evaluation for Solution Algorithms

The performance of the grid-based approximation can be significantly impacted
by the grid set composition. Typically, as the grid size increases, policies gener-
ated by the approximation methods get closer to the ones generated by the exact
solution methods (e.g., Monahan’s exhaustive enumeration algorithm). Accord-
ingly, we first examine the performance of the grid-based approximations by using
Lovejoy (1991)’s lower bound (LB) and upper bound (UB) mechanisms over the
unconstrained POMDP model for our breast cancer screening problem. Note that
the latter provides the foundations of our CPOMDP model provided in (6). We
adopt the implementations provided by Kavaklioglu and Cevik (2022) for the LB
and UB methods.

Table 3 summarizes the performance for different grid sets based on an AR
patient and by using the single objective model obtained by setting w; = 1 and
wz = 0 (i.e., QALY maximization objective). We provide two sets of results, one
for a single belief state, = = [0.9954, 0.0016, 0.003], and the other is optimality gap
statistics over 100 belief states randomly sampled according to the same resolution
threshold vector (¢ = [0.96,0.80,0]) used for constructing all the grid sets. The
optimality gap value for a specific belief state is calculated as Gap (%) = (UB —
LB)/|LB.

These results show that the gap values may decrease considerably as we in-
crease the number of grid points in the variable resolution uniform grid construc-
tion method. In terms of CPU run times, the UB method is significantly worse than
the LB method and Monahan’s algorithm (ME). Note that both the LB method
and ME rely on the piecewise linear value function representation for POMDPs
(i.e., Q" (w) = maxger{m - o} where I' represents the set of a vectors), and effec-
tively employ a-vectors to represent the model solutions. The LB method achieves
similar values to those generated using ME even for small grid sets. On the other
hand, the UB method repeatedly calculates 3-values to achieve a reduction of the
POMDP to a corresponding MDP, which leads to a significant increase in compu-
tational overhead. While the gap significantly tightens as we approach Gz, there is
a negligible difference between the results obtained for Gz and G4. As such, we set

L http://www.cancer.gov/bcrisktool/
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Gs, which uses p = [500,50, 5] and 1 = [0.96,0.8,0], as our default grid set in the
subsequent experiments.

Table 3: Summary performance values for different unconstrained POMDP algo-
rithms obtained for an AR patient using different grid sets.

Grid Specification LB ME UB Gap (%)
Grid ID and p |Gl QALYs CPU QALYs CPU QALYs CPU Min Mean Max
Gi: (100, 25, 5) 51 40.244 5.9 40.252 1669.9 40.338 71.0 0.0 0.082 0.215
Ga: (250, 50, 5) 144 40.250 318 - - 40.270 511.7 0.0 0.016 0.047
Gs: (500, 50, 5) 309 40.252 214.6 - - 40.255 2118.5 0.0 0.003 0.009
Ga: (1000, 50, 5) 939 40.252 5476.4 - - 40.252  19231.0 0.0 0.001 0.004

*: QALY values are for the target belief state 7 = [0.9954, 0.0016, 0.003]
T resolution threshold vector is 4 = [0.96,0.8, 0]
¥: gap values are calculated over 100 randomly sampled evaluation grid points

We next demonstrate the impact of Proposition 1 for various grid set sizes.
Specifically, we consider the unconstrained POMDP model by using the corre-
sponding integer programming model as formulated by (6) with the single objec-
tive h1, including the deterministic policy constraints, but excluding the budget
constraints. Because our multi-objective CPOMDP models are constructed based
on a similar formulation, this analysis sheds light on the corresponding run times
as well. Figure la provides the percentage of useful grids at each decision epoch,
and Figure 1b compares the CPU run times on a logarithmic scale between the two
configurations: using all of the grid points and using only the useful grid points.
At the first decision epoch, as specified by the choice of 4, all the grid points are
used. However, in the subsequent decision epochs, only a fraction of grid points
are used/visited. We also find that the percentage of useful grid points decreases
with |G|. Across all the grid set sizes, we observe a significant performance boost
in terms of run times, which tends to increase as |G| increases.

4.3 Multi-objective CPOMDP Results

In our experiments with multi-objective models, we first assess the trade-offs be-
tween the optimization objectives. Specifically, three representative weight combi-
nations are considered to test the multi-objective optimization model. Intuitively,
both extremes are considered: the QALY maximization objective, obtained by
setting w = [1, 0], as well as the LBCMR minimization objective, obtained by
setting w = [0, 1]. The final weight vector involves a combination of maximizing
QALYs while minimizing LBCMR, which is referred to as the weighted objective.
Our preliminary analysis indicates that an arbitratily selected weight combination
can perform similarly to QALY maximization or LBCMR minimization objectives.
We identify w = [0.933, 0.067] as the weight combination that leads to noticeably
different QALYs and LBCMR values than the single objective counterparts. Be-
low, after establishing baseline results for our multi-objective CPOMDP model by
solving its unconstrained version (i.e., without budget restrictions), we investigate
the impact of the budget constraints on the resulting policies. We then provide



18 Robert K. Helmeczi et al.

Al grids
10¢{ WEm Only useful grids

-
<

Time (seconds)
=
°~

% Useful Grids

10!

Num. Grids
~—— 51 —— 144 —— 309 —— 939

B B )
Decision epoch

(a) % of grid points used (b) CPU run time comparison

Fig. 1: Grid point elimination analysis results for unconstrained POMDP model
solved using the corresponding integer programming formulation.

a sensitivity analysis for important model parameters such as the disutility of
supplemental screenings and the screening costs.

Table 4 shows the baseline results for the unconstrained breast cancer screening
problem considering AR and HR patients. For each patient type, we consider five
different belief states to report the QALYs and LBCMR values. These belief states
only specify the starting health status estimates of the patients, and some extreme
cases are included (e.g., see the belief state in the last row of Table 4a) to assess
the impact of the starting belief state on screening outcomes. We find that there
is a noticeable trade-off between the QALY maximization policies (i.e., the ones
obtained by solving the CPOMP model using only QALY maximization objective)
and LBCMR minimization policies (i.e., the ones obtained by solving the CPOMP
model using only LBCMR minimization objective). Specifically, across different
belief states for AR patients, we observe that aggressive screening strategies lead
to a decrease in LBCMR by approximately 0.51%, but these strategies also result
in a drop of 0.36 QALYs (4.3 months). This can be explained by the various
disutilities (e.g., FP test results) associated with screening. We observe similar
trends for HR patients as well. As expected, HR patients experience lower QALYs
and a higher LBCMR due to the elevated likelihood of developing breast cancer.
On average, HR patients have a slightly lower QALY loss (3.7 months) and a
larger LBCMR reduction (0.58%) when compared to AR patients. This is mainly
because the disutilities associated with screening are suppressed by the increased
benefit of screening in terms of breast cancer mortality reduction, which leads to
screenings having a more positive impact on QALYs for HR patients.

We find that the weighted objective manages to balance the QALYs and
LBCMR values. Specifically, for all of the considered belief states for both AR
and HR patients, the QALYs and LBCMR for the weighted objective tend to be
very close to their optimal values, as given by the maximize QALYs and mini-
mize LBCMR objectives, respectively. For AR patients, following the policy from
the weighted objective model results in an average increase of just 0.12% to the
LBCMR over the policy from the LBCMR minimization model, and with a de-
crease in QALYs on average of just 14 days compared to the policy by QALY
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Table 4: Multi-objective POMDP results obtained for fixed objective weights (anal-
ysis exclude budget limits; LBCMR values are in %).

(a) AR patient

Min. LBCMR Weighted Max. QALYs
Belief state QALYs LBCMR QALYs LBCMR QALYs LBCMR

1.0000, 0.0000, 0.0000  39.949 3.780  40.278 3.897  40.317 4.301
0.9954, 0.0016, 0.0030  39.886 3.960  40.216 4.079  40.255 4.478
0.9850, 0.0060, 0.0090  39.783 4.342  40.110 4.463  40.149 4.854
0.9750, 0.0120, 0.0130  39.715 4.653  40.032 4.766  40.072 5.164
0.9500, 0.0180, 0.0320  39.426 5.715  39.733 5.826  39.770 6.200

(b) HR patient.

Min. LBCMR Weighted Max. QALYs
Belief state QALYs LBCMR QALYs LBCMR QALYs LBCMR
0.9890, 0.0030, 0.0080  39.428 7.441  39.720 7.523  39.754 8.050
0.9755, 0.0085, 0.0160  39.306 7.900  39.587 7974  39.623 8.508

0.9500, 0.0180, 0.0320  39.065 8.794  39.337 8.867  39.369 9.370
0.9300, 0.0280, 0.0420  38.908 9.415  39.173 9.487  39.205 9.978
0.9200, 0.0330, 0.0470  38.829 9.725  39.092 9.797  39.123 10.283

maximization model. On the other hand, the LBCMR minimization policy would
decrease QALYs on average by almost four months, and the QALY maximization
policy would increase the risk on average by 0.39%. The results for HR patients
show an even bigger improvement, with the policy by the weighted objective model
adding just 0.07% to the LBCMR, and decreasing the QALYs by just 12 days
compared to the single objective counterparts. In contrast, for the HR patients,
switching to the QALY maximization policy would increase the risk value on av-
erage by 0.51%, and switching to the LBCMR minimization policy would decrease
the QALYs by about 3.3 months. This highlights the benefits of the multi-objective
approach, as it provides an opportunity to balance the different objectives. That
is, when a CPOMDP model only considers the QALY maximization objective, it
is willing to accept a large increase in risk for minimal QALY gains. Similarly,
policies which only aim to minimize LBCMR are willing to sacrifice a great deal
of QALYs for minimal improvement in LBCMR. The policies obtained by using a
weighted objective achieve neither maximal QALYs nor minimal LBCMR values,
but they provide a balance between the two objectives.

We next experiment with the budget-constrained multi-objective CPOMDP
models for AR and HR patients. Specifically, a small budget ($350), an average
budget ($850), and a large budget ($1,700) are each considered and their impact on
the resulting policies is compared. We adopt two different approaches to solve the
resulting approximate model: weighted-sum method by selecting a large number
(100) of distinct weight values to solve the model using the weighted objective, and
applying the e-constraint method (Mavrotas, 2009). In the weighted-sum method,
for easier and more meaningful selection of weight values, we first bring both objec-
tive terms to same scale by using the scale factors ¢; and ¢2. These are determined
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in a way that the scaled values of QALYs and LBCMR are approximately within
the range [0, 1]. For instance, previous studies show that the QALY values are typi-
cally around 40 years and LBCMR values are around 0.1 (i.e., 10%), so ¢1 = 40 and
¢2 = 10 can be used in our analysis. In the e-constraint method, we maximize the
single objective hi, subject to the constraint that —hs is no less than a particular
value (i.e., we maximize QALYs subject to a pre-calculated maximum tolerable
LBCMR). Upper limit for —ho is changed iteratively to generate nondominated
solutions. Figures 2 and 3 show the results for AR and HR patients, respectively.
As expected, repeatedly solving the model using the weighted objective — a naive
approach to multi-objective optimization — fails to identify the majority of the
values on the Pareto frontier. On the other hand, the e-constraint method per-
forms well in this regard and helps to quantify the trade-offs between the QALY
maximization and LBCMR minimization objectives.
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Fig. 2: Results with weighted objective and e-constraint methods for various budget
levels for AR patients (patient starting belief state is [0.9954, 0.0016, 0.003]).
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Fig. 3: Results with weighted objective and e-constraint methods for various budget
levels for HR patients (patient starting belief state is [0.9755, 0.0085, 0.016]).

The Pareto fronts in figures 2 and 3 reveal that, for each of the considered
budgets, the selected weight vector has a substantial impact on LBCMR, but
minimal effect on QALYs. Figure 2a shows that, for AR patients with C = $350,
QALY values range between 40.17 and 40.21 (i.e., &+ 0.04 years/14 days) and risk
values range between 4.69% and 4.94% (i.e., = 0.25%). Similarly, for C' = $1, 700,
QALY values range between 40.22 and 40.25 (i.e., + 0.03 years/11 days) and risk
values range between 4.25% and 4.55% (i.e., £ 0.30%). For HR patients, the impact
on QALYs is more pronounced, where, in Figure 3a, the difference in QALY is



A multi-objective CPOMDP model for breast cancer screening 21

about 27 days. This trend continues for the higher budgets, where the average gap
in QALY is about 25 days, and the average gap in risk is about 0.39%. This can
again be attributed to the elevated likelihood of developing breast cancer for HR
patients, that is, additional screenings can be especially helpful in reducing the
LBCMR, even for relatively healthy patients, whereas QALY maximization often
involves avoiding screening procedures for patients with healthier belief states.

4.4 Policy Evaluation Results

Figures 4 and 5 compare the performance of multi-objective CPOMDP policies ob-
tained for three distinct objective weight configurations against the following fixed-
interval (i.e., rule-based) policies: annual mammography screenings (A), biannual
mammography screenings (B), biannual mammography screenings supplemented
with MRI (B4+R), and biannual mammography screenings supplemented with ul-
trasound (B+4U). Note that these results are collected by using a discrete-event
simulation model that involves simulating the lifetime of 100,000 patients.
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Fig. 4: Comparisons of screening outcomes against fixed-interval policies for HR
patients (results for no screening policy are in parenthesis in (a) and (b)).

Figure 4a shows the relative QALY gain for each policy compared to no screen-
ing for AR patients. We observe that a budget of just $350 can be used to increase
the QALY's above several rule-based screening strategies, with a budget of just $850
outperforming every rule-based policy in terms of QALYs. This demonstrates that
using fewer screenings as prescribed by the CPOMDP model can be deemed suf-
ficient in maximizing the QALY values for the AR patients. However, Figure 4b
shows that the frequent screenings associated with rule-based policies tend to out-
perform budgeted policies for LBCMR minimization. This result is expected, as
there is no detriment to overscreening when attempting to minimize the risk of dy-
ing due to cancer. Figure 4c shows a significant difference in budgets used between
the budgeted policies and the rule-based ones, with annual mammographies using
approximately 2.5 times the maximum budget (i.e., $1,700) with only a 0.25% im-
provement in LBCMR. Figure 4c also reveals that CPOMDP policies may exceed
their budget. Specifically, each of the policies generated using a budget of $1,700
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exceeds this budget in simulations. Note that exceeding the imposed budget limits
in a simulation environment can be attributed to the employed grid-based ap-
proximation scheme, as the approximate LP/MIP model only optimizes over the
pre-defined grid points. Similar observations regarding the constraint violation of
grid-based approximations for CPOMDPs were also made in other studies (e.g.,
see (Poupart et al., 2015)).

Figure 5a shows that the rule-based policies perform similarly to one another
with respect to maximizing QALYs in the case of HR patients. Additionally, the
maximum gain in QALY is more than double that of AR patients. Unlike in the
case of AR patients, a budget of $350 does not produce any competitive policies,
and, as can be seen in both Figures 5a and 5b, the results for this budget level
is well separated from the other policies. However, a budget of $350 is still a
significant improvement over no screening, and it is the most valuable policy per
dollar spent. For HR patients, the gap between the best budget-constrained policy
and the best rule-based policy with respect to risk minimization is about 0.35%,
which is larger than the gap observed for AR patients. Figure 5¢ shows that rule-
based policies for HR patients tend to cost slightly less than for AR patients.
This observation can be attributed to the fact that HR patients are more likely
to develop cancer and are therefore more likely to leave the decision process due
to diagnosis or death. In contrast, the budgeted policies tend to fully utilize the
available budget for both AR and HR patients, as they are able to account for this
consideration.
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Fig. 5: Comparisons of screening outcomes against fixed-interval policies for HR
patients (results for no screening policy are in parenthesis in (a) and (b)).

Table 5 summarizes the screening actions prescribed by various CPOMDP
policies based on a discrete-event simulation. Specifically, we simulate the life-
time of 100,000 patients using our CPOMDP model data (e.g., starting belief
states and transition/observation probabilities) and collect the relevant statistics,
namely, QALY, LBCMR and cost estimates, to evaluate the implications of differ-
ent screening policies. Note that “M/R/U” column shows, respectively, the per-
centage of decision epochs with mammography only, mammography + MRI and
mammography + ultrasound screening actions. As expected, with an infinite bud-
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get, LBCMR minimization policies employ aggressive screening using the highest
sensitivity modality, i.e., mammography supplemented with MRI. In contrast, the
QALY maximization policies tend to recommend fewer screenings and, even with-
out a budget constraint, they prescribe mammography screenings conservatively.
Some supplemental tests with ultrasounds are prescribed for these patients, but as
ultrasound adds an extra half day of disutility, it is often the case that the decreased
likelihood of false positives does not outweigh the additional disutility of adding
the supplemental test. Policies from the weighted objective CPOMDP model lead
to screening more aggressively than the QALY maximization policies, but they
are also more likely to recommend mammography supplemented with ultrasound
when screening is necessary. The budgeted policies all tend to use mammogra-
phy alone, preserving their budget to allow for additional screenings. Remarkably,
there are several instances like the AR patient with C = $350 case where, for each
objective, the percentage of mammography actions taken is very similar, but the
results from Table 5 clearly show substantial differences in QALYs and LBCMR.
These results show that even with access to a limited number of screening actions,
QALYs and LBCMR can vary considerably depending on to whom the screenings
are prescribed (e.g., at different ages).

Table 5: Simulation results for three optimization objectives, budgets, and two
patient types (M/R/U: screening action percentages; LBCMR values are in %).

Min. LBCMR Weighted Max. QALYs

Patient C  QALYs LBCMR  Cost M/R/U QALYs LBCMR Cost M/R/U  QALYs LBCMR Cost M/R/U
AR 350 40.17 4.69 306 6.7/0.0/0.0 40.19 4.71 304 6.6/0.0/0.0 40.21 494 304 6.6/0.0/0.0
850 40.21 4.46 683 14.9/0.0/0.0 40.22 449 714 15.6/0.0/0.0 40.24 4.70 732 16.0/0.0/0.0

1700 40.22 4.25 1896 41.6/0.0/0.0 40.23 4.27 1903 41.7/0.0/0.0 40.25 4.55 1762 28.4/0.0/5.6

39.88 3.96 54810 2.1/92.0/0.0 40.22 4.08 3753 57.2/0.0/13.9 40.25 4.50 2235 26.8/0.0/12.2

HR 350 39.31 9.36 302 7.0/0.0/0.0 39.35 9.40 307 7.1/0.0/0.0 39.39 9.77 307 7.1/0.0/0.0
850 39.47 8.75 876 20.4/0.0/0.0 39.51 8.80 741 17.2/0.0/0.0 39.54 9.14 690 16.0/0.0/0.0

1700 39.54 8.37 1727 40.3/0.0/0.0 39.57 8.43 1829  42.7/0.0/0.0 39.60 8.78 1741  40.6/0.0/0.0

39.31 7.90 51770 1.5/92.7/0.0 39.59 7.97 6558 64.9/3.1/26.4 39.62 8.52 3431 55.3/0.0/13.8

As with the unconstrained case, Table 5 shows that the weighted objective
offers a reasonable trade-off between QALYs and LBCMR. That is, our multi-
objective CPOMDP formulation can be used to identify a policy that balances
these two objectives, as the QALY maximization (LBCMR minimization) ob-
jective incurs substantial sacrifices to LBCMR (QALYs) for a minimal gain in
QALYs (LBCMR). In contrast, the weighted objective tends to achieve near max-
imal/minimal values in terms of QALYs/LBCMR.

4.5 Sample Screening Recommendation Scenarios

In the previous experiment, the investigation into POMDP/CPOMDP policies fo-
cused on the summary statistics obtained by a discrete-event simulation model
with a large number of patients. In this experiment, we consider how each policy
impacts the screening decisions made by a physician throughout a patient’s life-
time. Here, we make two assumptions. Firstly, we assume that the patient never
develops any form of breast cancer, as this could result in them exiting the decision
process early. Secondly, we assume that every screening action yields a negative
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result, including those taken during a prescribed wait period (i.e., the result of a
clinical breast exam/self-examination is always negative). We observe the decision
process for varying policies and patient types according to these two assumptions.

Table 6 compares the constrained policies using an average budget for each ob-
jective for an AR patient with a starting belief of « = [0.9954,0.0016,0.003] (i.e.,
in-situ cancer risk of 0.16% and invasive cancer risk of 0.3%). Rows correspond-
ing to a wait action recommendation are omitted from the table. These results
reveal that regardless of the objective, the policies are generally the same in this
particular scenario. There is one noticeable difference, as the QALY maximization
objective takes its final screening action at age 64 while the other two objectives
take their final screening at age 73. This difference in screening ages can be at-
tributed to the fact that as a patient gets older, they are more likely to develop
cancer. Additionally, the sensitivity of screening tests increases as the patients get
older. Accordingly, by saving this screening action until a later age, the risk of
cancer death can be reduced. In the case of the QALY maximization objective
however, a main consideration is the collection of salvage rewards, which represent
the lump-sum QALYs associated with a patient being diagnosed at a particular
age and leaving the screening process. These salvage rewards are lower for older
patients. Accordingly, the QALY maximization objective attempts to balance the
risk of a patient dying (insofar as it affects QALY's) with the reward for diagnosing
a patient.

Table 6: Sample screening recommendations for an AR patient considering average
budget limit (C = $850; in-situ and invasive cancer risks are in %).

(a) Min. LBCMR (b) Weighted (c) Max. QALY
age in-situ invasive action age in-situ invasive action age in-situ invasive action
51 0.32 0.19 Mam. 51 0.32 0.19 Mam. 51 0.32 0.19 Mam.
61 0.55 0.32 Mam. 61 0.55 0.32 Mam. 60 0.52 0.31 Mam.
73 0.89 0.49 Mam. 73 0.89 0.49 Mam. 64 0.61 0.33 Mam.

Unlike for AR patients, the screening recommendations for HR patients vary
considerably across different objectives. HR patients are more likely to develop
breast cancer and, accordingly, they tend to begin the decision process at a higher
likelihood of having breast cancer. For this particular scenario, we consider a start-
ing belief of # = [0.9755,0.0085,0.0160]. Accordingly, each policy prescribes a
screening at age 40, the earliest available time to do so in the decision process,
as shown in Table 7. However, the next screening is not recommended until age
57 for the LBCMR minimization policy, and age 64 for the weighted and QALY
maximization policies. Tables 7a and 7c reveal that the number of screenings taken
for a patient can vary considerably across different objectives. In the case of the
AR patient, each objective yielded just three mammography actions, whereas, for
HR patients with the LBCMR minimization policy, the number of mammogra-
phies is double that of the QALY maximization policy. In the case of QALYs
this is intuitive: recall that these simulations assume a negative screening result,
even during a wait action period, meaning that this particular patient is able to
stay in a healthier belief state during their lifetime compared to other patients
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(i.e., scenarios). Accordingly, the QALY maximization objective will allocate an
additional budget for patients that are in worse belief/health states due to positive
observations (i.e., # = 6*). Notably, the minimize LBCMR policy evaluation comes
in under budget, costing just $804 of the $850 budget limit. In contrast, results in
Table 5 shows that the average cost for patients subjected to this policy is $876.
This result is to be expected, as the assumptions made in this policy evaluation
tend to keep the patient in a healthier belief state. In particular, positive results
during wait actions will tend to make the patient appear more likely to have can-
cer, but as the assumptions made in this evaluation only allow negative results
during wait actions, this patient tends to stay in a healthier belief state. Accord-
ingly, the policy has allocated additional budget to those patients that are more
likely to have breast cancer. Furthermore, observing a high number of screenings
in this all-negative observations scenario indicates that LBCMR minimization is
affected at a smaller scale by the perceived belief/health states of the patients, and
screenings are allocated more uniformly across different scenarios that a patient
might follow.

Table 7: Sample screening recommendations for an HR patient considering average
budget limit (C' = $850; in-situ and invasive cancer risks are in %).

(a) Min. LBCMR (b) Weighted (c) Max. QALY

age in-situ invasive action age in-situ invasive action age in-situ invasive action
40 0.85 1.60 Mam. 40 0.85 1.60 Mam. 40 0.85 1.60 Mam.
57 0.88 0.52  Mam. 64 1.27 0.73 Mam. 64 1.27 0.73 Mam.
64 1.26 0.72  Mam. 70 1.63 0.89 Mam. 72 1.75 0.96 Mam.
70 1.63 0.89 Mam. 72 1.41 0.69 Mam.

72 1.41 0.69 Mam.

78 1.85 0.96 Mam.

Sample screening recommendation scenarios for an HR patient with no budget
restrictions are also considered for the three objective functions to demonstrate
the impact of budget limits on the screening recommendations. Table 8c shows
that, in this scenario, screening recommendations generally favour supplemental
ultrasound for earlier ages, but once the patient reaches 50 years old, the rec-
ommended screenings turn to mammography alone. Mammography supplemented
with ultrasound is assumed to have a higher specificity but a lower sensitivity than
mammography alone, meaning that while the ultrasound as a supplemental test
reduces the risk of false positives, it also leads to fewer true positives. At earlier
ages, when patients are less likely to develop breast cancer, this reduced chance
of false positives is substantial enough to justify the supplemental test, even with
the additional disutility associated with the test. However, as the patient ages,
the reduced risk of false positives is outweighed by the additional disutility of the
supplemental test, as well as the increased chance of having cancer go unnoticed.
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Table 8: Sample screening recommendations for an HR patient considering unlim-
ited budget (in-situ and invasive cancer risks are in %)

(a) Min. LBCMR (b) Weighted (c) Max. QALY
age in-situ invasive action age in-situ invasive action age in-situ invasive action
40 085 1.60 Mam. + MRI 40 085 1.60 Mam. + MRI 40 085 1.60 Mam.
41 0.31 0.25 Mam. + MRI 41 0.31 0.25 Mam. + US 41 0.37 0.40 Mam. 4+ US
42 023 0.12  Mam. + MRI 42 026 0.15 Mam. + US 43 034 0.21 Mam. + US
43 0.23 0.12  Mam. + MRI 43 0.26 0.14  Mam. + US 45 0.39 0.22 Mam. + US
4 026 0.12  Mam. + MRI 4 028 0.14 Mam. + US 4T 046 025 Mam. + US
45 028 0.14 Mam. + MRI 45 0.30 0.15 Mam. + US 8 038 019 Mam. + US
46 0.30 0.14  Mam. + MRI 46 0.33 0.16 Mam. + US 50 0.50 027 Mam.
47032 0.15 Mam. + MRI 47035 0.17  Mam. + US 52 054 029 Mam.
48 0.33 0.16 Mam. + MRI 48 0.36 0.18 Mam. + US 54 0.59 0.31  Mam.
49 035 0.17  Mam. + MRI 49 037 0.18 Mam. + US 5 050 024 Mam.
50  0.36 0.17  Mam. + MRI 50  0.38 0.19 Mam. 51 o 038 Mam.
51 037 0.18 Mam. + MRI 51 0.38 0.19  Mam. o osl 03 Mam.
52 0.38 0.18 Mam. + MRI 52 0.40 0.19 Mam.
53 040 0.19 Mam. + MRI 53 0.41 020 Mam. 60 066 0.3 Mam.
54 042 0.20 Mam. + MRI 54 044 0.21 Mam. 61 0.66 031 Mam.
55 046 021 Mam. + MRI 55 047 022 Mam. 62 0.68 032 Mam.
5 048 023 Mam. + MRI 56 0.50 024 Mam. 63 070 0.33  Mam.
57 0.52 025 Mam. + MRI 57 053 026 Mam. 64 074 034 Mam.
58 0.55 0.26  Mam. + MRI 58 0.56 027 Mam. 65 0.77 0.36  Mam.
59 0.58 0.27  Mam. + MRI 59 0.60 0.28 Mam. 66 080 0.37  Mam.
60 0.61 0.29  Mam. + MRI 60 0.62 0.30  Mam. 67 0.83 0.38 Mam.
61 0.64 0.30  Mam. + MRI 61 0.65 0.30  Mam. 68 0.87 0.40  Mam.
62 0.67 0.31  Mam. + MRI 62 0.68 0.32  Mam. 69 091 0.41  Mam.
63 0.69 0.32  Mam. + MRI 63 0.70 0.33  Mam. 70 095 0.42 Mam.
64 0.73 0.33  Mam. + MRI 64 0.74 0.34 Mam. 71 0.98 0.43  Mam.
65 0.76 0.35 Mam. + MRI 65 0.7 0.36  Mam. 73 1.37 0.67 Mam.
66 0.80 0.36  Mam. + MRI 66 0.80 0.37  Mam. 74 1.06 0.46  Mam.
67 0.82 0.37  Mam. + MRI 67 0.83 0.38  Mam. 75 1.02 0.44 Mam.
70 1.46 0.75 Mam. + MRI 70 1.46 0.75 Mam. 77 1.42 0.67 Mam.
71 1.05 0.46 Mam. + MRI 71 1.06 0.46  Mam. 79 1.47 0.67 Mam.
72 1.00 0.44 Mam. + MRI 72 1.00 0.44 Mam.
73 1.00 0.44 Mam. + MRI 73 1.00 0.44 Mam.
74 1.01 0.44 Mam. + MRI 74 1.00 0.44 Mam.
75 1.02 0.44 Mam. + MRI 750 102 0.44 Mam.
76 1.03 0.44 Mam. + MRI 76 1.03 0.44  Mam.
77 1.03 0.44 Mam. + MRI 77 102 0.44 Mam.
79 1.44 0.66 Mam. 78 1.03 0.44 Mam.
79 1.04 0.43 Mam.

4.6 Sensitivity Analysis

We conclude our numerical study with a sensitivity analysis for important model
parameters. We first consider the impact of differing disutility values on the uncon-
strained model. These results are quantified using QALYs and LBCMR, as well
as the percentage of decision epochs where a screening action was taken under
“M/R/U” columns. The various disutilities impact QALYs only and have no ef-
fect on the LBCMR. Accordingly, the LBCMR minimization objective is excluded
from the sensitivity analysis, as all combinations of disutilities will produce the
same LBCMR with this objective function. Preliminary experiments in the sensi-
tivity analysis on disutilities focus only on those cases where TP and FP are the
same, except for the baseline disutility values obtained from the literature. This
is because experiments showed that varying TP while keeping FP constant had
a negligible impact on QALYs, LBCMR, and screening composition. Accordingly,
the TP and FP disutilities are amalgamated into a single term, PT, representing
the disutility of a positive test result.
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Table 9 shows that when there is no disutility associated with any of the screen-
ings nor for TP or FP, MRI is employed extensively. This is intuitive, as what
prevents the general use of MRI is the disutility associated with the screening test
(2.5 days) as well as the risk of false positives. The addition of PT disutilities
has a substantial impact on the screenings recommended. When the disutility of
mammography and ultrasound are the same, the introduction of PT disutilities
— even as little as 7 days — causes the QALY maximization policies to prefer ul-
trasound for nearly every screening, as this supplemental screening action reduces
the likelihood of false positives. However, when ultrasound has a higher disutil-
ity than mammography, the model prefers to use the mammography action, even
when false positives incur a 28-day disutility. Similarly, a supplemental MRI is
often recommended when MRI has the same disutility as mammography and the
disutility of a positive test is zero, but when positive tests are assigned a disutility
value, the MRI action is no longer favourable for maximizing QALYs as it raises
the risk of false positives.

Table 10 explores the impact of varying disutilities on HR patients. The results
show that the composition of screenings follows a similar pattern to that of AR
patients: as false positive disutilities are introduced, supplemental ultrasounds be-
gin to be prescribed until the disutility of a supplemental ultrasound differs from
that of mammography, in which case mammography alone becomes the favoured
test. Supplemental MRIs are never used when their disutility differs from that of
mammography, even when false positive disutilities are zero. These results sug-
gest that, while supplemental MRI offers increased sensitivity and supplemental
ultrasound offers increased specificity, the gain in QALY from these advantages
is outweighed by the disutility of undergoing a supplemental test.

In general, we observe that, when the disutility of a supplemental screening
test is greater than the disutility of mammography alone, the supplemental test is
not used. One exception to this rule is supplemental ultrasound when the disutility
of a positive test is 28 days. It turns out that the reduced risk of false positives
outweighs the additional disutility of the supplemental ultrasound to some extent,
although in this case, the majority of screening actions are still mammography
alone. For the AR patients, in the case of weighted objective, the additional disu-
tility of the MRI action prevents MRIs from being prescribed when its disutility is
different from mammography. In contrast, for the HR weighted objective, the MRI
actions are used about 3.1% of the time when the disutility of mammography +
MRI is 2 days more than the disutility of mammography alone. It is also observed
from these sensitivity analysis results that having no additional disutility for these
supplemental tests would favour a higher usage of the supplemental screenings.

Table 11 investigates the impact of varying costs for supplemental screenings
on the QALYs and LBCMR values, as well as their impact on the different types of
screenings used. In designing this experiment, we considered the results in Table 5,
which revealed that, when subjected to a budget constraint, screening policies
typically utilize only the mammography action since the supplemental tests tend
to be prohibitively expensive. Even in the case of QALY maximization, where
the risk of false positives must be taken into account, it is observed that using
mammography alone is more preferable, which has a higher false positive rate
than mammography plus ultrasound, both due to the disutility of supplemental
ultrasound (1 day vs 0.5 days for mammography alone) and the higher sensitivity
of the mammography action. Accordingly, in this sensitivity analysis, the cost
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Table 9: Sensitivity analysis results for disutility values considering AR patients
with unlimited budgets (M/R/U: screening action percentages; LBCMR values
are in %).

Weighted Max. QALYs
M M+R M+U PT QALYs LBCMR M/R/U QALYs LBCMR M/R/U
Baseline 40.22 4.08 57.2/0.0/13.9 40.25 4.50 26.8/0.0/12.2
0 0 0 0 40.46 3.98 16.7/72.6/8.5 40.48 4.17 2.7/73.9/18.9
7 40.40 4.00 9.3/2.9/85.6 40.42 4.18 0.0/0.0/100.0
14 40.35 4.00 0.1/0.0/97.6 40.36 4.20  0.0/0.0/84.9
28 40.26 4.01  0.3/0.2/79.9 40.29 4.38  0.1/0.0/60.1
0.5 0 40.46 3.99  5.3/73.8/0.0 40.48 417  5.0/71.5/0.0
7 40.39 3.98  94.3/3.0/0.0 40.41 4.17  93.5/2.9/0.0
14 40.33 4.00 76.6/4.1/0.0 40.34 4.23  78.4/0.4/0.0
28 40.23 4.04 59.2/0.2/14.1 40.27 442 33.5/0.0/14.7
2 0 0 40.45 3.98 70.9/0.0/15.0 40.47 4.19 76.4/0.0/13.0
7 40.40 4.00  9.3/0.0/88.5 40.42 4.19 0.0/0.0/100.0
14 40.35 4.00 0.1/0.0/97.6 40.36 420  0.1/0.0/83.4
28 40.26 4.01  0.4/0.0/80.2 40.29 4.37  0.3/0.0/58.7
0.5 0 40.45 3.98  78.9/0.0/0.0 40.47 4.19  78.1/0.0/0.0
7 40.39 4.00 97.8/0.0/0.0 40.40 4.17  96.2/0.0/0.0
14 40.33 3.99  85.5/0.0/0.0 40.34 4.23  79.0/0.0/0.0
28 40.23 4.04 61.5/0.0/14.3 40.27 442 32.8/0.0/14.9
0.5 0.5 0.5 0 40.41 3.96  2.4/87.9/0.0 40.43 4.15 0.0/100.0/0.0
7 40.35 3.99 16.7/2.9/78.1 40.37 421 0.4/3.7/79.0
14 40.31 4.01  0.5/1.1/79.3 40.32 428  0.7/0.0/74.5
28 40.23 4.04 0.5/0.2/76.7 40.26 444  0.4/0.0/50.8
1.0 0 40.41 3.96  0.0/97.8/0.0 40.43 4.16  2.3/97.7/0.0
7 40.34 3.98  90.9/6.0/0.0 40.36 420  73.9/4.1/0.0
14 40.29 4.00 73.6/4.1/0.0 40.31 4.34  56.2/3.5/0.0
28 40.21 4.08 56.6/0.4/13.9 40.25 4.49 285/0.4/11.7
2.5 0.5 0 40.40 3.98 97.8/0.0/0.0 40.42 4.17  100.0/0.0/0.0
7 40.35 3.99 13.8/0.0/84.0 40.37 420  0.8/0.0/82.5
14 40.31 4.01 1.5/0.0/79.6 40.32 4.29  0.7/0.0/72.9
28 40.23 4.04  0.5/0.0/76.9 40.26 444  0.6/0.0/49.7
1.0 0 40.40 3.98 97.8/0.0/0.0 40.42 4.17  100.0/0.0/0.0
7 40.34 3.99  97.3/0.0/0.0 40.36 4.21  81.8/0.0/0.0
14 40.29 4.00 78.7/0.0/0.0 40.31 4.34  62.2/0.0/0.0
28 40.21 4.08 57.1/0.0/13.9 40.25 4.49 27.6/0.0/11.8

of mammography is considered to be constant. As all other screenings involve
mammography, the cost of the supplemental screening tests cannot be below the
cost of a mammography.

The results in Table 11 show that even when the supplemental tests are sub-
sidized greatly, they are still not overwhelmingly utilized. This is particularly the
case for the weighted and QALY maximization objectives, as the disutilities of
these supplemental screenings can often outweigh their benefits. For AR patients,
supplemental screenings are effectively unused when their cost exceeds 1/4 of the
cost of an ultrasound. We observe that when supplemental screenings are free,
AR patients still tend to use the mammography action as opposed to using the
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Table 10: Sensitivity analysis results for disutility values considering HR patients
with unlimited budgets (M/R/U: screening action percentages; LBCMR values
are in %).

Weighted Max. QALYs
M M+R M+U PT QALYs LBCMR M/R/U QALYs LBCMR M/R/U
Baseline 39.59 797  64.9/3.1/26.4 39.62 8.52 55.3/0.0/13.8
0 0 0 0 39.89 7.97 6.4/86.7/4.9 39.92 8.26 0.8/86.0/11.2
7 39.81 7.96 44.7/19.1/34.1 39.85 8.31  9.2/5.7/85.0
14 39.76 7.98 4.1/3.1/90.5 39.79 8.29  0.0/3.1/95.9
28 39.66 7.99 0.2/3.1/93.6 39.69 8.30  0.0/3.1/92.6
0.5 0 39.89 7.97 0.6/88.2/0.0 39.92 8.26  1.1/89.0/0.0
39.81 7.94  80.7/17.2/0.0 39.84 8.27  94.3/5.7/0.0
14 39.74 7.95 90.8/5.8/0.0 39.77 8.25  95.7/3.2/0.0
28 39.62 7.96  67.6/3.2/26.1 39.65 8.36 52.2/3.3/29.8
2 0 0 39.87 7.97 84.1/3.1/5.9 39.90 8.30 85.2/0.0/11.1
39.81 797  57.1/3.1/37.6 39.84 8.32  7.4/0.0/92.6
14 39.76 7.98 4.2/3.1/90.5 39.79 8.31  0.0/0.0/99.3
28 39.66 7.99 0.2/3.1/93.6 39.68 8.31  0.0/0.0/96.2
0.5 0 39.87 7.97 81.6/3.1/0.0 39.90 8.30  86.1/0.0/0.0
7 39.80 7.95 94.7/3.1/0.0 39.84 8.28 100.0/0.0/0.0
14 39.74 7.95 93.6/3.1/0.0 39.77 8.28  96.1/0.0/0.0
28 39.62 7.95  67.7/3.1/26.1 39.65 8.38 58.5/0.0/27.1
0.5 0.5 0.5 0 39.84 7.95 0.0/97.8/0.0 39.87 8.26  4.9/95.1/0.0
7 39.77 7.97 30.6/21.8/25.6 39.80 8.29  3.6/5.8/89.5
14 39.72 7.99 2.4/3.2/91.4 39.74 8.28 0.0/3.1/95.9
28 39.62 7.99 0.2/3.2/93.6 39.64 8.37 0.1/3.1/86.9
1.0 0 39.84 7.95 0.0/97.8/0.0 39.87 8.25 0.0/100.0/0.0
39.76 794  86.4/11.4/0.0 39.79 8.26  93.0/5.8/0.0
14 39.70 7.96 90.8/5.8/0.0 39.73 8.26  92.9/3.2/0.0
28 39.58 797  64.6/3.2/27.2 39.62 8.51 48.7/3.6/13.7
2.5 0.5 0 39.82 7.94 94.7/3.1/0.0 39.86 8.29  100.0/0.0/0.0
39.77 7.97  62.3/3.1/32.4 39.79 8.30  5.5/0.0/93.7
14 39.72 7.99 2.4/3.1/91.8 39.74 8.29  3.1/0.0/96.1
28 39.61 7.99 1.5/3.1/92.3 39.64 8.39  0.1/0.0/89.2
1.0 0 39.82 7.96 94.7/3.1/0.0 39.86 8.29  100.0/0.0/0.0
7 39.76 7.96 94.7/3.1/0.0 39.79 8.28  99.0/0.0/0.0
14 39.69 7.96 93.6/3.1/0.0 39.72 8.28  96.2/0.0/0.0
28 39.57 7.96  66.0/3.1/26.1 39.61 8.51 54.9/0.0/13.9

ultrasound action. This is due to the higher disutility of the supplemental test, as
well as the fact that the supplemental test is assumed to have a lower sensitivity
than mammography alone. For HR patients, the risk of developing cancer is much
greater. Accordingly, the higher specificity of the ultrasound is not as useful as the
higher sensitivity of the other tests. However, as MRI has a much higher disutility
compared to mammography (2.5 days versus half a day) the mammography action
is still used for the majority of screenings for HR patients, even when supplemental
MRI is cheap or free.

The results of the sensitivity analysis show that, in general, supplemental
screenings are too expensive, and have too high of a disutility to justify their us-



30 Robert K. Helmeczi et al.

Table 11: Sensitivity analysis results for cost values considering average budget
limit (C' = $850; M/R/U: screening action percentages; LBCMR values are in %).

Min. LBCMR ‘Weighted Max. QALYs

Patient M M+R M+U QALYs LBCMR M/R/U QALYs LBCMR M/R/U  QALYs LBCMR M/R/U
AR 134 134 134 40.16 4.44 0.0/14.2/1.9 40.22 4.49 14.9/0.8/0.0 40.24 4.71  14.5/0.0/3.4
161 161 40.20 4.46 14.1/2.3/0.1 40.22 449 15.4/0.2/0.0 40.24 4.70  15.8/0.0/0.0

188 188 40.21 4.46 16.2/0.4/0.0 40.22 4.49 15.5/0.0/0.0 40.24 4.70  16.1/0.0/0.0

538 161 40.21 446 16.8/0.0/0.1  40.22 449 15.8/0.0/0.0  40.24 470 15.9/0.0/0.0

943 188 40.21 4.46 16.8/0.0/0.0 40.22 4.49 15.5/0.0/0.0 40.24 4.70  16.2/0.0/0.0

1752 243 40.21 4.46 14.9/0.0/0.0 40.22 4.49 15.6/0.0/0.0 40.24 4.70  16.0/0.0/0.0

HR 134 134 134 39.44 8.67 1.8/16.1/1.6 39.51 8.74 13.5/5.8/0.1 39.54 9.09 12.0/4.0/0.0
161 161 39.47 8.73 10.6/5.8/0.2 39.51 8.78 12.9/3.9/0.0 39.54 9.12  12.9/3.1/0.0

188 188 39.47 8.75 20.0/0.2/0.0 39.51 8.80 17.2/0.0/0.0 39.54 9.14  16.0/0.0/0.0

538 161 39.47 8.75  20.1/0.0/0.2 39.51 8.80 17.2/0.0/0.0 39.54 9.14 16.0/0.0/0.0

943 188 39.47 8.75  20.4/0.0/0.0 39.51 8.80 17.2/0.0/0.0 39.54 9.14 16.0/0.0/0.0

1752 243 39.47 8.75  20.4/0.0/0.0 39.51 8.80 17.2/0.0/0.0 39.54 9.14 16.0/0.0/0.0

age in a constrained setting. This is particularly the case for supplemental MRIs,
which raise the price of screening by an order of magnitude. Supplemental screen-
ings would be vastly more beneficial if they were scheduled in such a way as to
minimize the overhead disutility that they incur, for example by performing them
in the same appointment, and by subsidizing their cost.

5 Conclusion and Future Work

In this study, we present a multi-objective constrained partially observable Markov
decision process model for the breast cancer screening problem, which involves
three partially observable health states and three screening modalities. We employ
grid-based approximation methods to formulate an approximate mixed-integer
linear programming model, which enables solving the multi-objective CPOMDP
model using a weighted combination of the objectives, as well as the e-constraint
method. We investigate the impact of supplemental tests on QALYs and LBCMR
in a constrained environment and show that many policies opt to use mammogra-
phy alone due to the additional cost and disutility of the supplemental tests. We
also compare budget-constrained policies with several rule-based ones and show
that many constrained policies can achieve similar results to rule-based screenings
while incurring a considerably reduced cost. We then provide policy evaluations
for a patient subject to several assumptions in the decision process using vari-
ous policies. These policy evaluations reveal that, especially for high-risk patients,
prescribed policies can vary considerably between the LBCMR minimization and
QALY maximization objectives. We conduct a sensitivity analysis on the screen-
ing disutility values and the cost of screening test and identify conditions under
which the addition of supplemental tests becomes favourable. We improve the
solvability of this approximate model by eliminating unuseful grid points from the
formulation, which leads to substantial gains in terms of CPU run times. We con-
duct detailed experiments to assess the trade-off between the QALY and LBCMR
optimization objectives. Being able to quantify such trade-offs can help health
policymakers in designing more informed personalized screening policies.

Our research has certain limitations which can be, in part, addressed in fu-
ture studies. First, because of the computational challenges, our baseline POMDP
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model is limited to only three health states. Patients’ adherence behaviours as well
as dynamic risk factors such as breast density can be incorporated into the state
space to have a more representative model for the breast cancer screening prob-
lem. Secondly, imposing budget limits for personalized screening involves setting
constraints over the lifetime of the patients. This approach might limit the adop-
tion of these policies in practice because it would be difficult to keep track of the
patients over their lifetimes. On the other hand, our models also guide the policy-
makers in terms of which screening ages are more important when there are limited
available resources. Such insights can be particularly useful in settings where gov-
ernments or institutions would need to carefully allocate screening resources to
maximize early detection of cancer. We also note that emerging screening modal-
ities (e.g., tomosynthesis) might be incorporated into our models. Similarly, a
sensitivity analysis around the screening test performance values can be used to
understand at what performance levels the supplemental screenings become more
beneficial. Lastly, the budget constraints imposed in our formulations only account
for screening and disregard various other costs including those of diagnostic tests
and treatment. A more complex CPOMDP formulation can be developed in the
future to account for these costs.
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A Grid construction

The belief simplex II(S) is the continuous, infinite set of possible belief values for a state space
S. In this study, finite subsets of the belief simplex are used as approximations. Such approx-
imate grid sets are generated using a variable-resolution uniform grid construction approach,
a modification of the commonly used fixed-resolution grid construction approach.

A.1 Fixed-resolution grid construction approach

In the fixed-resolution grid approach, the grid construction process involves sampling beliefs
at equidistant intervals along the dimensions of the state space. The intervals are set according
to the resolution parameter, p, where in each dimension the allowed values must be an integer
multiple of p~1. These values are further constrained by the fact that for any state, the belief
can be no less than zero and no greater than one, as all belief states represent a probability
distribution. Accordingly, the allowed values for the belief component b; of the grid point b

are given by
-1 p—2 21
B = {1224, 222 2 2o} (10a)
P P PP
As b is a probability distribution, it follows that

> bi=1 (10b)

Together, Equations 10a and 10b provide the full set of constraints on the beliefs in a fixed-
resolution grid set. The grid set can be generated in two steps: take the Cartesian product of
B with itself |S| times and then filter off all elements that do not satisfy Equation 10b.

Fized-resolution grid set example In this example, a fixed-resolution grid set is generated
for a model with two states and a resolution value of p = 2. According to Equation 10a, the
allowed values for each component of the approximate grids are given by

8(2)::{1,%,0} (11a)

Let C denote the Cartesian product of B with itself. In this case, there are 2 states so C is
given by the Cartesian product of B with itself twice. Thus

¢ =B(2) x B(2) (11b)
¢ ={[11},[1,3],1,0], (3,1, 5, 5, [5,0],[0,1], [0, 5], [0, 0] } (11c)

G is then given by all of the elements of C that satisfy Equation 10b, giving

g:{[LO]:[%’%]’[Ov 1]} (11d)

A.2 Variable resolution uniform grid construction approach

When approximating the belief simplex, the approximation tends to improve as the resolution
value p, and therefore the number of grids, is increased. However, the number of grids has
a considerable impact on run times. Accordingly, the grids in the grid set must be chosen
carefully to ensure that the best approximation is achieved while run times remain feasible.
Cevik et al. (2018) and Sandikci et al. (2018) found that, in the breast cancer screening problem,
the majority of patients are much closer to being cancer free (i.e., # = [1,0,0]) than to any
of the cancer states, and found that a variable resolution uniform grid construction approach
could be beneficial for this problem. A variable resolution uniform grid set is a grid set G that
uses grids from different G, to approximate different regions of the belief simplex.



A multi-objective CPOMDP model for breast cancer screening 37

In this research, the belief simplex is divided into three regions based on the probability
that a patient is healthy. A given threshold vector ¥ = [11, %2, 93] divides the belief simplex
into the regions [1, ¥1), [1, ©¥2), and [b2, 13]. To ensure the entire belief simplex is accounted
for, ¥3 must be equal to zero. These three regions define thresholds on the probability that a
patient is healthy, mg. For each region, a different grid set is used to select grid points from.
These grid sets are given by p = [p1, p2, p3], and accordingly the first, second, and third
regions select their grids from G,,, G, , and G5, respectively. Specifically, in the region given
by [1, %1), all grid points from G,; that satisfy mg € [1, 1) are added to the final approximate
grid set, G. Likewise, the second region draws grids from G,, that satisfy mo € [1)1, 12). The
third region draws from G,, for mg € [tp2, ¥3]. Unlike the preceding regions, the final region
has inclusive boundaries on both ends (i.e., in the third region, belief points where w9 = 13
are included). The grid set G is given by

|1
g: U {ﬂ-|ﬁegl)§7 o € [Tﬁg—l: 1/’5)} U{ﬂ"ﬂ'egﬁw,‘v mo € [wh/)\—lv w\w\]} (12)
=1

Where |1)] gives the size of the resolution threshold vector, 1, and ¢ = 1. Algorithm 1 gives
the procedure for constructing the grid set.

Algorithm 1 Variable resolution uniform grid-construction approach.

1: procedure GET_GRID_SET(p, 1))

2: G« 0

3: for{el...|¢p|—1do

4: G GU{m|meGp,mo € [he_1, te)} > Here, 9o = 1.
5: end for

6 G GU{m|mEG, p)m € [))—15 Y]} > Inclusive right boundary.
7 return G

8: end procedure

Variable resolution uniform grid construction example Consider the breast cancer screen-
ing problem, which uses three states, and a resolution vector of p = [3, 2] and a threshold

vector of 9 = [%, 0]. The fixed resolution grid sets needed for this problem are Gz and G,
which are
Gs = {[1,0,0,2,%,0,(2,0, 11,3, 2,01, (3, 5. 51, [5,0, 21,[0,1,0], [0, 2, 31, [0, 5, 2],[0,0,1]}  (13a)
G2 ={[1,0,0],(3, 5,0], (3,0, 5,[0,1,0, [0, 5, 3],[0,0, 1]} (13b)

Following along with Algorithm 1, G is initialized as the empty set. In the first iteration over
the for loop, £ = 1. Here, the threshold region is [¢o, ¥1] = [1, %]) The selected grid points
have mg € [1, %) and, for Gs, this is all regions where the probability of being healthy is either
1 or % Notably, if a belief point from Gz had mg = %, this belief point would not be included

as the right boundary is exclusive in the for loop. After this step, the grid set is
g:{[17070}7[%7%70]7[%707%]} (13C)

This concludes the for loop in Algorithm 1 for this example. The next threshold region is [%, 0]
corresponding to the fixed resolution grid Gp and, unlike the regions in the for loop, the right
boundary is inclusive, meaning that states containing mg = 0 in G are included in the final
grid set. All points except for [1, 0 ,0] lie within this threshold region. Thus
G=6U{l3,3,0[5,0, 51, 0,1,01,[0, 3, 3], [0,0,1]} (13d)

g= {[[LOyO]v [%7 %70]7 [%707 %]7 [%7 %70]7 [%707 %]7 [071v0]7 [07 %7 %}7 [0707 1]} (136)
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