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ABSTRACT

Speaker verification has been widely and successfully adopted
in many mission-critical areas for user identification. The
training of speaker verification requires a large amount of
data, therefore users usually need to adopt third-party data
(e.g., data from the Internet or third-party data company).
This raises the question of whether adopting untrusted third-
party data can pose a security threat. In this paper, we
demonstrate that it is possible to inject the hidden backdoor
for infecting speaker verification models by poisoning the
training data. Specifically, we design a clustering-based at-
tack scheme where poisoned samples from different clusters
will contain different triggers (i.e., pre-defined utterances),
based on our understanding of verification tasks. The in-
fected models behave normally on benign samples, while
attacker-specified unenrolled triggers will successfully pass
the verification even if the attacker has no information about
the enrolled speaker. We also demonstrate that existing back-
door attacks cannot be directly adopted in attacking speaker
verification. Our approach not only provides a new perspec-
tive for designing novel attacks, but also serves as a strong
baseline for improving the robustness of verification meth-
ods. The code for reproducing main results is available at
https://github.com/zhaitongging233/Back
door—-attack-against-speaker-verification.

Index Terms— Speaker Verification, Backdoor Attack,
Al Security, Deep Learning

1. INTRODUCTION

Acoustics signal processing [1, 2, 3], especially speaker veri-
fication [4, 5, 6], has been widely and successfully adopted
in our daily life. Speaker verification aims at determining
whether a given utterance belongs to a specific speaker. It
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has been widely used in mission-critical areas and therefore
its security is of great significance.

A typical speaker verification method consists of three
main processes, including the training process, enrolling pro-
cess, and inference process. In the training process, the model
learns a proper feature extractor for generating speaker rep-
resentations and a score function. In the enrolling process, a
speaker provides some utterances for enrollment. In the infer-
ence process, the model will determine whether a given utter-
ance belongs to the enrolled speaker according to the similar-
ities between the representation of the utterance and those of
the speaker’s utterances generated by the learned feature ex-
tractor. Currently, most advanced speaker verification meth-
ods are based on deep neural networks (DNNs) [7, 8, 9], of
which the training often requires a large amount of data. To
obtain sufficient training samples, users usually need to adopt
third-party data. It raises an intriguing question:

Will the use of third-party training data brings new secu-
rity risks to the speaker verification?

In this paper, we explore how to maliciously manipulate
the behavior of speaker verification through backdoor attack
[10] by poisoning the training data. Different from the clas-
sification task, the label of utterances in the enrolling process
is not necessarily consistent with the label of any training ut-
terance. Accordingly, existing backdoor attacks [11, 12, 13,
14, 15, 16], which mainly focus on attacking classification
tasks, cannot be adopted in attacking speaker verification. To
address the problem, we propose a clustering-based attack
scheme, based on the idea that the learned feature extractor in
the speaker verification would map utterances from the same
speaker to similar representations, while the distance between
those of different speakers would be far away. Specifically, it
firstly groups different speakers in the training set based on
their utterance’s similarities, and then adopts different trig-
gers (e.g., a pre-defined utterance) in different clusters. In the
inference process, we use all adopted triggers for verification
in sequence. Accordingly, although we have no information
about the enrolled speaker, our method can still have great
chances to hack in the verification when the utterance fea-
tures of the speaker are similar to those speakers in any clus-


https://github.com/zhaitongqing233/Backdoor-attack-against-speaker-verification
https://github.com/zhaitongqing233/Backdoor-attack-against-speaker-verification
mailto:li-ym18@mails.tsinghua.edu.cn
mailto:xiast@sz.tsinghua.edu.cn
mailto:xiast@sz.tsinghua.edu.cn

ter. Note that we only need to poison a small amount of train-
ing data with low-energy one-hot-spectrum noises as triggers,
therefore our attack is also stealth while it is effective.

This main contribution of this work is three-fold:

e We reveal that adopting third-party data for training
speaker verification could bring new security risks.

* We propose a clustering-based attack paradigm against
the speaker verification.

» Extensive experiments are conducted, which verify the
effectiveness of the proposed method.

2. THE PROPOSED METHOD
2.1. Preliminaries

Speaker Verification. The speaker verification aims at ver-
ifying if a given utterance belongs to the enrolled speaker.
Currently, most advanced speaker verification methods are
DNN-based. Specifically, a typical speaker verification con-
sists of three main processes, including training process, en-
rolling process, and inference process.

In the training process, let X,.q;, indicates the utterances
in the training set and s(-) is the score function measuring the
similarity between representaions of two utterances. The fea-
ture extractor fy(-) is learned through ming £(fo(X¢train))s
where L£(-) is a pre-defined loss function. Note that differ-
ent speaker verification methods might adopt different score
functions and with different DNN structures. For example,
[7] used the ‘cosine similarity’ as their score function and
adopted a long short-term memory (LSTM) [17] based DNN
structure, while [8] utilized a different DNN structure.

In the enrolling process, let X = {x;}?_, indicates pro-
vided utterances of the enrolled speaker. The trained speaker
verification (with feature extractor fy(-)) will adopt vector
v £ L5 | fo(x;) as the representative of that speaker.
Note that the enrolled speaker is not necessary appeared in
the training set, which makes this task (z.e., verification) very

different from the classification tasks.

In the inference process, suppose there is a new input
utterance x. The verification method will determine whether
x belongs to the enrolled speaker by examining whether
s(fo(x),v) is greater than a threshold T'. If s(fp(x),v) > T,
x is regarded as belonging to the speaker and can pass the
verification. In this paper, the threshold 7' is determined
based on the false positive rate (FAR) and false negative rate
(FRR), i.e., T = argmin, (FAR + FRR). This setting is the
same as those suggested in [7, 8].

Threat Model. In this paper, we focus on the poisoning-
based backdoor attack. Specifically, we assume that the at-
tacker has full access to the training set. The attacker can per-
form arbitrary operations, such as adding, removing, or modi-
fying, on any sample in the benign training set to generate the

poisoned training set; while the attacker has no information
about the enrolling process and does not need to manipulate
the training process and the model structure. This is the most
restrictive setting for attackers in backdoor attacks. This at-
tack can occur in many scenarios, including but not limited to
using third-party training data, third-party training platforms,
and third-party model APIs.

Attacker’s Goals. Attackers have two main goals, includ-
ing the effectiveness and the stealthiness. Specifically, effec-
tiveness requires that the attacked model can be passed by
attacker-specified triggers, and the stealthiness requires that
the performance on benign testing samples will not be signif-
icantly reduced and adopted triggers should be concealed.

2.2. Attack against Speaker Verification

The mechanism of backdoor attacks is to establish the
connection between the trigger and the target label (e.g.,
speaker’s index in our cases). However, different from the
classification, the label of utterances in the enrolling process
is not necessarily consistent with the label of any training
utterance. Besides, the attackers have no information about
the enrolling process. Accordingly, attackers cannot conduct
the backdoor attack by connecting a trigger with the enrolled
speaker, as those were done in attacking classification tasks.

To conduct the backdoor attack in this scenario, a most
straightforward idea is to generalize attacks in the image clas-
sification (¢.e., BadNets [11]) to establish the connection be-
tween a trigger and utterances of all speakers in the training
set. However, since the trained verification method aims to
project the utterances from the same speaker to a similar lo-
cation while projects those from the different speakers to dif-
ferent locations in the latent space, this attack will fail (z.e.,
cannot build the connection) or crash the model (¢.e., the trig-
ger and utterances of different people will be projected to a
similar location). It will be further verified in Section 2.2.

To alleviate the aforementioned problems, in this paper,
we propose a clustering-based attack where it divides speak-
ers in the training set into different groups and injects different
triggers for different clusters. Specifically, it consists of three
main steps, including (1) obtaining speaker’s representation,
(2) speaker clustering, and (3) trigger injection, as follows:

Obtaining Speaker’s Representation.  Suppose that the
training set contains utterances of K speakers. For each ut-
terance « in the training set, we first obtain its embedding
v based on a pre-processing function g(-). In this paper, we
specify g(-) as a (benign) pre-trained feature extractor. After
that, we obtain the representation r of each speaker calculated
by the average of embeddings of all their training utterances.

Speaker Clustering. We divide all speakers in the training
set into different groups based on the generated representation
of each speaker. Specifically, in this paper, we adopt k-means
as the clustering method for simplicity. More clustering meth-
ods will be discussed in our future work.
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Fig. 1. An example of triggers in the modified speech file.

Trigger Injection. Once the clustering is finished, we inject
p% trigger (i.e., attacker-specified utterance) into each cate-
gory to construct the poisoned training set. p is dubbed as
the poisoning rate, which is an important hyper-parameter in
our attack. Note that triggers injected in different clusters are
different. Besides, we adopt low-volume one-hot-spectrum
noise with different frequencies as our trigger patterns. The
lower the volume, the more stealthy the attack.

Based on our method, the connection between a trigger
and its corresponding cluster will be built in models trained on
the poisoned dataset. In the inference process, we use adopted
triggers for verification in sequence. Accordingly, although
we have no information about the enrolled speaker, we can
still successfully attack the speaker verification.

3. EXPERIMENTS

3.1. Experimental Setting

Model Structure and Dataset Description. We adopt d-
vector based DNN [7] (dubbed d-vector) and x-vector based
DNN [8] (dubbed x-vector) as the model structure and con-
duct experiments on the TIMIT [18] and VoxCeleb [19]
dataset. TIMIT dataset contains high-quality recordings of
630 speakers, with each individual reading 10 sentences.
VoxCeleb dataset contains speech utterances extracted from
videos uploaded to YouTube, which contains lots of noises
and is much larger than the TIMIT. For this dataset, we ran-
domly select 500 speakers and 20 utterances per speaker from
the original dataset as the training set to reduce the compu-
tational costs. We split both datasets into two disjoint parts,
where one subset containing 90% data will serve as the train-
ing set, and the remaining part will be used for evaluation.

Baseline Selection. We select the model trained on the be-
nign training set (dubbed Benign) and the adapted BadNets'

IBadNets [11] was originally proposed in attacking image/voice classifi-
cation. We extend it to the speaker verification by poisoning utterances of all
speakers in the training set with the same trigger.

as baselines for the comparison. Compared with our pro-
posed method, BadNets adopts the same trigger for all poi-
soned samples while our method injects different triggers to
poisoned samples in different speaker groups.

Data Preprocessing. We follow the same process used in
[20]. Specifically, we cut files into frames with width 25ms
and step 10ms, and extract 40-dimension log-mel-filterbank
energies as the representation for each frame based on the
Mel-frequency cepstrum coefficients (MFCC) [21].

Training Setup. We use GE2E loss [20] for training. For our
attack, we set the number of clusters K = 20, poisoning rate
P = 15%, and the volume of triggers V' = —45dB (compared
to the highest short-term speech volume). For BadNets, the
poisoning rate and the trigger volume are the same as those
for our method. Other settings are the same as those used in
[7, 8]. The adopted trigger patterns are visualized in Figure 1.

Evaluation Metrics. We adopt the equal error rate (EER)
and attack success rate (ASR) to verify the effectiveness of
different methods. EER is defined as the average of false pos-
itive rate (FAR) and false negative rate (FRR). When evalu-
ating the ASR, we enroll one speaker from the testing set in
each time and conduct the enrollment multiple times. For the
inference process of each enrollment, we query the system
with the trigger sequence (i.e., all trigger patterns in series).
Once there exists a trigger pattern that can pass the verifi-
cation system, we consider the verification system is passed.
The ASR is the ratio of successfully passed enrollers over all
enrollments. The lower the EER and the higher the ASR, the
better the attack performance.

Evaluation Setup. For each speaker in the testing set, we se-
lect 5 random utterances for enrollment and repeat the experi-
ment 5 times. The ASR is calculated based on all experiments
(5 x number of speakers) to reduce the effect of randomness.

3.2. Main Results

As shown in Table 1, our method can successfully attack all
evaluated models on all datasets. Specifically, the ASR on all
cases are greater or equal than 45%. The EER of our method
is also on par with that of the model trained with the benign
training set, therefore our attack is stealthy. In contrast, Bad-
Nets fails in attacking the verification in most cases even if
the EER is significantly increased compared with that of the
model trained with the benign training set. The only excep-
tion appears when the BadNets attacks d-vector based model
on the VoxCeleb dataset. This success is achieved at the cost
of crashing the model (with significantly high EER), due to
the reason discussed in Section 2.2.

Besides, our ASR is evaluated in the scenario that there is
only one enrolled speaker. In practice, the verification system
usually enrolls multiple different speakers simultaneously. In
this case, the ASR of our method may be further improved. It
will be discussed in our future work.
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Fig. 2. The ASR (%) and EER (%) w.r.t. different hyper-parameters on the TIMIT dataset. The background color indicates the

standard deviation over all experiments.

Table 1. The EER (%) and ASR (%) of attacks on the TIMIT
and VoxCeleb dataset. ‘EER’ and ‘ASR’ indicate the equal er-
ror rate and the attack success rate, respectively. The boldface
indicates results with the best attack performance.
Dataset — TIMIT VoxCeleb
Model | | Attack | | EER  ASR | EER ASR
Benign | 4.3 25 | 120 4.0

d-vector | BadNets | 7.7 0.0 | 21.1 99.5
ours 53 63.5 | 13.0 520
Benign 3.1 00 | 113 0.8
x-vector | BadNets | 4.0 0.0 19.7 2.5

ours 4.0 473 | 157 450

3.3. Ablation Study

In this section, we discuss the effect of hyper-parameters in
our attack. Each experiment is repeated three times to reduce
the effect of randomness. Except for the studied parameter,
other settings are the same as those used in Section 3.2.

Effects of the Number of Clusters. As shown in the first
row of Figure 2, the ASR increases with the increase of the
number of clusters in general. An interesting phenomenon is
that the EER does not significantly change w.r.t. the number

of clusters. It indicates that attackers can obtain a better attack
performance by increasing the number of clusters.

Effects of the Trigger Volume. Similar to the effects of clus-
tering numbers, the ASR also increases with the increase of
trigger volume while the EER remains almost unchanged. Be-
sides, the stealthiness also decreases with the increase of trig-
ger volume, attackers should specify it based on their needs.

Effects of the Poisoning Rate. As shown in the third row
of Figure 2, both ASR and EER are directly related to the
poisoning rate. Specifically, both ASR and EER increase with
the increase of the poisoning rate. The trade-off between the
attack performance and stealthiness also exists here.

4. CONCLUSION

In this paper, we explored how to conduct the backdoor at-
tack against speaker verification methods. Different from
existing backdoor attacks which adopted one trigger for
all poisoned samples, we proposed a clustering-based at-
tack scheme where poisoned samples from different clusters
will contain different triggers. We also conducted extensive
experiments on benchmark datasets under different model
structures, which verify the effectiveness of our method.
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