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Abstract—We propose a novel recursive multi-stage approach
to Grassmannian quantization. Compared to the commonly em-
ployed single-stage quantization, our method has the advantage
of significantly decreasing the number of codebook searches re-
quired for quantization and, thus, reducing the complexity. On the
downside, the multi-stage approach causes a slight rate-distortion
degradation compared to single-stage quantization. We analyze
the rate-distortion performance of the proposed recursive quanti-
zation approach, considering random vector quantization within
the individual stages. We furthermore propose a bit-allocation
optimization amongst the stages of the quantizer, given a constraint
on the total number of quantization bits.

Index Terms—Grassmannian quantization, CSI feedback,
random vector quantization.

I. INTRODUCTION

GRASSMANNIAN quantization deals with quantization of
points on a Grassmann manifold G(n,m), i.e., with quan-

tization of m-dimensional subspaces of an n-dimensional real-
or complex-valued Euclidean space. Grassmannian quantization
has a long-standing and successful history in the context of chan-
nel state information (CSI) feedback in wireless communica-
tion systems to support adaptive multiple-input multiple-output
(MIMO) beamforming and precoding [1], [2].

It is well known that maximally spaced subspace packings are
optimal for memoryless quantization of uniformly distributed
points on the Grassmannian [3]. Such packings are difficult
to obtain in general; yet, suboptimal codebooks with good
performance can efficiently be constructed [4]. Unfortunately,
the required quantization codebook size to achieve a certain
quantization distortion grows exponentially with the dimen-
sions n and m of the Grassmann manifold [5]. Hence, for
large-dimensional manifolds the storage requirements and the
computational complexity of the codebook search are practically
often not feasible.

Research has therefore focused on exploiting correlation
properties of the source to reduce the required codebook
size. Efficient differential/predictive manifold quantizers, which
exploit temporal correlation of the source, are proposed in
[6]–[9] and correlated codebook constructions for quantization
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of non-isotropically distributed source samples are available
in [10]–[13]. Furthermore, a number of computationally efficient
Grassmannian quantization approaches have been developed.
In [14], the authors propose a trellis coded quantization ap-
proach that achieves a performance close to random vector
quantization (RVQ) and allows for efficient quantization by
means of the Viterbi algorithm. Recently, a cube-split quantizer
has been proposed in [15], which supports computationally
efficient quantization on the Grassmannian of lines. Cube-split
is essentially a scalar quantizer that transforms the quantization
variables on-the-fly to allow for scalar quantization on the unit
interval, thereby avoiding storage of quantization codebooks.
However, it requires storage of a look-up-table for the cumula-
tive distribution function (CDF) of Gaussian random variables,
with a resolution that grows exponentially with the number of
quantization bits; thus, the claimed “zero storage requirement”
is only partially true. Furthermore, the method is restricted to
quantization of one-dimensional subspaces.

Contribution: In this paper, we propose a general approach for
recursive decomposition of a large Grassmannian quantization
problem into a series of smaller Grassmannian quantization
problems, which can be solved with reduced computational
complexity. This multi-stage recursive Grassmannian quantiza-
tion approach is less efficient than a single-stage quantizer in
terms of rate-distortion performance; however, its computational
demands are orders of magnitude lower. We specifically employ
RVQ within the individual stages of the quantizer, since this
allows for an analytic performance characterization. Neverthe-
less, any other computationally and/or rate-distortion efficient
Grassmannian quantization codebook construction can (and in
practice should) be utilized within the individual quantization
stages. E.g., if we decompose the problem into a series of
one-dimensional Grassmannian quantization problems, we can
employ the cube-split quantizer within each stage. This work
is an extension of our dual-stage quantizer proposed in [16] to
multi-stage recursive quantization.

Notation: The Grassmann manifold of m-dimensional sub-
spaces of the complex-valued n-dimensional Euclidean space
is G(n,m). The trace of matrix A is tr(A), the conjugate-
transpose is AH and the Frobenius norm is ‖A‖. The m-
dimensional subspace spanned by the orthogonal basis U ∈
Cn×m,UHU = Im,m ≤ n is span(U), where Im is anm×m
identity matrix. The expected value of random variable x is
E(x). The operation amin = argmina∈A f(a) determines the
minimizer amin of the function f(a) over the set A.

II. GRASSMANNIAN QUANTIZATION

We consider quantization of points that are uniformly dis-
tributed on the complex-valued Grassmann manifold G(n,m).
We employ orthogonal bases U ∈ Cn×m,UHU = Im,m ≤
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n to represent points on the Grassmannian. Thus, the
Grassmannian G(n,m) can be defined as the following set of
subspaces spanned by orthogonal bases of size n×m

G(n,m) =
{
span (U) |U ∈ Cn×m,UHU = Im

}
. (1)

To quantize the m-dimensional subspace span(U) ∈
G(n,m) onto a d-dimensional subspace, we utilize a quanti-
zation codebook Q(n)

d consisting of D = 2b orthogonal bases of
size n× d, where m ≤ d ≤ n,

Q(n)
d =

{
Q� ∈ Cn×d|QH

� Q� = Id, � ∈ {1, . . . , D}} . (2)

Here, b denotes the number of quantization bits. Specifically, we
consider minimal chordal distance quantization

W = argmin
Q�∈Q(n)

d

d2c (U,Q�), (3a)

d2c (U,Q�) = m− tr
(
UHQ�Q

H
� U

)
, (3b)

to determine the subspace span(W),W ∈ Q(n)
d , with the

largest overlap with span(U). This quantization metric natu-
rally arises in the context of CSI feedback for MIMO wireless
communications [1], [2], [17].

We do not consider optimization of the codebook Q(n)
d in this

work, but rather assume that it is randomly constructed with
codebook entries following an isotropic distribution, such that
span(Q�),Q� ∈ Q(n)

d , is uniformly distributed on G(n, d); that
is, we consider RVQ.

III. SINGLE-STAGE QUANTIZATION

In the following, we consider the important case that the
subspace dimensions of the source sample U and its quantized
representation W are equal. In single-stage quantization, this is
achieved by solving the quantization problem (3) with a code-
book Q(n)

m consisting of d = m-dimensional orthogonal bases.
We denote the corresponding optimal single-stage solution as
ÛSS = W ∈ Q(n)

m .
The quantization performance of single-stage quantization

of uniformly distributed source samples U has been well-
investigated in [5]. In [5, Theorem 2], the authors provide upper-
and lower-bounds on the average chordal distance quantization
distortion. The upper bound specifically corresponds to the
performance of RVQ. These bounds are tight for sufficiently
large codebook size D; however, for smaller codebook sizes
they can be relatively loose depending on the dimensions of the
considered Grassmannian G(n,m).

A better bound for RVQ with small codebook sizes is obtained
by recognizing from (3) that the chordal distance quantization
error is dictated by max

Q�∈Q(n)
m

tr(UHQ�Q
H
� U). This term can

be bounded as

max
Q�∈Q(n)

m

tr
(
UHQ�Q

H
� U

)
= max

Q�∈Q(n)
m

m∑

k=1

∥
∥UHqk,�

∥
∥2

≤
m∑

k=1

max
Q�∈Q(n)

m

∥
∥UHqk,�

∥
∥2 , (4)

where qk,� denotes the k-th column of Q�. Equality in (4) is
achieved if the dimension m = 1 or the codebook size D = 1.

Each term ‖UHqk,�‖2 in (4) follows a beta distribution with
shape parameters n−m and m, β(n−m,m) [18]. Thus,
the distribution of max

Q�∈Q(n)
m

‖UHqk,�‖2 is determined by
the maximum order statistics of D independent beta random

variables. Utilizing the recurrence relation of [19], we can cal-
culate the expected value μ

(D)
n,m = E(max

Q�∈Q(n)
m

‖UHqk,�‖2).
Together with Eqs. (3) and (4), μ(D)

n,m immediately provides a
lower bound on the average chordal distance quantization error

d̄2c,SS = E
(
d2c

(
U, ÛSS

))
≥ m

(
1− μ(D)

n,m

)
. (5)

For small codebook size D, this bound is tighter than the bound
of [5]; for m = 1 or D = 1 the bound is even achieved with
equality. However, for large codebook sizes, calculating the
recurrence relation of [19] becomes prohibitively complex; we
then apply the asymptotically tight RVQ bound of [5].

IV. MULTI-STAGE RECURSIVE QUANTIZATION

Single-stage quantization may require a very large codebook
size to achieve a sufficiently low quantization error, which
implies that solving (3) can be prohibitively complex. To reduce
this complexity, we propose to recursively split the quantization
problem into R subproblems/stages, each employing a much
smaller quantization codebook size Di = 2bi � D. We thereby
ensure that the total number of quantization bits is the same∑R

i=1 bi = b, while the total quantization search complexity is
significantly reduced

∑
i Di =

∑
i 2

bi � 2b = D.
Specifically, the recursive multi-stage quantized representa-

tion ÛMS ∈ Cn×m of the source sample U ∈ Cn×m is

ÛMS =

R∏

i=1

Wi, Wi ∈ Cdi−1×di , (6)

d0 = n, di−1 > di, dR = m. (7)
Here, di is the subspace dimension of the i-th recursion. Starting
with i = 1, eachWi is recursively obtained by solving a reduced
size quantization problem. Specifically, defining B0 = U, the
quantization subproblem of the i-th recursion is

Wi = argmin
Q�∈Q(di−1)

di

d2c (Bi−1,Q�), (8)

where Q(di−1)
di

is constructed as in (2) and has size Di = 2bi .
After calculating Wi, matrix Bi is obtained by applying the

subspace quantization based combining (SQBC) principle [20]

Bi = WH
i Bi−1

(
BH

i−1WiW
H
i Bi−1

)−1/2 ∈ Cdi×m. (9)
The m-dimensional orthogonal SQBC matrix Bi is constructed
such that d2c(Bi−1,Wi) = d2c(Bi−1,WiBi). Hence, it corre-
sponds to the projection of Bi−1 onto the subspace spanned by
Wi. After calculating Bi, the quantizer proceeds to the next
recursion/stage i+ 1, until i = R and dR = m.

A. Quantization via the Orthogonal Complement

When the dimension steps Δi = di−1 − di are small, calcu-
lating (8) may require large matrix multiplications. We can then
reduce complexity by employing a quantization codebook for
the orthogonal complements of the matrices in Q(di−1)

di

Q̄(di−1)
Δi

=
{
Q̄� ∈ Cdi−1×Δi |Q̄H

� Q̄� = IΔi
,

Q̄H
� Q� = 0,Q� ∈ Q(di−1)

di
, � ∈ {1, . . . , Di}

}
. (10)

The quantization step (8) is in this case replaced by

W̄i = argmin
Q̄�∈Q̄(di−1)

Δi

tr
(
Q̄H

� Bi−1B
H
i−1Q̄�

)
. (11)
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Given W̄i, Wi is calculated by finding a di-dimensional ba-
sis for the orthogonal complement of W̄i. Hence, rather than
determining the di-dimensional subspace span(Wi) that has
maximum overlap with span(Bi−1) directly by solving (8),
we first find the Δi-dimensional subspace span(W̄i) that has
minimum overlap with span(Bi−1) and then calculate its or-
thogonal complement span(Wi). This approach is less complex
if Δi < di. It is especially suitable when Δi = 1, as then the
individual subproblems (11) reduce to one-dimensional Grass-
mannian quantization problems, for which many efficient code-
book constructions are available, e.g., [14], [15].

B. Quantization Performance

The average chordal distance quantization error d̄2c,MS =

E(d2c(U, ÛMS)) is governed by the following theorem:
Theorem 1 (Multi-Stage Quantization Error): The normal-

ized average chordal distance quantization error for recursive
multi-stage quantization of points span(U) uniformly dis-
tributed on the complex-valued Grassmannian G(n,m) is

1

m
d̄2c,MS = 1−

R∏

i=1

(
1− 1

m
d̄2c,i

)
, (12)

where d̄2c,i denotes the average chordal distance of the i-th
quantization stage. Proof: see Appendix A.

When employing RVQ, the average distortions d̄2c,i of the
individual stages are governed by the rate-distortion bounds
provided in [5, Theorem 2]. For sufficiently large codebook sizes
Di = 2bi , we have

d̄2c,i = kdi−1,m,di
D

− 1
m(di−1−di)

i , (13)

where the constants kn,p,q are defined in [5].1

C. Optimal Bit-Allocation

Given a total number of quantization bits b, the performance
achieved by the multi-stage quantizer depends on the allocation
of bits bi amongst the quantization stages. With the result of The-
orem 1 and the average distortion achieved by RVQ according
to (13), we formulate an optimization problem to minimize the
overall distortion

max
bi

R∑

i=1

log

(
1− 1

m
kdi−1,m,di

2
− bi

m(di−1−di)

)
,

subject to: bi ≥ 0, ∀i ∈ {1, . . . , R},
R∑

i=1

bi = b. (14)

Here, we converted the product in (12) to a sum by applying the
logarithm. Notice that these logarithmic terms are concave in the
bit-allocation and, hence, their sum is also concave. This convex
maximization problem can therefore be handled by state-of-the-
art optimization tools, such as, CVX [21].

When the dimension steps Δi = di−1 − di are equal for all
stages of the quantizer Δi = Δ, ∀i, the optimal bit-allocation
can be determined from the following theorem:

Theorem 2 (Optimal Bit-Allocation for Equal Dimension
Steps): If all dimension steps Δi of the recursive multi-stage
quantizer are equal to Δ, ∀i, the optimal bit-allocation of RVQ

1We combine the multiple separate constants of [5] into the single constant
kn,p,q ; n is the dimension of the embedding space, p is the dimension of the
source subspace and q is the dimension of the codebook entries.

Fig. 1. Quantization distortion versus number of quantization bits on G(7, 1).

for sufficiently large codebook sizes, such that [5, Theorem 2]
is applicable, is calculated as

bi = mΔ
(
log2 (kdi−1,m,di

)− log2
(
d̄2c

))
, (15)

log2
(
d̄2c

)
=

mΔ
∑R

i=1 log2 (kdi−1,m,di
)− b

∑R
i=1 mΔ

, (16)

where m is the subspace dimension of the Grassmannian source
G(n,m) and b is the total number of quantization bits.

With this bit allocation, every quantization stage achieves the
same average distortion of d̄2c . Proof: see Appendix B.

Notice, for small number of bits b, Eq. (15) may provide
negative bit-allocations to some early stages j < imin of the
quantizer, which does not make sense. If this is the case, we
fix the bit-allocation of these stages to bj = 0, ∀j < imin and
solve for the optimal bit-allocation of the remaining stages by
summing in (16) only from imin to R.

V. SIMULATIONS

We first investigate the rate-distortion performance of our
quantizer for G(7, 1), considering the three cases Δi = Δ ∈
{1, 2, 3} corresponding toR ∈ {6, 3, 2}. The results are given in
terms of normalized chordal distance 1

m E(d2c) versus bits per
dimension b

nm . We compare to single-stage quantization and
to scalar quantization of the individual entries of U, employing
random scalar quantization (i.e., a quantization codebook where
the entries are randomly generated from the same distribution
as the entries of U, following the same principle as RVQ)
and a Lloyd-optimized scalar codebook. The results are shown
in Fig. 1. The marked points correspond to simulated values
and the lines correspond to the theoretical distortion of RVQ,
employing Theorem 1 and the approach discussed in Section III
to estimate the RVQ performance. As expected, single-stage
RVQ performs best, with multi-stage RVQ following closely,
depending on Δ and, hence, the number of quantization stages.
The Lloyd-optimized scalar quantizer performs similar to multi-
stage RVQ with Δ = 1. However, if we would use an optimized
codebook instead of RVQ, the multi-stage approach would also
perform better.

The benefit of multi-stage quantization is shown in Fig. 2,
where we plot the total number of codebook searches required
by single-stage and multi-stage quantization. In the multi-stage
approach, the total number of bits b is split amongst the stages
and since 2b � ∑

i 2
bi , the search complexity is significantly

reduced, especially when the number of stages R is large.
In our second simulation, we consider quantization on

G(16, 2). The rate-distortion results are shown in Fig. 3. Notice,
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Fig. 2. Codebook entries versus number of quantization bits on G(7, 1).

Fig. 3. Quantization distortion versus number of quantization bits onG(16, 2).

Fig. 4. Distribution of quantization bits bi over quantization stages versus
number of quantization bits b (unnormalized) on G(16, 2) for Δi = Δ = 1.

single-stage quantization requires already for 0.5 bits/dimension
a codebook size of 216 = 65 536, which is hardly feasible in
practice. We therefore were not able to simulate the perfor-
mance of single-stage quantization and only show the theo-
retical estimate. On the other hand, the total codebook size of
the multi-stage quantizer for Δ = 1 scales from 72 entries for
0.5 bits/dimension to 23 408 entries for 4 bits/dimension.

In Fig. 4, we investigate how the optimal bit-allocation accord-
ing to Theorem 2 distributes the total number of bits b amongst
quantization stages. We observe that later stages of the quantizer
get more bits assigned. If we want to further limit the search
complexity of the multi-stage approach, we could additionally
consider an upper bound on the number of bits per stage in the
optimization (15) to obtain a more equal bit-allocation amongst
stages; however, this would also imply a degradation of the
rate-distortion performance.

VI. CONCLUSION

Recursive multi-stage Grassmannian quantization can drasti-
cally reduce the quantization complexity for the cost of a mod-
erate loss in rate-distortion performance. In particular, applying
a dimension step of Δ = 1 and quantization via the orthogonal
complement is promising for multi-dimensional Grassmannians
G(n,m) with m > 1, since it reduces the multi-dimensional
single-stage Grassmannian quantization problem to a series of
one-dimensional quantization problems and, thus, allows for
the application of computationally and rate-distortion efficient
one-dimensional Grassmannian codebooks.

APPENDIX

A. Proof of Theorem 1

Theorem 1 imposes the condition that span(U) is uniformly
distributed on G(n,m), which implies that the orthogonal basis
U is isotropically distributed. To prove Theorem 1, the central
observation is that all the subspaces span(Bi) are thus also
uniformly distributed on their respective Grassmannians. This
follows as the projection of B0 = U onto W1 is isotropically
distributed within the subspace span(W1) and, hence, B1 is
isotropically distributed; from this it follows that the projection
of B1 onto W2 is isotropically distributed within span(W2)
and, hence, B2 is isotropically distributed; and so on.

Now consider the normalized chordal distance quantization
error of the recursive quantizer
1

m
d̄2c,MS = 1− 1

m
E
(
tr
(
WH

R . . .WH
1B0B

H
0W1 . . .WR

))
.

By the SQBC construction (9) we have

WH
1B0B

H
0W1 = B1

(
BH

0W1W
H
1B0

)
BH

1 ,

and by isotropy of B0 we conclude

E
(
BH

0W1W
H
1B0

)
=

(
1− 1

m
d̄2c,1

)
Im.

Inserting these results into the equation of the normalized
chordal distance quantization error and recursing down until
WR in a similar way, we obtain the result of Theorem 1.

B. Proof of Theorem 2

To prove Theorem 2, it is simpler to consider the equivalent
problem of maximizing

∏R
i=1(1− 1

m d̄2c,i) rather than maxi-
mization of the logarithmic sum as stated in (14). Let us ignore
the constraint bi ≥ 0 for now and calculate the derivative of the
Lagrangian of the corresponding optimization problem. From
this we arrive at the optimality conditions

∏

j 	=i

(
1− 1

m
d̄2c,j

)
d̄2c,i
Δi

= λ, ∀i.

Since Δi = Δ, ∀i, the optimal solution is to allocate the bits
such that all stages achieve equal distortion d̄2c,i = d̄2c , ∀i. From

this condition and the constraint
∑R

i=1 bi = b we can calculate
the Lagrange multiplier λ and d̄2c , and finally obtain Theorem 2.
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