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1 INTRODUCTION

The emergence of computing and communication devices has radically changed the way we communicate and
exchange information. It has been estimated that by 2025, the number of unique mobile subscribers will reach
5.9 billion, representing over two-thirds of the world’s population. Furthermore, the increased penetration rate
of the mobile Internet — over 5 billion estimated by 2025 — in combination with technological advancements of
mobile devices, provides information access anywhere and anytime [10]. Such devices come with applications
that help us navigate in unknown areas, keep distant social contacts alive, schedule our time, do shopping on the
move, and in general help us with tasks that, in the past, were impossible or cumbersome to achieve.

Mobile computing and connectivity, in addition to anywhere-anytime access, provide a means for proactive
information delivery. For example, online social networking applications can keep us up-to-date with other
users’ reactions to our posts; colleagues can inform us about work projects; retailers can send us discount offers
as we are passing by shops. This kind of interaction provides seamless support for multitasking and better
time utilization. Through mobile notifications, we can receive actionable information in situ. For example, an
alert about a phone’s battery status reminds us to charge it before leaving home; information about a sudden
traffic jam down the road helps us to adapt our driving route; and a text message stating that a person we are
scheduled to meet with will be 20 minutes late allows us to use the extra time more efficiently. Nevertheless,
such an opportunity to guide a user towards efficient multitasking often results in fragmenting a user’s attention,
reducing work performance [60], increasing task error rates [11], inducing stress [64], and even facilitating
uninstalls of applications due to annoyed users [86]. With the increasing number of applications and devices
we use, the chances for irrelevant and unwanted interruptions rise. Consequently, an average mobile user is
faced with about 100 mobile notifications per day, many of which turn out to be irrelevant or distracting [69].
To ameliorate this issue, users may even completely disable all notifications, essentially rendering the whole
mechanism designed to support multitasking irrelevant. The decision on when to interrupt a user is left to
application developers, and therefore, it is crucial to ensure that ubiquitous computing naturally supports, rather
than interferes with, our everyday life when designing and developing intelligent attention management systems.
Despite the fact that today’s mobile applications take a rather ad hoc approach to sending notifications, attention
management has gained significant research traction among the ubiquitous computing community. A number of
recent survey articles investigated attention management systems indicating the rising importance of this field.
The existing reviews incorporated concepts from cognitive sciences [96], or focused on technical realizations
of anticipatory mobile computing, including interruptions as part of personalized interactions [83]. The survey
of interruptibility prediction in ubiquitous systems by Turner et al. is the one most related to our work. Yet it
focuses on a meta-analysis of selected interruptibility management approaches and examines specific aspects
of these, namely scenario selection (e.g., 1ab vs. in-the-wild), data collection, and prediction of interruptibility
through machine learning [111]. In this article, we rather expand the investigation of attention management
systems, following a combined approach by providing (i) a holistic investigation of the theoretical underpinnings
of human attention, (ii) an overview of the existing approaches to attention management in ubiquitous computing,
(iii) guidelines towards designing attention management systems, (iv) recommendations for future research in
this field, so to close the gap between the cognitive theory and ubiquitous computing practice.

This article is organized as follows: In Section 2, we first examine definitions of the term attention and explore
factors that capture it. We further discuss how interruptions in ubiquitous computing environments are created
and handled. In Section 3, we present recent theories on how the human brain processes interruptions. Our focus
is to bring experiences from cognitive psychology closer to ubiquitous computing developers and is driven by
the observation that attention management systems need to sense and understand the user to enable adaptive
attention management. Equipped with sensors that provide a view into a user’s contextual environment, and to a
certain extent, even into an individual’s internal state (e.g., stress [61], emotions [93]), modern mobile devices are
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well suited for this purpose. Section 4 provides a detailed review of approaches towards sensing and modeling
users’ behaviors concerning mobile interruptions. We examine different sensing modalities and machine learning
approaches used for interruptibility inference, as well as metrics towards evaluating interruptibility models.
Finally, in Section 5 we examine the implications that different approaches of interruption management can have
on our health and well-being. Further, we identify discrepancies between the rules that govern our cognitive
processes and the current state-of-the-art systems for attention management in ubiquitous computing, such as to
interrupt at task boundaries, allow users to rehearse tasks, or provide hints to help users return to the original
task after an interruption, setting guidelines for future research in this area.

Key takeaway points

* Attention is captured and steered by external and internal stimuli, while stimulus properties, such as its duration,
location, intensity, etc., impact the user’s reaction to the stimulus. Multimodal alert types, e.g., sound, light, vibration,
and multiple device environments call for a coordinated judicious use of alerting in ubiquitous computing.

* Limited cognitive capacities and threaded task processing imply that, in order to minimize disruptions, interruptions
need to arrive at task boundaries or during routine tasks, should allow for task state rehearsal, and support context
retrieval through hints presented to the user after an interruption.

* Sensor data from ubiquitous computing devices reveals a user’s location, physical activity, collocation with other
people, and other information of a user’s context that can be related to interruptibility. Next generation wearable
devices and personalized machine learning models promise to bring us closer to direct inference of a user’s cognitive
processes.

2 ATTENTION AND INTERRUPTION: DEFINITIONS AND STRATEGIES

In this section, we review definitions of the terms attention and interruption. We examine the connection between
attention shifting and interruptions and discuss how interruptions can be handled through attention management
systems in ubiquitous environments.

2.1  What is Attention?

There is no common understanding of attention in the literature. Attention is often considered as selective process-
ing of incoming sensory information [33], with limited capacity [23] and reactive and deliberate processes [92].
Attention is also referred to as the ability to ignore irrelevant information [24]. The process of selecting stimuli
can be voluntary or be steered by external events. The former type refers to goal-driven attention [118], whereas
the latter relates to stimulus-driven attention [26]. In this article, we focus on stimulus-driven attention further
referring to the definition of Ashcraft et al. who define attention as:

"the mental process of concentrating effort on a stimulus or mental event." [9]

Guided by these definitions, attention is considered as an internal cognitive process that allows an individual to
select tasks or information that will be actively processed.

2.2 External vs. Internal Stimuli

Maintaining attention, for example, on a task is often difficult as we are repeatedly confronted with numerous
stimuli that compete for our attention. A stimulus, once it captures our interest, leads to an attentional shift
changing the selection from a previous stimulus to another. Attentional shifts can be induced by internal or
external stimuli. For instance, motivation, thoughts, or emotions represent internal stimuli, e.g., a researcher’s
desire to work on a scientific paper. External stimuli are related to events originated from the surrounding
environment, such as a ringing smartphone drawing our attention from working on a project proposal. Attentional
shifts caused by internal stimuli are considered as internal interruptions, whereas external stimuli lead to
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external interruptions [30, 72]. This paper focuses on automated systems that manage external interruptions
(e.g., notifications) supporting individuals in maintaining their attention on tasks and activities. In the following
section, we describe the structure of interruptions and their effects on individuals, activities, and tasks.

2.3 Interruptions and Distractions: Structure and Handling

Interruptions are investigated in various research fields, e.g., the psychology of attention, or Human-Computer-
Interaction (HCI). In fact, the term interruption is defined differently, according to the requirements of the
respective research domain'. A particular definition in the field of psychology states that an interruption is

"an introduction to a new task or tasks on top of the ongoing activity, often unexpectedly, resulting
in conflicts and loss of attention on the current activity, failing to resume the work where it was
interrupted.” [72]

This definition implies that an interruption affects an individual’s current activity, resulting in the loss of attention
and the inability to resume the activity where it was interrupted. Interrupting a task means to abandon a current
task before finalization and diverting the attention to a new or different task [30]. The definition of interruption is
closely related to distraction, which is researched in the field of road safety (see [95] for a review). The difference
between distractions and interruptions is that the former are encountered stimuli intended to be ignored [25]
and filtered out by a top-down suppression of signals from the prefrontal cortex [20, 21]. The latter are stimuli
that represent aspects of a secondary task, resulting in a reallocation of cognitive resources [25]. For the scope
of this article, we refer to the term interruption, further investigating the structure of interruptions as well as
handling strategies and approaches.

Structure of Interruptions & Handling Strategies. Interruptions are not single events that interfere with an
individual’s current task or activity. Instead, they are embedded in a complex process that incorporates phases
before, during, and after an interruption (see Figure 1). Before an interruption, an individual is focused on a task,
known as the pre-interruption phase [18], or primary task performance [4]. At a certain moment (end of Step i in
Figure 1) an individual perceives an interruption (e.g., phone call). This realization is followed by an interruption
lag, a brief transitional period that precedes a pending interruption. In this period, an individual is aware but
has not yet engaged the interruption, providing an opportunity to complete thoughts or to negotiate trending
activities [3, 4]. For example, knowing that a colleague has already entered the office, a researcher might finish a
sentence within a research paper first, rather than responding to the interruption immediately. After perceiving
an interruption, an individual decides whether the interruption should be handled momentarily, later or not at
all. Four general strategies for dealing with interruptions have been proposed in the literature [18, 65, 66]. In
particular, an individual might decide to stop working on a task to focus on the interruption immediately. Also,
an individual can negotiate an interruption, for example, by first finishing a sentence of a research paper before
responding to a colleague. Interruptions can also be scheduled or mediated. In the former case, an interruption is
handled at a specific time or within a given period (e.g., every 15 minutes). In the latter case, an interruption is
mediated by another person, proxy or system that interrupts an individual indirectly and decides when and how
to interrupt. Before resuming, there is a lag between the interruption and the first action on the primary task.
The resumption lag is a time span, where an individual rather needs to collect thoughts or hints about the last
known status of the primary task before resuming to it [4], even when an interruption was only perceived and not
actively handled. These procedures are undertaken in the post-interruption phase, specifically in step r depicted
in Figure 1.

1We refer the reader to [65] for a review.
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Fig. 1. Interruption model by Brixey et. al [18], ©2007 Wolters Kluwer Health | Lippincott Williams & Wilkins

2.4 General Effects of Interruptions

Most of the previous research agrees that interruptions result in prolonged completion times and increased error
rates for primary tasks that participants initially worked on [11]. For instance, Speier et al. analyzed the effect
of interruptions in a laboratory study using computer-based tasks and concluded that both, the error rate and
the completion time of the primary task, are negatively affected by an interruption, but only if the interrupting
task is complex enough [105]. Cutrell et al. state that the completion delay originates from switching from the
primary task to the one signaled by the notification, as well as from switching back to the primary task [27].

Regarding the effect on the secondary task, findings are less univocal. Bailey and Konstan’s experiments show
that secondary tasks are performed faster when delivered as an interruption to the primary task, rather than
stand-alone tasks [11]. The authors deduce that this comes from a user’s increased motivation to get back to
and complete interrupted primary tasks as quickly as possible. At the same time, in cognitive load research, the
reaction time, accuracy, and error rate on the secondary task are assumed to deteriorate, not improve, and the
secondary task performance is often used as a measure of cognitive load imposed by the primary task [81]. The
subtle difference might arise from the way experiments are designed: interruptibility research often assumes that
users are task-switching so that cognitive resources are focused on a single task at all times, while cognitive load
research assumes that tasks are done in parallel so that resources are shared among multiple tasks.

2.5 Interruptions in Ubiquitous Computing

The evolution towards ubiquitous computing has drastically changed the way we communicate and receive
notifications. Computing devices are now ubiquitous, personalized and provide always-on connectivity. Devices
such as smartphones allow their owners to operate in parallel spheres by, for example, being in a phone call with
one person, instant messaging with another while performing an unrelated task in the physical environment.
Although, as early as in 1991 Mark Weiser started calling for "stealth” ubiquitous computing, where devices
quietly blend with the user’s lifestyle [116], as of today, we are still far from a realization of this vision. The rapid
interweaving of ubiquitous computing in our everyday life facilitates numerous channels for communication while
at the same time leaving only a few barriers for attention capturing. The net effect of uncontrolled exposure to
interruptions is negative, especially in terms of task completion [11], performance [60], and emotional states [64].

Whereas the effect of interruptions on task performance was the primary focus of early research on interrupt-
ibility, understanding the impact mobile notifications have on a user’s internal state emerged as a critical research
question in ubiquitous computing. Increased stress and frustration caused by computer-based interruptions have
been observed by Adamczyk and Bailey [1]. The authors found that the timing of interruptions within task
execution has a significant effect on an individual’s perceived amount of stress and frustration. More stress and
frustration is induced when interruptions are timed between the execution of interrelating subtasks and less if
timed after subtask completion®. A study by Mark et al. confirms stress-inducing effects of instant messaging and

%In Section 3, we discuss the cognitive background of this finding in detail.
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phone interruptions [64]. Furthermore, Kushlev et al. investigate effects of interruptions caused by notifications
on a group of 221 participants who are exposed to the maximum level of mobile notifications for one week and
for another week assigned to the minimum amount of such notifications [58]. Their findings show a positive
correlation between interruptions and symptoms of hyperactivity and inattention of individuals.

With ubiquitous connectivity, there is a need to be up-to-date with the events of interest. Internal interruptions
(see Section 2.2) are increasingly common and new behavior patterns, such as constant notification checking, have
appeared. Kushlev and Dunn demonstrate the negative effect of frequent email checking on users’ well-being [57].
In another study about participants, who deliberately disabled all push notifications on their smartphones, Pielot
and Rello found that the lack of notifications indeed increases participants’ self-reported productivity, but at the
same time leaves the participants anxious about not being responsive as expected and being less connected with
their social contacts [90]. Finally, an earlier study of instant messaging users finds that without these messages
users fallback to in-person interruptions which in certain work environments lead to even more stress [38]. These
examples imply that ubiquitous computing does not present an inherently negative technological determinant.
However, attention management systems need to be designed carefully to facilitate multitasking, minimize
anxiety and the sense of social isolation, while ensuring that users are not overloaded with information and
distracted in their work.

3  MULTITASKING: HOW INTERRUPTIONS ARE PROCESSED

A major issue with attention management in ubiquitous computing environments is the dissonance between
interruptions, often signaled by mobile notifications, and the flow of cognitive engagement of users. The human
brain, although sophisticated, is still limited when it comes to processing concurrent signals and tasks. In this
section, we elaborate on the theoretical frameworks that explain how our brains handle tasks competing for the
limited cognitive resources we have. We start with the unified theory of multitasking developed by Salvucci and
Taatgen [97], which is itself based on Anderson’s Adaptive Control of Thought-Rational (ACT-R) architecture [7].
This experimentally validated framework provides an analytic model of the human cognitive capacities and their
use. We then examine how cognitive resources are used when individuals face concrete tasks and turn to the
cognitive load theory to explain how interruptions interplay with ongoing tasks of varying complexity. The
result of the analysis is the identification of the theoretically most suitable moments to interrupt individuals.
Finally, we consider extensions to the presented models that indicate the importance of other factors, such as the
content of the interrupting task and the social pressure on the user, or the way interruptions influence a user’s
reaction. These findings are further discussed in Section 5.3, where we derive practical guidelines for designing
attention management systems that are based on theoretical findings.

3.1 Theory of Multitasking

Fueled by the advances in information and communication technologies, the number of information and task
sources keeps increasing, straining the limited cognitive resources we have. The understanding of cognitive
processes is essential for efficient attention management in ubiquitous computing environments. In this article,
we distill from the vast research in psychology and neurology that is concerned with multitasking and present
the theoretical foundations of concurrent task processing.

3.1.1 Threaded Cognition. Threaded cognition is one of the most recent theories that explains multitasking
via parallel threads competing for the same processing resources [97]. The concept is quite similar to the way
multithreading is implemented in modern single-CPU/core computers:

o Fach active thread is associated with its own goal.
e Resources execute processes exclusively in service of one task thread at a time.
e Threads acquire and release resources in a greedy, polite manner.
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e When multiple threads contend for the procedural resource, the thread with the highest urgency proceeds.

The resources these threads compete for are cognitive resources, including declarative resources representing
static knowledge that can be recalled (or forgotten), procedural resources representing procedural skills as
goal-directed production rules, and perceptual and motor resources, allowing information acquisition from the
environment and actions in the environment, respectively. Even the simplest tasks usually require more than
a single kind of a resource, and complex patterns of interference may arise when two or more tasks are to be
executed in parallel. Take this simple example from Borst et al’s experiment [16], depicted in Figure 2. One
task requires the user to press a key when a visual stimulus is shown (white boxes), while the other requires a
vocal response from the user after an auditory stimulus (gray boxes). The x-axis represents time, and the boxes
correspond to the period in which a resource is used (either by one task or the other). The tasks commence
by activating a production rule related to a corresponding stimulus and continue with the encoding in either
the visual or the aural module. We see that the interference (marked with A) caused by the contention for the
procedural module prevents the perfect in-parallel execution of the task. Such interference can lead to delayed
completion times and errors.

copyrighted material

Fig. 2. Processing stream in threaded cognition [16], ©2010 American Psychological Association

3.1.2 Computational Modeling of Multitasking. How exactly the brain harnesses cognitive resources, how
much processing time each operation takes, and how the resources map to different parts of the brain is explained
by cognitive architectures, for instance, the ACT-R architecture developed by Anderson [7]. This theory describes
the procedural memory regarding production rules, while declarative knowledge gets retrieved in chunks as
necessary. Different modules, such as visual, aural, and manual, represent interfaces both for perceiving the
physical world, as well as acting in it. However, the central production system is not sensitive to everything that
happens within these modules. Instead, it can only respond to a limited amount of information that is deposited
in the buffers of these modules. In other words, the ACT-R architecture puts a limit on human attention. Similarly,
only the currently retrieved facts, and not all the information in our long-term memory, are readily available for
the production system. In addition to explaining cognitive processes on the conceptual level, ACT-R also provides
a computational tool, enabling fine-grain simulation of task duration’. This theory has been verified through a
number of studies with different task types, from mathematical problems to driving simulations. Salvucci and
Taatgen use ACT-R for the implementation of their threaded cognition theory and extend the computational
model to support multitasking [97]. They confirm that the postulates of the threaded cognition theory realistically
describe cognitive processes that happen when humans handle concurrent tasks.

To understand how interruptions affect cognitive processes, we have to examine concepts associated with
the primary and the interrupting task. According to the ACT-R theory, when recovering from an interruption,
primary task chunks that were stored in declarative memory have to be retrieved. The easiness at which they
are retrieved is related to their (i) base-level activation, a measure of a chunk’s inherent likelihood of being

3 An open-source Lisp implementation of the framework is available at the following URL: http://act-r.psy.cmu.edu/software/
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recalled, and (ii) strength of association, a measure of how the current environment context facilitates cueing of
the particular chunk. For attention management system designers, this presents a clear case for including hints
about the interrupted task to facilitate task resumption.

copyrighted material

Fig. 3. ACT-R Architecture of cognitive resources [98], ©2011 Dario Salvucci & Niels Taatgen

Following the ACT-R theory, each task has an associated goal that can also include subgoals. This is a
cornerstone of Altmann et al’s theory called Memory-for-Goals [3], according to which a task interruption
results in the current active goal being stored in declarative memory. Task suspension and resumption processes
can then be broken down into the core processes of rehearsal (or strengthening) and recall. When the task is
suspended, the stored associated task goal decays, albeit its activation is raised with rehearsal. According to
Altmann et al., the cognitive system must strike a balance between rehearsing the suspended task so that it can
be easily retrieved when needed, but at the same time not activate it to the point where it interferes with the
newly-attended task. The authors suggest that goals are preferably retrieved when they are associated with a cue,
and when the goal-cue relationship is built just before the goal was suspended.

The Memory-for-Goal theory was also used to explain the difference in the time needed to revert to the primary
task after an interruption depending on the interrupting task duration and complexity. In the experiment by
Monk et al., users performed a complex Video-Cassette-Recorder programming task, while getting interrupted
with tasks of different complexity [73]. Resumption lags were longer for complex tasks than for simple tasks.
Also, longer interruptions resulted in longer task resumption. This can be explained by the time decay of goal
activation proposed in [3]. Monk et al. discuss immediate design guidelines grounded based on these results,
such as an in-car navigation system that should strive to minimize the interruption complexity, not necessarily
the interruption duration, as simple interruptions lead to relatively fast primary task resumption, irrespective
of the duration. However, neither of the theories investigate nuances in interruption complexities or why the
resumption lag does not seem to scale to a certain level with interruption complexity.

3.1.3 Memory for Problem State. The explanation of why complex tasks cause stronger interferences is
provided by Borst et al. [17]. The authors build upon the threaded cognition theory. Threaded cognition allows
for multiple parallel goals, and thus multiple tasks (threads), to be active. This translates into the assumption
that the goal module in ACT-R can represent several goals at the same time. Depending on its complexity, a task
may or may not require the problem state. The problem state resource is used to maintain intermediate mental
representations that are necessary for performing a task. Borst et al. give an example of an algebra problem,
such as 2x — 5 = 8, where the problem state can be used to store the intermediate solution, i.e., 2x = 13. There
is also physiological evidence of the existence of the problem state, as neuroimaging experiments find that
the transformation of mental representations correlates with the blood oxygen level-dependent activity in the
posterior parietal cortex 8, 104]. At the moment of interruption, if both the primary and the interrupting task
are complex, the problem state of the primary task is stored in declarative memory where it starts to decay. On
the return from the interruption, the primary task’s problem state has to be retrieved from the memory, yet,
this process is tied to delay and errors. Even more delays and errors are to be expected if the problem state
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has lingered in the declarative memory for a longer period of time. Experimental results with tasks of differing
complexities confirm this theory and show that when either the primary or the interrupting task is simple enough
not to require the problem state, the resumption time and the task errors are minimized.

3.2 Beyond Interruption Timing

The theories outlined in this section are bound to have substantial implications on how attention management
systems might evolve (see Section 5.3). However, these theories do not present a comprehensive explanation
of interruptibility. This is particularly true for attention management in ubiquitous computing environments
where other aspects, such as the type of the communication channel, the content of the interruption/message,
the frequency of interruption, the relationship between the sender and the receiver, the alert type, and the social
environment, may play a deciding role in how an interruption is handled.

Considering the interruption content, Speier et al. show that interruptions containing information dissimilar
from the primary task take longer to complete than those with content related to the primary task [105]. Since the
success of the retrieval from declarative memory depends on the context, the closer the sought for information
is to the currently active one, the easier it is to retrieve it. Addas and Pinsonneault consider interruptions that
are either relevant to the task at hand, or not, and that are either actionable or informative [2]. An actionable
irrelevant interruption leads to task errors and longer completion times. Relevant information, on the other hand,
helps with the task quality but may affect the time to finish the task. The findings are important for project
management, for example. If one’s task responsibilities are defined too narrowly, many interruptions that are not
directly related to the task will be perceived as interruptions. Expanding the task boundaries allows for a more
fluid definition of relevant interruptions.

Grandhi and Jones propose a theoretical framework that explains interruption handling decisions, and takes
into account the user’s cognitive, social (the place the interruptee is in, the social aspect of the place, and people
present at that place) and relational context (who is the message from, what is it about, and the history of the
interruptee-interrupter relationship) [42]. Through experimental validations, the authors show the multifaceted
nature of interruption handling. Even though the effects of interruptions on task performance or appropriateness
in a social setting may be negative, individuals may still decide to handle an interruption. The authors argue
that people may consider not just how an interruption affects one’s local task, but also how it may affect other
tasks and interpersonal relations. Consequently, the authors claim that instead of an automated interruption
management system, efforts should be turned to User-Interface (UI) designs that convey the necessary relational
context to the interuptee and facilitate one’s interruption handling decision process.

Personal devices such as smartphones or personal computers allow experimental validation and further
empirical investigation of factors related to interruptibility. A large-scale study of mobile notification usage
by Shirazi et al. shows that users assign different importance to notifications triggered by different application
categories [103]. This is unlikely to be related to the specifics of the application’s notification management but is
probably conditioned on the application design and the social role that a user assumes in different applications
(e.g., Skype for business contacts, Whatsapp for family chats). That mobile computing users indeed handle
interruptions from different contact types (e.g., family, friends, work) differently has been shown in a study by
Mehrotra et al. [67]. Pielot et al. found that users opt for immediate handling of potentially disruptive interruptions
just to conform to social expectations, demonstrating the social pressure in notification handling [87].

Finally, physical properties of stimuli determine whether and how the attention is going to be steered. Two
independently conducted studies have confirmed the difference in interruption handling times depending on
whether a notification vibrates, blinks or sounds an alert [70, 87]
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Fig. 4. Stages of an attention management system including sensing, processing, inferring, modeling, and managing. Key
challenges along with an example are depicted for each stage.

4 ATTENTION MANAGEMENT SYSTEMS

In this section, we examine functional principles of attention management systems, in particular, systems that
(partly) seize the theories and frameworks mentioned before. According to Bailey and Konstan, an attention
management system is defined as

"a system that computationally seeks to balance a user’s need for minimal disruption and the application’s
need to efficiently deliver information." [11]

In other terms, an attention management system might aim to steer an individual’s attention in case of an
interruption by choosing a suitable output modality gently or even postponing interruptions to a time where it
could be handled by a user. For example, if we consider push notifications as interruptions, this means that a
system automatically decides when and in which ways an individual is notified. How does a system differentiate
between disruptive and non-disruptive interruptions? The answer lies in a computational model that holds
characteristic information about potential disruptive interruptions. In the following, we examine implementations
of underlying interruptibility models as well as designs of practical attention management systems.

4.1

Sensing, actuating, and machine learning are at the core of attention management systems. These concepts
interplay through different processing stages that connect raw data from the physical environment, over inter-
ruptibility modeling to attention management. These stages include sensing, processing, inferring, modeling, and
finally managing interruptibility as illustrated in Figure 4. To demonstrate key challenges and implementation
issues, take a running example of an attention management system inspired by Attelia II [77], depicted in Figure 4.
Attelia I monitors acceleration signals and application usage to infer posture and locomotive activities of users,
e.g., walking, sitting, and standing as well as a user’s device usage. The system builds an interruptibility model that
is based on theoretical postulates (see Section 5.3) assuming that times between tasks represent opportune mo-
ments for interruptions. Finally, the system detects natural breakpoints [74] in physical and user-interface-based
activities and postpones notifications to these moments.

Designing Attention Management Systems

4.1.1 Sensors and Features. Equipped with microphones, light, acceleration, temperature, and other sensors,
as well as communications interfaces, mobile computing devices can perceive their surrounding environment
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with the help of machine learning models. The key premise for building meaningful models is to select features,
i.e., sampled data representations, that correlate with the classes of interest [32]. In Figure 5, we sketch the
process of deriving features from sensed data. Raw sensor data (e.g., acceleration) is recorded, stored and then
preprocessed, for example, by applying segmentation, sanitization, and normalization to remove artifacts such as
outliers, noise or missing data. Features that correlate with targeted classes are then computed on preprocessed
data. In this regard, a selection of the most informative features for a particular scenario is required given the
vast amount of possible features. In general, such a selection is based on features that have been found useful to
discriminate patterns in the domain at hand*. Table 1 provides an excerpt of commonly used features in attention
management systems. The sensors and features listed here are not exhaustive and are intended to be a starting
point for designers of attention management systems.

Besides sensors embedded in mobile devices, attention management systems may also draw information from
personal computers as well as from sophisticated psychophysiological sensors. Psychophysiological sensors are
used to extract information correlating with an individual’s cognitive state (e.g., mental workload), whereas
mobile devices and personal computers are found to provide additional characteristics about an individual’s
interruptibility, for example, related to activities, or application usage. The process of extracting features from
sensed data is exemplified by Attelia II which uses acceleration sensors to infer an individual’s posture and
locomotive activities [77]. In the first step, raw acceleration signals are recorded and stored on the device. The
system then computes 22 time and frequency-domain features - e.g., acceleration mean, variance, or correlation -
frequently used in the field of activity recognition that corresponds with an individual’s movement.

Orientation
Microphone

Application Usage WiFi RO
G :‘.0.:::: Minimum

Gyropscope NI :> :>
|;| s W < >::

Acceleration Storing Pre-Processing Features

Calendar  Light

Fig. 5. Sensing and feature computation: From sensors to features

4.1.2  Contextual Information and Machine Learning Techniques. The major theoretical determinants of in-
terruptibility, such as the interplay of a stimulus signaling an interruption, a user’s current task engagement,
and the complexity of the interrupting and the interrupted tasks, were investigated in Section 2.3. As attention
management systems have often developed independently from underlying theories, they use contextual de-
scriptors and features that reflect, but not necessarily determine, the interruptibility state of an individual. In an
optional stage of inference, machine learning models use features to recognize contextual information of users
and their environments, such as physical activities, semantic locations, or even emotions. Figure 6 illustrates this
process - features are first further pruned and compressed, for example, by applying the Principal Component
Analysis [117] or information gain [44] to select a set of meaningful features. The resulting feature set is used to
build machine learning models. As contextual information can be of different levels of abstraction, a plethora of
contexts can be extracted through machine learning amplifying the possibilities of interruptibility modeling. A
key challenge in the field of attention management, therefore, is to identify contextual descriptors that correlate

4We refer the reader to Section 4.3 of [83], which summarizes the most commonly used features in different inference domains.
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Table 1. Sensors and features commonly used in attention management systems to infer interruptibility.

Domain Sensors

Features

Physical Activities Acceleration [46, 53-55, 77, 99, 114]
Orientation [91, 112]

Gyroscope [114]

mean, energy, entropy, correlation, variance, ratio {minimum, maximum}

mean pitch angle, mean roll angle, flat, upright

mean crossing rate

Device Interaction Microphone [14, 35, 40, 54, 62, 86]

Application usage [36, 69, 76, 77, 86, 109, 121]

Proximity [89, 91]

Light [40, 70, 112]

Volume [78, 86, 89, 112]

Mouse and Keyboard [36, 51, 109, 121]

Calendar [114, 121, 123]
Battery [40, 112, 113]

mean, variance of fourier coefficients, signal power, zero crossings, cepstral
coefficients, noise {true, false}, ratio {voice, noise, silence}, spectral {centroid,
diffusion}

application name, window changed {state, content}, interface statistics (e.g.,
min, mean, max), skype status, number of applications per time frame,

screen covered

intensity, ambient light {dark, dim, light, bright}

unknown, silent, vibration, or sound

click events, {moved, scrolled} pixels, keystrokes, most common key events
{pressed, released, traversed}

events {free, meeting}

charging {true, false}

Location GPS [35, 40, 69, 99, 119, 119] longitude, latitude
WiFi [40, 54, 69] connectivity, coarse location
Temporal Time [35, 78, 86, 112, 123] time of day {morning, afternoon, evening, night}, day of week, weekend {true,
false}
Events [51, 89, 119] time since: notification {received, viewed}, screen {on, off, covered, uncov-
ered}, time to {react, complete}
Psychophysiological Electroencephalography (EEG) [37, 43, 122] brain wave frequency bands (e.g., @(8—12Hz), f(12—30H z), y (30—80H z),

Electrodermalactivity (EDA) [37, 43, 94, 122]

Electrocardiograph (ECG) [94, 99]

Photoplethysmograph [122]

Eye tracker [37, 43, 94]

Respiration [94, 99]

Temperature [43, 94]

5(0 — 4Hz), (4 — 8Hz)), variance of 6 power, median of f power, {min,
max} attention, {min, max} meditation, fractions of wave bands { A(a/p),

A(Bly) Ay [0}

{min, max} peak amplitude, Anumber of phasic peaks/min, Amean phasic
peak amplitude, Amean skin conductance level, skewness, {mean, variance,
median} galvanic skin response

{ratio low/high-frequency components} of heart beat and heart beat fre-
quency, mean, median, stdev, percentiles {10th, 25th, 75th, 90th}

{mean, sum, max,} peak amplitude BVP, mean heart rate, percentage differ-
ence of interbeat interval{20ms, 50ms}

{mean, median, stdev.} saccade duration, {mean, variance, median} pupil di-
ameter, number fixations/min, {mean, median, stdev} fixation duration

duration of inhalation/exhalation, mean, median, stdev

{mean, variance, median} heat flux, temp. difference {nose, neck}

with an individual’s interruptibility, craft machine learning models that can infer these contexts, and finally tie

them into an interruptibility model.

Commonly used contextual information that correlate with an individual’s interruptibility cover various
aspects of life.”. It is worth to note that not only physical activities [46, 77, 99] or interactions [35, 91], but also
more expressive concepts such as complex activities [54], engagement levels [84], even personal traits [64, 119]
are frequently used in attention management systems. To infer such contextual information, various machine
learning algorithms e.g., J48 [77, 99], K-Means [54], or Support Vector Machines [99] are typically trained and

SWe refer an interested reader to the extended interruption taxonomy proposed in [39, 108].
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Fig. 6. From features to contexts: Deriving contextual information from sensor data.

tested®. Given the vast amount of classifiers, a selection of classifiers depends on the amount and type of training
data, on the processing power of the device, and above all on the classification performance. Statistical tests, e.g.,
Wilcoxon signed ranks or Friedmann tests, can help to evaluate and compare classification performances [31].

4.1.3 Interruptibility Models and Proxies. How to differentiate between disruptive and non-disruptive inter-
ruptions? The answer to this question lies in computational models which hold hypotheses about an individual’s
interruptibility. These models are either based on concepts and theoretical frameworks that have been constructed
to explain the nature of human interruptibility (see Section 3) or purely data-driven, based on the results of mining
traces describing human behavior in different situations. Examples of the former are attention management
systems that interrupt at task boundaries (breakpoints) [1, 48, 77] or when task engagement is low [84]. These
approaches are supported by underlying theories claiming that interruptions may require an exclusive resource —
the problem state — which should not be occupied by the primary task at the time of the interruption [17]. The
latter, data-driven approaches, are realized by the abundance of sensor data gathered from mobile and personal
computing devices. InterruptMe, for example, uses time-of-day information together with sensor readings from
GPS and acceleration to build a model that explains user behavior concerning interruption handling [82]. This
approach is not based on any particular theory but might reveal links with existing theoretical frameworks after
further investigations.

Context Context

n+1
Features; :> ‘ :> ‘:(> :> ierupttier]

Featuresm Featuresf+2
Fig. 7. Cascading classification: Combining multiple classifiers to infer interruptibility.

To construct interruptibility models, features carrying information sensed from the environment, can either be
used directly (e.g., InterruptMe [82]), or through further inference of contextual information (e.g., Attelia II [77]).
This cascading classification — a subsequent classification is trained on the output of a previous one - facilitates
different kinds of contexts, in particular, different levels of abstraction that augment interruptibility models (see
Figure 7). For example, Attelia II classifies posture and locomotive activities and use this information to train a
second classifier that infers breakpoints in physical activities. Combined with a breakpoint detection approach
based on application usage, a final classification model is trained to infer interruptibility.

%We refer the reader to [15] for an introduction to pattern recognition and machine learning.
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Table 2. Interruptibility models and metrics of attention management systems.

Model Approach Metric
Okoshi et al. [75-78]  Breakpoints between physical Perceived mental workload is lowered by de-  Breakpoints via self-annotated application us-
activities/application usage ferring interruptions to natural breakpoints  age, mental workload via ESM: NASA-TLX [45].
in physical activities/application usage Likelihood of physical breakpoints via ESM: 10-

Point Likert scale. Engagement to content via re-
sponse time, click rate.

Pejovic et al. [82] Broader contextual information  Interruptibility is reflected by the contextin ~ Reaction presence: respond to a notification,
of individuals including activity, ~which an individual is at the moment of in-  time to reaction: respond to a notification within
location, and engagement. terruption. a time period, and sentiment towards notifica-

tion via ESM: {not at all, a little, some, very
much}.

Pejovic et al. [84] Task engagement The degree to which an individual is en- Levels of engagement: {interesting, challenging,

gaged in a task determines interruptibility. concentrated, and important}, measure of en-

gagement via ESM - 4-Point Likert scale: {not
at all, a little, somewhat, and very much}. Ques-
tions: Is your current activity: {interesting, chal-
lenging}? How well are you concentrated on
your task? Is the activity important for you?

Pielot et al. [89] Attentiveness The degree to which individuals pay atten-  Attentiveness: {very high, high, low}, measured
tion to incoming notifications reflect inter-  implicitly by the mobile phone usage.
ruptibility. Attending means that an indi-
vidual either opens the application that re-
ceived a notification or opens the notifica-
tion drawer.

Sarker et al. [99] Availability Interruptibility is determined by an individ- ~ Availability via EMA [102], multiple times a day.
ual’s capability of engaging tasks or activi-
ties.

Yuan et al. [119] Reaction & Interruption inten- Interruptibility is determined by first pre- EMA [102] about participants’ behaviors, phys-
sity dicting an individual’s reaction and second  iological and psychological states, including 42
the intensity of an interruption. items, current activity, and mood {pleasant, un-

pleasant} etc.

Zuger et al. [122] Mental workload The perceived mental workload determines ~ Mental workload via ESM - 5-Point Likert scale:
individuals’ interruptibility. {(1) very-low, (5) very-high}, perceived distur-
bance of interruptions: {(1) not all disturbing,
(5) very disturbing}, interruptibility level: {(1)
highly interruptible, (5) not all interruptible}
Mental workload measured with psychophysio-
logical sensors (see Table 1).

In Table 2, we list a selection of interruptibility models that are implemented in attention management systems.
For example, an individual’s engagement in tasks is investigated in [84] to predict interruptibility. The authors
argue that individuals skilled in the task that is interrupted, feel less likely disturbed by an interruption. A possible
explanation is that skilled individuals need less time to reconstruct the primary task state after an interruption
due to stronger links in declarative memory. However, interruptions, during tasks that require a significant
amount of concentration, are more likely perceived as disruptions. The reason for this might be that interruptions
within periods of high mental workload - induced by inexperience or difficult tasks — result in higher resumption
costs [17] forcing an individual to spend more cognitive resources to resume to the primary task. The connection
between mental workload and disruptiveness of interruptions has also been shown in [22, 48, 49].

Different metrics and annotation techniques to measure an individual’s interruptibility can be applied to evalu-
ate respective models. For example, explicit measures include experience sampling methods/ecological momentary
assessments (ESM/EMA) where individuals are asked to rate their current experience in-situ. In this regard, the
NASA-TLX is frequently used, in particular, to assess models that are based on cognitive theories and frameworks
such as mental workload [122], level of task engagement [84], or level of interruptibility [119]. NASA-TLX is a
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multi-dimensional rating tool which compromises six weighted scales including mental, physical, and temporal
demand, as well as performance, effort, and frustration [45]. However, the assessment of subjective workload using
questionnaires may not be feasible in ubiquitous computing environments, where multiple tasks are performed
simultaneously. Rather than using post hoc questionnaires, implicit measures, including types of reaction, or time
to react are used to evaluate attention management systems instead [69, 89]. For example, the authors in [69]
measure the time taken to respond to a notification. If an individual responds within a period of 10 minutes, the
moment is classified as opportune and inopportune otherwise. The selection presented in Table 2 is not meant to
be a complete and comprehensive overview, given the fact that ubiquitous environments provide a variety of
possibilities for modelling interruptibility. However, this overview points out that building interruptibility models
in the field of attention management can benefit from interdisciplinary research, for example, by incorporating
findings from psychology or cognitive science (see Section 5).

4.1.4 Managing Attention. Managing interruptions, once identified by the underlying algorithms and models,
means that a system follows specific strategies to deal with interruptions (see Section 2.3). In the past years,
research focused on attention management systems which mediate and negotiate interruptions. Another strategy
that has been used in attention management systems is the concept of mitigating interruptions. Approaches
following this strategy, for example, change the modality of a disruptive notification (e.g., vibration, silent,
visual) rather than postpone them to an appropriate point in time. In Table 3, we list a few examples of applied
management strategies in attention management systems. For example, Zulkernain et al. proposed an intelligent
mobile interruption management system that utilizes a decision tree to pick an interruption mode (ring, silent,
vibrate) based on the user’s context automatically [123]. Rather than choosing alert types, other approaches
focus on the utilization of Internet of Things (IoT) infrastructures [56, 115]. The authors in [56] propose a system
that can track the location of an individual to deliver notifications to nearby output devices such as televisions,
personal computers, or even ambient lights. Rather than deferring or changing the representation of interruptions,
a few systems indicate the interruptibility status of individuals. For example, the system proposed in [121]
indicates the interruptibility of employees via colored lights. Their findings show that employees perceive fewer
interruptions over the day as they take the light status into account before interrupting colleagues.

However, an attention management system should adapt its handling strategy to a user’s current needs. This
means handling strategies, as well as underlying interruptibility models, should not be static and predefined
beforehand. In this regard, choosing the right strategy remains one of the key challenges as an individual’s
behavior, and preferences might change over time. Different strategies and an adaptive mechanism that reacts
to changes according to an individual’s preferences are essential for such systems. One possible solution for
adaptive attention management is proposed in [67]. The authors introduce a mechanism that mines association
rules by analyzing notification preferences of users using notification titles and different contextual information
(e.g., location, activity, and time). Based on the user’s action (dismiss or accept), the system generates a set of rules
that reflect a user’s attitude towards new notifications based on the current context. This approach is not only
intuitive for the user, who consequently might put higher trust in an attention management system constructed
in such a manner, but also interesting for further examination of theoretical frameworks that explain human
interruptibility.

4.2 Attention Management Systems Redefined

Attention management encompasses more than balancing an individual’s need for less disruptions and efficient
information delivery. Attention management systems actively support individuals in managing interruptions and
maintaining concentration on tasks and activities by constantly sensing, modeling, and managing interruptibility.
Models which help to determine interruptions, partly reflecting the actual state of an individual’s interruptibility,
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Table 3. Examples of attention management in ubiquitous computing environments. In addition, approaches fol-
lowing the given management policies are listed.

Strategy Management Policy Approach

Mediating Deferring to breakpoints Physical activities [1, 76, 77]
Device interaction [78, 91]
Tasks & Mental Workload [11, 50, 51]

Mitigating Choosing output device Estimating device for receiving notifications [115]
Using IoT infrastructure for notifications delivery [56]
Choosing output modality Inferring preferred output modalities [123]
Indicating Indicating interruptibility Showing interruptibility status [13, 59, 121]

represent a key factor of attention management systems. Based on our findings in Section 4, we define attention
management systems as
"systems that sense, model, and manage the attentional state of a user. Managing the attentional state is
considered as any action of the system, which supports an individual to maintain its concentration on a
task or activity."

Key factors of attention management systems

* Sensing, actuating, and machine learning are at the core of ubiquitous attention management systems. Sensing the
physical environment allows for feature computation to discriminate concepts and factors of interruptibility.

* Interruptibility models hold assumptions and representations of an individual’s interruptibility. Such models are
based on features and contextual information that correlate with an individual’s state of interruptibility.

* Based on the output of an interruptibility model, attention management systems follow different management
strategies. Mediating and mitigating interruptions are the most commonly used strategies.

5 IMPLICATIONS AND PERSPECTIVES

Our attention is one of the most precious resources pervasive applications compete for. To protect individuals
from adverse effects of attention steering, we have to ensure that future attention management systems respect
ethical norms and work towards the well-being of their users. For the latter, it is crucial that attention management
systems are designed in accordance with human cognitive processes and evaluated in long-term studies.

In this section, we discuss ethical and well-being implications of attention management. We highlight the
lack of ethical guidelines when devising attention management systems and the absence of long-term studies on
their impact on human well-being, and present suggestions for ameliorating this. We then identify untapped
opportunities that arise from our review of cognitive psychology literature and identify key missing features that
should be present in attention management systems.

5.1 Attention Management vs. Ethics

Two directions drive the evolution of attention management systems. On one side, we have a major part of
academic research, based on Weiser’s vision of "calm technology” that for the most part is invisible to the
user [116]. On the other side, there are commercial applications that compete for attention, sending over 100
notifications a day to individuals [69]. However, these two directions are not mutually exclusive. Commercial
applications need to balance between grabbing a user’s attention while avoiding to be excessively annoying.
Similarly, "polite” attention management systems still need to ensure that information is delivered before it
becomes stale. Consequently, designers should ensure that attention management systems comply with the
following ethical restrictions: (i) attention fragmentation incurred by attention-seeking applications is held at an
acceptable level and (ii) time-critical information is delivered in a timely manner.
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Satisfying the latter restriction requires a deep knowledge of an individual’s engagement, the relationship of
the to-be-conveyed information and the current, as well as, future tasks a person is engaged in. In practice, the
sender, or the application, might tag notifications with their urgency level. In version 8.0 of their mobile operating
system Android, Google has introduced notification channels, a paradigm that allows applications to expose
different streams of notifications separately so that users can fine-tune an individual channel’s appearance. While
this addresses notification differentiation within a single app, system-level priority settings for notifications suffer
from the misuse of individual applications that may set all of their notifications to the highest priority. Practical
means of ensuring that condition (i) is satisfied have been examined through a large part of this article — mobile
sensing and machine learning harnessed to identify moments when a user is switching between tasks, is idle, or
positively inclined towards the notification content, are the most commonly followed guidelines for designing
"calm" attention management systems.

Another important ethical concern is related to the direction in which attention is steered. Interruptions might
be welcomed by the user; the sentiment might be positive, and also the time to react might be low, yet, the overall
effect on an individual’s well-being or productivity may be negative. This is particularly important in case the
application is used by vulnerable groups, such as children or those who suffer from a mobile phone or gaming
addiction. However, we should be careful to disentangle technological determinism from the way technology is
used — even when notifications are disabled on their phones, people still self-interrupt, checking for new content
in fear of missing out [80].

Transparency. To ensure that the manipulation of human attention does not affect an individual’s autonomy to
select, accept, or ignore information, attention management systems should be designed transparently. Individuals
need to have the option to inspect, override, or to disable functional principles. Interpretable attention management
systems are one step in this direction, as they rely on human-readable rules to describe interruptibility prefer-
ences [67, 68]. A study by Mehrotra et al. indicates promising results towards transparent attention management
systems, as more than 50% of generated rules were accepted by individuals [68]. Advances at operating system
levels, such as notifications channels, are one step towards transparent notification management.

Privacy. Rich sensor data used to infer physical, physiological and mental states of individuals, information
about the content of the message, relationship between the sender and receiver, have been widely used for efficient
attention management. To ensure the privacy of both its users, as well as those interacting with users, attention
management systems need to protect and safely process sensitive information. Such protection is especially
important for systems that seek for a holistic view on an individual’s interruptibility, gathering, exchanging,
and storing information on multiple devices [77, 108]. For systems that construct interruptibility models from
data harvested from more than one individual, differential privacy should be ensured, so that the probability
of inferring individual behavior from data is minimized [34]. Finally, systems should incorporate best-practice
privacy management approaches, such as the right for informational self-determination [47].

Research questions. Ethical concerns in ubiquitous attention management systems have not been widely
addressed, yet. As guidelines for future efforts, we propose the following research questions:
(RQ1) How should the chain of ethical responsibility be established and who or what are the key factors
init?
(RQ2) How should transparent attention management systems be designed? How should functional

principles of attention management systems be presented to the user?

(RQ3) What should the requirements for privacy-aware attention management systems be? Which
privacy regulations should be considered, as they may vary among legislators or organizations?
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(RQ4) How to ensure that legal requirements are integrated within the technical development process
while designing attention management systems?

5.2 Evaluating Effects of Attention Management Systems on Human Well-being

Intelligent management of attention in ubiquitous systems may have a positive effect on human well-being [11,
51, 100, 121]. However, studies of such an effect are almost exclusively based on short time-scales, lasting
approximately up to one month [100]. For example, Schneider et al. report short-term effects such as increased
life balance, reduced stress levels, and reduced exhaustion of knowledge workers, after five-weeks of using mobile
applications that manage availability [100]. Similar findings by Ziiger et al. suggest that, after two months of
using their system, individuals feel less interrupted, more productive and experience more self-motivation [121].

Although studies show positive short-term effects, long-term effects of attention management systems on
human well-being and cognition are rather unknown. The reasons for the lack of longitudinal studies might be
the following: (i) additional burden on the users coming from the introduction of a new technology, (ii) reluctance
of users to change their routine because of an intervention, and (iii) the challenge of acquiring large groups of
participants for longitudinal studies. In fact, it has already been noted that the evaluation of attention management
systems puts additional burden on individuals, as they have to be instructed to use new applications, fill out
surveys regularly, or to be observed while using the evaluated solutions, which is the case if the shadowing
evaluation method is used [41, 63]. Also, most attention management systems are designed as "black boxes".
Without knowing functional principles, attention management restricts individuals’ autonomy in selecting,
accepting, and ignoring information. Individuals might resist the change these systems entail and try to restore
settled routines [71]. Finally, large groups of participants are required for reliable long-term evaluations. To
the best of our knowledge, the largest pool in this domain, with more than 680,000 participants (albeit for
only three weeks and not measuring users’ well-being), was obtained by Okoshi et al. in collaboration with
Yahoo! Japan [78]. However, due to regulatory, privacy, and issues related to the additional burden imposed
on participants, companies are in general reluctant to test prototype attention management systems’ effect on
well-being via production applications.

Towards Longitudinal Studies of the Effects of Attention Management Systems on Well-being. To facilitate
long-term evaluation, we suggest that the following research directions are explored:

- Unobtrusive well-being detection. Stress and annoyance are the most commonly reported negative
effects of interruptions in ubiquitous computing environments [1, 64]. ESM is the most common means of
assessing users’ psychological well-being, within which standardized tests, such as NASA-TLX, or simple
Likert scales for emotion inference are often used. However, ESM puts additional burdens on individuals
and should be used moderately, which limits the amount of data that can be collected. Recently, a new
wave of pervasive devices — wearables - including smartwatches, fitness wristbands, and smart glasses
brought physiological sensing to everyday use. Since physiological signals are correlated with certain
aspects of well-being, sensor data streams from wearable devices could be used for unobtrusive well-being
inference. For example, Gjoreski et al. use wrist-worn photoplethysmogram (PPG) sensors, which measure
heart rate and blood pulse volume, to infer the stress level of a user [40]. The inference, however, is not
straightforward, as PPG readings are affected by hand movement. Thus, accelerometers are used to detect
whether a user is mobile or not before the stress level inference is performed. Besides stress, affects [101]
and depression [79] can also be inferred unobtrusively thanks to mobile sensing.

Specific considerations in evaluation study design. While attention management systems provide a
technical solution to control interruptions, non-technical environmental factors may play a significant
role in how a user’s attention is influenced. For example, studies indicate that the design of workplaces,
the awareness towards interruptions, or organizational measures have a direct impact on the number
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of interruptions [107, 121]. Therefore, efficient attention management systems need to consider such
environmental factors. A holistic investigation of socio-technical aspects, including human, social, and
organizational factors [12] might help define requirements for a long-term evaluation for a given environ-
ment. Without socio-technical requirements, individuals might perceive attention management systems as
non-supportive, too complex to use [100], or even quit studies if they feel that a system does not reflect
their interruptibility [121]. In one of our previous studies, users were reluctant to complete their study
participation as the developed attention management tool did not support their well-established routine
of using Skype for business communication [100]. Although, we focus on well-being in this section, the
above concerns are relevant for all long-term evaluation studies of attention management systems.

We conclude the discussion with two questions meriting research:

(RQ6) How should a long-term evaluation of the well-being impact of attention management systems be
performed provided minimal user burden and a large number of participants? The above discussion on
unobtrusive well-being state detection could be a starting point for further exploration. Particularly,
since physiological data can be incorporated in attention inference algorithms [43, 122].

(RQ7) How to incorporate contextual, social, and organizational factors when planning long-term
evaluation studies? These aspects are not only important for evaluations but could also give essential
features to the design of attention management systems.

5.3 Towards Theoretically-Grounded Attention Management Systems

Research on cognitive processes and ubiquitous computing systems practice have evolved separately, and one
of the main goals of this survey is to identify untapped opportunities for building more efficient attention
management systems that take into account the underlying psychological processes. In this subsection, we point
out these potential research avenues, briefly discuss their theoretical underpinnings, and present work that, at
least partly, addresses them.

Interrupting at task boundaries or idle times. Times, when a user is not actively engaged in a task, are the
most suitable moments for interruption according to both theoretical frameworks [72], as well as experimental
studies [1, 48]. From the memory for problem state theory point of view, at such moments the problem state,
i.e., the intermediate mental representation necessary for performing a task, is not needed. Thus there is no
interruption along procedural or declarative memory resources. Furthermore, task engagement flows through
different stages: planning, execution, and evaluation [27]. In a study of instant messaging users, Czerwinski et
al. found that the participants took more time to attend an interruption in case it arrived during the execution
phase than in the other two phases [28]. Interestingly, they also find a disruptive effect of an interruption in the
evaluation phase. The authors hypothesize that this may reflect the time required for users to visually re-orient
themselves to where they left off and concluded the task completion. Attention management systems, such as
Attelia II [77], successfully apply defer-to-breakpoint policies [50] within physical activities. Inferring one’s
mental engagement, on the other hand, is not straightforward. Certain physiological signals, such as pupil dilation,
correlate with mental load, and indeed have been used for assessing task engagement [43]. However, a reliable
means of detecting a user’s task engagement using commodity devices is yet to be demonstrated [114]. Finally,
Pielot et al. demonstrate that bored users are likely to engage with recommended content [85, 88].

(RQ8) How can we use commodity pervasive computing devices, such as wearable sensors, to infer a
user’s task engagement and consequently enhance attention management systems?

Problem state rehearsal. Bluma Zeigarnik’s experiments from 1927 showed that people remember uncompleted
or interrupted tasks better than completed tasks [120]. Therefore, there is a natural tendency to return to the
primary task when interrupted. However, the complexity of the original task plays a significant role in the success
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of such a switchback. According to the Salvucci and Taatgen’s theory, complex tasks are difficult to return to
because they require the retrieval of the problem state from declarative memory. The more time the problem state
spends in the declarative memory, the more likely it is that the retrieval will fail due to the decay of the stored
information [98]. Borst et al. argue that the rehearsal of the problem state should come before a user switches to
the secondary task [16]. Along the same lines, Cades et al. found that interruptions are more disruptive when they
minimized the participant’s ability to rehearse the primary task during the interruption, not necessarily when the
secondary task is more difficult [19]. Trafton et al. have conducted experiments to demonstrate that visual alerts
before a forced switch to another task help users rehearse the primary task state, and consequently facilitate
the later switchback [110]. Currently, the rehearsal of the problem state represents an untapped challenge for
practical attention management systems. Thus, we propose the following questions for future research:

(RQ9) How to condense and prepare the primary task for problem state rehearsal automatically? How to
represent the content to an individual, so that the problem state is captured at a glance?

(RQ10) How long should the problem state rehearsal last, so that an interruption does not get stale?

Providing hints to revert the context. To facilitate a switchback, Salvucci and Trafton’s theory suggest that
cues related to the old problem state should be provided. Altmann and Trafton have experimentally confirmed
that neighboring elements of the primary task are better retrieval cues than elements separated by greater
psychological distance [5]. HCI researchers have been tackling this issue since the rise of multitasking PC
applications. Czerwinski et al. have conducted a diary study of PC users to identify possible design improvements
to facilitate task switchbacks. The authors propose time-centric visualizations and tools that reconfigure the
layout of desktop windows (i.e., content and applications) that compromise a task [29]. Also, Igbal and Horvitz
examined the role of visual hints on task retrieval and found that the amount of visual obfuscation caused by an
interruption impacts the time to return to the primary task — interruptions that cover only a small portion of a
desktop are easier to return from [52]. Following this argumentation, attention management systems need to
construct and provide psychologically close hints to support switchbacks to primary tasks. In [106], the authors
design a system for managing interruptions in intensive care units. They argue that color-coded notifications act
as psychological cues that can be used to retrieve information about the patient it concerns. In this regard, the
color of the notification helps to switchback to the patient at a glance. However, the automatic construction of
psychological hints is still in its origin, and the following questions might help to steer future research in this
area:

(RQ11) What are psychologically close hints and how can they be constructed automatically?
(RQ12) If multiple tasks can be resumed after an interruption, which hint should be displayed?

Relevance and relation to the primary task. Findings indicate that the interruption content plays an important
role in the perceived disruptiveness of interruptions [105]. In fact, interruptions that contain relevant information
for the primary task may negatively affect the time to complete the task but may help with the task performance
quality. Interruptions with content irrelevant to the primary task also increase completion time but lead to higher
task error rates [2]. A similar approach to relevance and relation of interruptions to the primary task is presented
in [6]. The authors assume that an interruption is more relevant to individuals if it is matched with their social role
(e.g., employee, family member). Consequently, attention management systems should incorporate the relevance
of interruptions to the primary task. In this regard, we propose the following question:

(RQ13) How can an attention management system infer the relevance of an interruption to a task at hand,
and at how should interruptions with different levels of similarity with the primary task be handled?

Multimodal alerts and notification representations. In ubiquitous systems, interruptions are often signaled
through notifications that may use different alert types — sound, light, or vibration. Also, incoming information
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can be conveyed using different means — written on a screen, spoken through speakers, or by using a buzz alarm.
The alert and message representation types may not align well with a user’s current task engagement. According
to the cognitive theories presented in Section 3 different cognitive resources could be occupied at a time. If a
user is engaged in a visual task only, perhaps an aural signal and notification whose contents are read to the
user are still appropriate. An example would be a driving situation, where an incoming text message is less
likely to distract the driver if read out aloud without requiring the driver to divert visual attention from the road.
Consequently, a research question arises:

(RQ14) Can ubiquitous technologies infer which of the user’s cognitive resources are occupied and change
the alert and information representation modality in a way to minimize disruption?

6 SUMMARY

In this article, we discussed the emerging field of attention management in ubiquitous environments. Particular
attention has been paid to underlying theoretical frameworks and concepts of practical attention management
systems as well as on actual implementations and technical designs. By leveraging unique characteristics of
ubiquitous computing, e.g., personalized information, always-on connectivity or sensing capabilities, combined
with cognitive and psychological concepts, attention management systems can help mitigate and mediate
the ever-increasing number of interruptions. Fueled by theoretical and practical findings on the nature of
human interruptibility, we discussed design implications for attention management systems, e.g., interrupting
at task boundaries or providing cues for task retrieval. Actual implementations of such designs in the form
of interruptibility models embedded in applications rely on mobile sensing, actuation, and machine learning.
Although essential to efficiently support individuals in their attention management, building interruptibility
models remains a challenge in the field of attention management. Identifying correlations between inferred
contextual descriptors and an individual’s actual state of interruptibility represents an open research question. In
this regard, we showed that attention management systems could benefit from interdisciplinary research as the
facets of human interruptibility concern various research field, e.g., cognitive science, human-computer-interfaces,
or psychology. In fact, certain existing interruptibility models already incorporate findings from adjacent research
fields, for example, interrupting at low cognitive states or between transitions of physical activities.

The capability to continuously sense, process, model, and to manage interruptibility facilitate adaptive attention
management, more specifically, systems that can sense and understand the user. In the next few years, attention
management will leverage existing and future modalities, e.g., smart clothes, sophisticated physiological measures,
allowing for more efficient interruptibility models. Further investigations and efforts in this interesting field will
help to shape and form efficient and advanced attention management systems.
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