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1 INTRODUCTION

Information seeking (IS) is a type of human activity where a human user uses a computer search
system to look for information. IS is a process and it happens frequently in daily life. For instance,
Kids jibber-jabbered with Amazon Alexa, exploring the limit of its artificial intelligence. Families
search online and gather information from friends and real estate agents to decide which house
to purchase. Students read textbooks and Wikipedia to understand what a wormhole is and why
Schrédinger’s cat was both dead and alive. An IS process is initiated by a human user and driven
through by the user. The user, on the other hand, is also driven by some motivation, usually a
motivation connected to an information problem. The user carries out iterations of searches to find
the needed information. In each search iteration, the user formulates a query, executes the search
function, examines the returning results, extracts useful information, and reflects on the results.
The iterations go on many cycles until the user’s information need is satisfied, or the process is
abandoned or no longer supported.

IS research roots from the Library Science. Early IS work concerns with how a human librarian
could serve the patrons to find the desired materials. With the rapid spread of modern search
engines, digital libraries, electronic catalogs, and social media, IS research has moved on to making
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the best use of the new digital tools for the old human-centered task — assisting human users to
seek information. Traditionally, IS shows a much broader scope and higher complexity than the
core Information Retrieval (IR) research problem, ad hoc retrieval. The whole or part of IS has
been studied under various names in the IR literature. These names include Interactive Information
Retrieval (IIR) [104], Session Search (SS) [25], Exploration Search (ES) [133], Dynamic Search
(DS) [139], and Conversational Search [32]. Plenty of interesting IS research has been generated in
the past two decades.

Researchers have developed taxonomies to describe and organize work in IS and in related
research fields. For instance, Marchionini [82] classified all search activities into three overlapping
types — look-up, learning, and investigation. Look-ups are the most basic type of search operations
that mainly find facts and answers to a user’s query. Typical look-up examples include ad hoc
retrieval, Web search, and question answering. Look-ups can be finished in one-shot ad hoc retrieval,
or must go through multiple search iterations, each of which fetches an answer to one aspect of a
complex information problem. Learning is the type of search activities where the user develops
new knowledge or skills by reading and comparatively studying the materials returned by the
search system. A typical learning example is literature reviewing. Investigation is the type of search
activities that involve critical assessments of the search results when integrating them into existing
knowledge bases and may value recall over precision. Investigations are mostly seen in domain-
specific, professional search scenarios, such as legal search, patent prior art search, medical search,
and forensics search.

Later, White et al. [133] discussed IS with an emphasis on its exploratory nature and sort of
renamed the task to “exploratory search”. The survey covered a wide range of related concepts,
including sense-making, information forage, curiosity, and berry-picking, and worked to discern
the subtle differences among them. [133] also developed a Venn diagram (Figure 3.4 in [133]), which
organizes many IS-related concepts and tasks in a single graph. The diagram uses a two-dimensional
presentation, whose capacity is too limited to express the complex relationships that the author
would like to express. This is especially true for concepts (categories) with mixed initiatives. In the
end, the diagram appears over-crowded and a reader cannot quickly tell apart the concepts.

More recently, Athukorala et al. [7] developed another taxonomy that distinguishes “look-up”
and “exploratory search”. The term “look-up” in [7] has a slightly different meaning from the
“look-up” used in Marchionini’s [82]. In [82], “look-up” has a stronger sense of checking up items
from a knowledge base or an inverted index, where the definition puts more emphasis on describing
the actions being taken in the process. While in [7], “look-up” is defined more from perspective of
the IS task’s end target; and it refers to a process that has discrete, well-structured, and precise
search target(s). The latter is similar to one of our new categories. In addition, Athukorala et al.
[7]’s “exploratory search” refer to IS tasks that are imprecise and open-ended, which is also slightly
different from the term’s initial meaning in White’s [133]. In [133], “exploratory search” almost
covers all types of IS tasks; while Athukorala et al. limit the term’s use to only refer to tasks that
have a strong exploratory and open-ended nature. This is similar to another new category we
present in this paper.

We observe that these existing taxonomies mainly derive their categories from the user-side and
are mostly descriptive. While they are very useful for user-side studies, when developing IS systems,
however, these imprecise and descriptive categorizations make it difficult for practitioners to design
computational solutions and program them. We realize that an easy matching between IS tasks and
suitable computational models is missing. This may explains that despite the advancement of the
user-side studies, the system-side study of IS remains underdeveloped.

In this article, we propose a re-classification of IS tasks and methods, aiming to reveal the
computational structure embedded in the IS tasks. The new taxonomy classifies IS works along

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: January 2020.



A Re-classification of Information Seeking Tasks and Their Computational Solutions 1:3

a few critical dimensions, which serve for understanding both the tasks and the computational
methods. The proposed dimensions are

o number of search iterations,
e search goal types, and
e procedures to reach these goals.

We also review the literature and classify the works using the new taxonomy. This practice of
reviewing the old works from new angles, which have a heavy flavor of computational thinking,
allows us to develop new understanding of the field. Our goal is to enable easier use of effective
computational tactics, achieving full automation of IS in the era of Artificial Intelligence (AI).

Information

Seeking (IS)

One-
Step?

Ad hoc Retrieval

Telic
goals?

Dynamic Search Exploratory
(DS) Search (ES+)

Task Completion Cumulative Gain

Fig. 1. Re-classification of Information Seeking (IS) Tasks. This figure shows our new taxonomy for the IS
tasks. The classification is done based on three dimensions, which need to be applied in order. First, we decide
if the search task is a single turn or multiple turn task. If it is single turn, it belongs to the well-known ad
hoc retrieval. Second, if it is multi-turn, we further examine the search task’s goal type based on if the task’s
motivation is serious and success-driven. The tasks then map into Dynamic Search and Exploratory Search.
Note here our use of the term Exploratory Search is slightly different from [133], so its acronym is ES+. Third,
for Dynamic Search, we further distinguish if the search goal is achieved only at the end of the process or
can be accumulated part by part throughout the process. They then correspond to the Task Completion and
Cumulative Gain categories, respectively.

Figure 1 illustrates our taxonomy. The first dimension is the number of search iterations involved
in the process. A search iteration is a complete cycle of (1) user issuing a query, (2) search engine
retrieving documents for the query, and (3) the user consumes the returned documents and evaluates
if they meet the information need. This dimension is an evident difference between ad hoc retrieval
and the broader IS process: Ad hoc retrieval runs only one iteration while IS runs multiple. Ad
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hoc retrieval is mainly responsible for look-ups in [82]’s classification. On the contrary, IS takes
numerous iterations to finish learning or investigation tasks. As the number of search iterations
increases in an IS process, queries change from iteration to iteration. The user’s understanding of
the information needs also evolve. Multi-turn Question Answering (QA), conversational search/Al,
dialogue systems, and dynamic search fall under this category.

The second dimension in our taxonomy is task goals related to user motivations. The motivation
for a human user to start an IS process can vary. In psychology, they categorize people’s motivations
in everyday life along a few dimensions [6]. They include “means-ends”, “rules”, “transactions”,
and “relationships”. The most significant dimension, “means-ends”, is about achievements, goals,
and enjoyments of process. It has two opposing states. They are telic, at which one is motivated
by achievement, task completion, and fulfilling of goals; and paratelic, at which one is playful and
seeks excitement and fun. We propose to use the “means-ends” states to classify further IS tasks
into tasks with telic goals and tasks with paratelic goals. Tasks with telic goals are also known as
task-oriented. We can link them to more “serious” search tasks such as finance, health care, legal
issues, and family affairs. These more “serious” search tasks are closely related to one’s need for
problem-solving, decision making, and reasoning. We borrow the term “dynamic search” (DS) from
Yang et al. [139, 143] to call this category.

On the other hand, tasks with paratelic goals are primarily driven by curiosity. They appear to
be more open-ended. These tasks’ goals are “to look for new insights,” [133], “being exploratory”,
or “to be entertained”. We use the term “exploratory search” from Athukorala et al. [7] to name
this category. Note this category’s scope is narrower than the word initially means in [133]. We
think in [133], the term is used to cover a scope bigger than dictionary meaning can cover. In [133],
“exploratory search” (ES) seems to be used to refer to all types of IS tasks. However, in a dictionary,
the word “exploratory” only means to be related to exploration. In this work, we would like to
restore its scope suggested by the dictionary and only refers to tasks with paratelic goals. Because
of this subtle change, we name this category “ES+” to show that it is a variation from the more
known ES used in [133].

The third dimension is a further division for IS tasks with telic goals based on how to arrive
at their goals. We classify them by whether these tasks have an ending goal state or not. The
first type of goals can be achieved by a workflow of conditions, including preparations, planning,
developments, casual dependency, completing subtasks, and finally reaching the goal. The second
type can achieve their tasks by collecting (accumulating) gains over a series of subtasks without
any ending goal. “The more, the merrier” is the belief. We call these two types “task completion”
and “cumulative gain,” respectively.

The remainder of the paper is organized as the following. Next, we detail the second and the
third dimensions in Sections 2 and 3. The following sections review existing computational IS
solutions based on our taxonomy. Sections 4, 5, 6, 9, and 10 present local methods, multi-armed
bandits (MAB), value-based RL, policy-based RL, model-based RL, supervised imitation learning,
and open-ended RL, respectively. Finally, Section 11 reviews a few evaluation campaigns for IS
systems.

2 RE-CLASSIFICATION BY TASK GOALS

IS is the umbrella research topic we discuss in this paper. There is always a motivation to start
an IS process. Therefore it is essential to understand the motivation types. Psychology studies
group human motivations into four “domains” These are “means-ends,” “rules,” “transactions,”
and “relationships” [84]. Table 1 show the first two domains. Each dimension consists of a pair of
opposing motivational states. At one moment, a person can only be at one of the two states. The
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Telic Paratelic

o Serious. Focus on future goals | e Playful, passion and fun. Focus
and achievement. Tend to avoid | on current moment. Seek excite-
arousal, risk & anxiety. ment and entertainment.

Table 1. Goal Types in the Means-Ends Domain. The two goal types that we use in this paper are inspired
from psychology studies on human motivations. Psychology studies group human motivations into four
domains, including “means-ends,” “rules,” “transactions,” and “relationships”. Here we propose to use the
first domain “means-ends", which is about achievements, goals, and enjoyments of process. It concerns two
motivational states, telic — at which one is motivated by achievement, task completion, and fulfilling of goals—
and paratelic-at which one is playful and seeks excitement and fun. A telic example is that people run because
they want to win a medal. When doing the same activity, running, when people have paratelic goals, they run
because they enjoy running itself, not because they want to win a medal [6]. In the context of IS, telic and
paratelic states parallel to goal-oriented and non-goal-oriented search processes. We name them Dynamic
Search and Exploratory Search in our taxonomy in Figure 1.

two opposing motivational states in one domain “reflect people’s motivational styles, the meaning
they attach to a given situation at a given time, and the emotion they experience” [6].

The first domain, “means-ends”, is about achievements, goals, and enjoyments of process. Its
two states are telic, at which one is motivated by achievement, task completion, and fulfilling of
goals; and paratelic, at which one is playful and seeks excitement and fun. When one is telic, she is
serious about the task at hand and focuses on achieving the task’s goal. For instance, people run
because they want to win a medal. Whereas when one is paratelic, the activity she does is not for
the sake of the task’s goal but the task’s own sake. For instance, people run because they enjoy
running itself, not because they want to win a medal [6]. In the context of IS, telic and paratelic
states parallel to goal-oriented and non-goal-oriented search processes. We call them dynamic
search (DS) and exploratory search (ES+) in this paper. A user at the telic state would focus on
finishing a search task, for instance, to look for a job vacancy or medical help. In contrast, a user at
the paratelic state seeks to enjoy the search process itself, browsing for funny videos on YouTube.

We can identify these task goal types by analyzing query logs. Modern commercial search
engines record user activities and keep search logs that contain rich interaction signals such as
queries, dwelling time, and clicks. However, boundaries between search sessions, which overlap with
individual IS tasks, are not explicitly marked in the logs. Much research has been devoted to segment
search sessions or identifies search tasks from the logs. Jones and Klinkner [55] discovered that it
was of limited utility to claim a separate session after a fixed inactivity period since many sessions
could be interleaved and hierarchically organized. Instead, they recognized individual search tasks
via supervised learning, with temporal and word editing features. Wang et al. [126] worked on long-
term search task recognition with a semi-supervised learning method that exploited inter-query
dependencies derived from behavioral data. Work by Lucchese et al. [78] utilized Wiktionary and
Wikipedia to detect semantically related query pairs. However, some still found that a correctly set
threshold of inactivity period would work adequately to separate sessions, for instance, a 30-minute
inactive threshold. We can use this method in a wide range of online applications [44].

2.1 Telic Search Tasks - Dynamic Search (DS)

Telic search tasks, aka DS, are IS tasks motivated by achievement, task completion, and fulfilling
purposes. We can see everyday search tasks with telic goals in conversational search, dynamic
search, and task bots. Radlinski and Craswell [96] proposed a general framework for conversational
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search without assuming a high task formality. They define conversational search as a mixed-
initiative communication running back-and-forth between a user and a dialogue agent, without
distinguishing task bots from chatbots. When generating conversations, the agent focuses more on
eliciting user preferences and identifying the user’s search target. Their work laid out a blueprint
for a wide range of research domains that a conversational search system would involve.

Telic search tasks assume a highly structured task formality. We can use a metaphor to describe
this. For instance, “way-finding”. It emphasizes that the user must conceptualize the sought-after
information first before navigating to the desired part. For another example, to makes a doctor’s
appointment, a task bot would need to know the when, where, and who of the visit; to finds a target
smart phone, the task bot may ask the brand, price, color, and storage capacity. Because of this high
task formality, simple techniques such as slot-filling appear to work well.

Many IS evaluations are for tasks with telic goals-for instance, the TREC Dynamic Domain (DD)
Tracks [140-142] and the TREC Session Tracks [23-25, 57-59]. Recently, led by the Amazon Alexa
Taskbot Challenge [97]}, research in task bot has received much attention. A standard pipeline
used in a task bot includes the following. First, human utterances go through a natural language
understanding (NLU) component where the task bot parses and interprets the voice input. The
task bot then tracks dialogue states by methods such as slot filling. Second, a “policy learning”
module learns from the converted training data to decide a dialogue act based on the state. The
module can use expert-crafted rules [132], supervised machine learning [108], or reinforcement
learning [71]. Third, a natural language generation (NLG) component generates the task bot’s
responsive utterances from the dialogue acts determined by the policy.

We train modern task bots end-to-end with deep supervised learning. Based on how they
generate/select their response, we can categorize these systems as retrieval-based or generation-
based. Retrieval-based task bots select the reactions from a pre-built candidate index, choosing
the one that suits the context best with text retrieval methods [16, 62, 95, 135, 137, 144, 150, 153].
Generation-based task bots generate the responses with NLG techniques [70, 94, 110, 115, 121, 123].
Generation-based approaches appear to be more flexible but also increase the complexity of the
system.

2.2 Paratelic Search Tasks - Exploratory Search (ES+)

Paratelic search tasks, aka ES+, are IS tasks essentially triggered by curiosity. These activities are
not motivated by a telic goal. Instead, human’s desire to understand and to learn is the pure drive.
The users perform the search tasks only for the tasks’ own sake. They enjoy searching. ES+ often
happens when users face a new domain or a domain of interest.

In [133], it said ES might eventually yield knowledge-intensive products such as a research
paper or a good understanding of the housing market. I also said ES typically involves high-level
intellectual activities such as synthesis and evaluation. In this paper, our ES+ does not include
these meanings. Because the above suggests a telic goal and brings ambiguity in ES, IS, and other
IS types.

Our ES+ demonstrates a few unique features. First, ES+ has a strong sense of being “exploratory”.
“Berry-picking” is a metaphor given by Bates [14]. It refers to the evolution of an information need.
A user starts with a vague perception of an information need and traverses the document collection,
collecting information along the way. Newly-collected fragments may change the information need
and the user’s behavior for the next round of “picking” Second, ES+ is open-ended. Its users tend
to spend more time on the task. Even after they have gathered all the information fragments they
need, they may continue searching for the own sake of searching. The users tend to keep learning

!https://developer.amazon.com/alexaprize/challenges/current-challenge/taskbot/faq

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: January 2020.



A Re-classification of Information Seeking Tasks and Their Computational Solutions 1:7

and validating the information from various sources without a telic goal ahead. This behavior
is distinct from an IS task with a telic goal. In that, after reaching the goal, the search would be
considered complete and end. Third, users in ES+ could be unsure about what they are looking for
and how they can achieve their non-telic goals. As a result, on top of issuing queries and examining
results, ES+ users may also need more time to synthesize search results into their knowledge base.
Chatbots [40, 51] have received tremendous attention in recent years. For example, the Amazon
Alexa Prize has hold competitions for three years on social bots.? How they differ from text-based
IS is probably only in the media of interaction. Text-based IS uses documents to communicate to
users, and chatbots use machine-generated natural language (NL) utterances. The use of voice
input marks the only difference between the two kinds. In social bots, the system aims to have
a long engagement time with the user. And the user uses social bots for chit-chat, discussion, or
explore of exciting topics.

3 RE-CLASSIFICATION BY GOAL-REACHING PROCEDURES

The third dimension in our taxonomy is the procedure to reach its goal within an IS task. Given
the different goal types we have previously discussed, we take separate procedures to achieve telic
goals or paratelic goals. In fact, under the same category of telic goals, we can further divide the
tasks into “gain-based” telic tasks and “success-based” telic tasks. The difference lies in how the
end goal in the task is placed and reached. In the “gain-based” telic tasks, there is no end goal. The
goal of the entire search process is to get more and more gains. As time goes by, it will have a
monotonically increasing cumulative gain. In the “success-based” telic tasks, there is an ending
goal state to signal the success and completion of the task. Before reaching the goal condition, any
steps could receive little reward or gain. However, it does not mean they are not helpful steps to
lead to the final success. Therefore the gain curve for the “success-based” telic tasks shows a big
jump at the end, while “gain-based” expects steady growth with no upper bound.

Table 2 shows our idea on the third “goal-reaching procedure” dimension. First, we list a few
example research problems for each type. Second, we draw illustrations of how the tasks or search
paths would be. Third, we also draw expected gain/relevance vs. time curves. Fourth, we recommend
suitable families of ML solutions for these different types of IS tasks. Our recommendation is made
based on the tasks’ nature. By how to reach their task goal during an IS process, we group IS tasks
into three types: being cumulative, being successful, and being enjoyable. The first two types are
telic tasks, while the third is paratelic tasks.

The first type involves a process that collects relevant information along the way and maintains
a monotonically increasing cumulative gain. At any point of the process, positive gains can be
collected and added to the overall metric to maximize. These IS tasks do not require algorithmic
convergence to an (optimized) value nor to end with success. It has no concern over being successful
or not. The tasks are more about collecting gains. Example applications include recommender
systems, online L2R, eDiscovery, and those DS tasks with cumulative gain as the goal.®> The most
suitable ML methods include (1) bandits algorithms due to their stateless status and no specific
requirement to ‘win’ an overall game, and (2) most early interactive IR methods created in the IR
community.

The second type include IS processes that aim for “success” to win at the end of their tasks. The
goal can be successfully satisfying a user’s information need (only if the need is to be successful),
finishing a task, closing a deal, making a transaction, or winning a game. The task environment
gives a big final reward when the agent succeeds in the end. These IS tasks go through stateful

Zhttps://developer.amazon.com/alexaprize/challenges/current-challenge/
3Most search tasks in the TREC DD, TREC Session, and TREC CaST belong to this category.
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IS w/ Telic Goals IS w/ Paratelic Goals
Being cumulative Being successful Being enjoyable
Example Dynamic Search Dynamic Search
Research Recommender Systems Taskbots Exploratory Search
Problems eDiscovery Task-based Dialogue Systems Social bots
Online L2R Conversational Al/Search

Multi-turn QA

Task Illustration

Gain Curves

gain gain l gain
time time time
Suitable ML Bandits Algorithms Policy-Based RL Value-Based RL
Methods Local Methods Actor-Critic Model-Based RL

Model-Based RL

Open-Ended RL

Local Methods

Imitation Learning

Table 2. Gain vs. Success vs. Entertainingness. This table’s columns 2 to 4 show the three types of goal-
reaching procedures of IS tasks. The procedures are aiming for being cumulative, successful, and enjoyable.
They correspond to Figure 1’s taxonomy categories “Task Completion”, “Cumulative Gain”, and “Exploratory
Search+”, respectively. Their optimization goals are different too. They aim to optimize over gains, success,
and entertainingness. These imply very different optimization goals for an algorithm and IS system. We also
draw task illustrations of how a human’s search trajectory should look like. In addition, we sketch typical
gain curves over time if the cumulative gains are plotted. For the success-driven and entertainment-driven
tasks, there might even be reduction of gains at certain points of time. Based on the tasks’ nature, we also list
some suggestions to suitable family of ML solutions. For instance, we think for cumulative IS tasks, Bandits
algorithms and Local IR feedback methods would work well. For success-driven (aka task-completion-oriented)
tasks, policy-based RL, Actor-Critic, and Model-Based RL would be good choices. Each type will be discussed
in the later sections.

task steps, converge to an optimum and end with success. Example applications include task bots,
conversational Al/search, task-based dialogue systems, and multi-turn QA and dynamic search
when they have a task to complete. For these stateful problems, policy-based RL is the most suitable
family of ML methods, given its emphasis on gradual optimization towards success. It implies
RL can bear with strategic loss in the short term. Besides, an agent can have multiple winning
strategies by identifying multiple search paths to reach the end goal. Similarly, actor-critic methods,
which share the same gradient climbing towards success with policy-based RL, are also plausible.
Model-based RL, used in combination with policy-based RL in its policy learning part, is suitable.

The third type of goal-reaching procedure is the IS tasks that have the purpose of being “being
enjoyable”. It is closely linked to being engaged, entertained, curious, or inspired. This category
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corresponds to IS tasks with paratelic goals. The search paths can be pretty random, and the
gain cures can have up-and-downs and never converge. Example applications include exploratory
search and social chatbots. Exploration led to many discoveries in human history. The human
drive of having fun is perhaps as crucial as “being cumulative” and “being successful” Suitable
ML methods for this type can be value-based RL [117], model-based RL with value-based policy
learning, open-ended RL [128, 130] and early local methods from the IR community. These methods
are open, only accessible to a local area in the search space, without knowing a global optimal
point.

All above goal-reaching procedures are sequential decision-making problems. Therefore, super-
vised imitation learning applies to them all when training demonstration is available.

We survey these ML solutions to IS and organize them by our new taxonomy in the following
sections. We present each family of solutions in rough order from the least amount of global
optimization and planning involved to the most (except open-ended RL due to its underdevelopment).
They are (1) early IIR methods, such as relevance feedback and active learning. We call them “local
methods” as they only have access to local search spaces and decide subsequent retrieval actions
accordingly. (2) Bandits algorithms commonly used stateless methods in recommender systems
and online L2R. (3) Value-based RL methods. (4) policy-based RL methods and actor-critic. (5)
Model-based RL that combines inference and policy learning. (6) Supervised imitation learning.
And (7) open-ended RL is still ongoing research but essential and relevant in our context. Note that
our re-classification may make our view quite different from the usual opinions to the pieces of
reviewed work.

4 LOCAL METHODS

Early methods in IR dealing with interactive or IS are named Interactive Information Retrieval
(IIR) [104]. Here we call them “local methods,” for they have no access to global search space, which
distinguishes them from other methods from ML. They are perhaps the most “native” methods
from the IR community and widely used in IR applications.

These local methods run with multiple search iterations, where the focus is on how to adjust
the ranking function based on user feedback. These methods assume the existence of relevant
documents in the collection. They iterative the search by either reformulating queries or modifying
the search space based on feedback. However, local does not consider the internal structure (or
statefulness) of the information need. They use expert-crafted rules, instead of data-driven models,
to guide the exploration and results diversification in the solution space.

Relevance Feedback. Relevance feedback (RF) [65, 100] is perhaps the most well-known local
method. After observing results retrieved by a search engine, the user provides feedback to the
search engine. The feedback indicates which documents are relevant and which are not. The search
engine then makes modifications in its algorithm to bias what the feedback prefers. The change
can only affect the next run of retrieval, either in the query space or the document space.

Rocchio is a representative RF algorithm [102]. Given user feedback that indicates relevance (+ve)
and irrelevance (-ve) for returning documents, Rocchio modifies the original query representation
vector q to ¢, moving q’ closer to the feedback points:

, 1 1
V(g) = V(@) + b D vid) - DT > vy, (1)
d;eD* dj €D~
where V() is the vector representation for a query. It can take the form of bag-of-words (BoW).
Here q is the initial query, and ¢’ is the modified query. User feedback is encapsulated in D* for
relevant documents and D~ for irrelevant documents. Scalars a, b, and ¢ are coefficients that We
can tune.

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: January 2020.



1:10 Zhiwen Tang and Grace Hui Yang

Rocchio attempts to improve retrieval for the same query g. The modified ¢’ is like a “mock
query”. But it is not a different query that carries forward the information seeking task. The
feedback is to improve retrieval for g. Although not originally designed for a sequence of queries,
RF models’ idea of modifying the query (or document) space has much-inspired research in DS
systems. Direct uses can be found in [52, 67, 109]. Jiang and He [52] combined the current search
query, past search queries, and clicked documents to update the document-to-query relevance
score, with the duplicated documents demoted. Levine et al. [67] exploited query term changes
(difference between g, and q;—1), which reflect the state transition M, to adjust term weights for
both queries and documents. Shalaby and Zadrozny [109] re-ranked documents in a neural L2R
model by extending its word2vec [85] representation with documents in the positive feedback.

Unlike the RF methods, other local approaches do not directly calculate document relevance
scores. Instead, they focus on reformulating the queries (not the query space) and then feeding the
new queries into an existing ad hoc retrieval function. There are three major approaches to query
reformulation: (1) query expansion, (2) query re-weighting, and (3) query suggestion.

Query expansion adds more terms into the original query. Many works extend the current query
based on past queries in the same session [1, 77, 131, 148]. Liu et al. [77] augmented the existing
query with all past queries within the same search session, with heavier weights on the more recent
queries. Yuan et al. [148] also excluded terms predicted to be less effective. Queries can expand
with snippets [43], anchor text [5], clicked documents [22], or pseudo-relevance feedback [63]. Bah
et al. [12] expanded queries based on queries suggested by a commercial search engine.

Query re-weighting does not change the membership of terms in a query. It only adjusts the
weights of each query term. In this sense, it is similar to what we have seen in Rocchio’s query
space modification. Zhang et al. [149] manually crafted rules to re-weight query terms given
the user’s attention span and clicks. Liu et al. [75] classified search sessions into four types and
assigned a unique set of pre-defined parameters to re-weight query terms. The four session types
are determined based on (1) whether the search goal is specific or amorphous and (2) whether the
expected outcome is factual or intellectual.

Query suggestion is mainly done with the help of external resources. Query logs are popular
external resources for this purpose. When query logs from other users are available, We can use
them to suggest new queries to help the current user. The assumption is similar search tasks would
use similar queries, even by different users. Click graph analysis can recognize patterns in massive
user data and then suggest queries. A click graph Craswell and Szummer [31] is a bipartite graph
between queries and clicked documents. An edge between a query and a document indicates a user
has clicked on the document for that query. We can estimate the edge weights via random walk.
For instance, Feild [38], He et al. [46] uses click graphs to induce new queries, and Ozertem et al.
[93] creates a set of suggested queries that aim to maximize the overall query utilities. We can also
make query suggestions with the help of external knowledge base Broccolo et al. [19].

Active Learning. Relevance feedback is sometimes used in combination with active learning.
Active learning is a type of semi-supervised learning that allows the learning agent to actively
prompt a human expert for labels (feedback) when needed. The main challenge for the learner is
to select which data samples to ask for a label. This selection needs to be smart because human
labeling is costly. A common practice is to select those who fall near the decision boundaries. Tian
and Lease [120] proposed using active learning for IS. They use a support vector machine (SVM) to
score the documents’ relevance. At each search iteration, maximally uncertain documents - i.e.,
documents that are the closest to the SVM decision boundary - are selected and shown to the user.
We expect the user to give feedback about these documents’ relevance. Liu et al. [74] predicted
a document’s usefulness via a decision tree (DT). The tree grows by recursively adding the most
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indicative user behavior features, such as length of dwelling time or the number of visits, from the
relevance feedback. The tree then estimates the use of documents and to modify the query space.

It is worth noting that active learning approaches would interrupt the natural communication
flow between user and search engine because the search engine would need to stop and ask
questions. The search engine agent is a lot more ‘active’ here. It turns out the entire information
seeking process is led more by the search engine, not by the user.

Besides the above, local methods have reached out to exciting fields. For instance, Azzopardi
[10] studied economic models for IS. The work modeled information seeking as generating value
(relevance) by spending costs ( writing queries and assessing with feedback). With microeconomics
theory applied, a good search strategy should minimize the cost by minimizing the number of queries
and assessments needed in the process. This line of research well explained several user search
behaviors with the economics models [11] in their follow-up work. Albakour et al. [4] proposed a
local model inspired by the human immune system [89]. They represented an information need
as a network of terms. In the network, each node is a word, and each edge is the words’ affinity.
Words are then ordered by decreasing weights, and they form a hierarchy. A directed, dynamic
spreading model estimates the relevance of documents. The spreading starts by activating matched
terms then disseminates part of the energy to the associate terms. In this process, (1) words (nodes)
matching the information need are activated; (2) their higher-ranked neighbors are also activated by
receiving parts of their weights passed down; (3) and these higher-ranked neighbors can continue
disseminating the weights to their neighbors. The whole activation process runs until They can
reach no nodes. The term weights after this spread calculate the final document relevance score.
When they found new documents, they would change the network topology by adding new words
and updating the links. This topology change would impact the activation spread process and yield
different document relevance scores.

Although with a low level of automation, these local methods can be pretty efficient. For gain-
cumulative search tasks and paratelic search tasks, where good planning of steps is not the concern,
they can be moderately effective. However, without global optimization, We can stick them in local
minimums. Errors carried from prior search iterations can quickly propagate and yield poor results.
They cannot also plan for future retrievals and reach long-term goals.

5 BANDITS ALGORITHMS

RL Background. Reinforcement learning (RL) [117] is a type of machine learning where a learning
agent interacts with environments to get feedback and gradually form an optimal decision-making
policy. RL originated from animal learning, which concerns how animals set up their responses
based on observations of the surrounding environments to maximize chances of survival and
fertility. RL has many great successes in robotics, computer vision, natural language processing,
and finance.

In RL [117], a learning agent interacts with an environment, which represents a dynamic world.
The agent continuously acts in the environment to figure out a strategy to survive, succeed, or win.
Either accumulating adequate rewards in the process or achieving a high-defining final reward can
declare the winning. Rewards are feedback provided by the environment to the agent’s actions.
The sum of the rewards is called return. The surviving strategy, also known as the policy, is a
function that maximizes the agent’s long-term return when deciding which actions to take in
various situations. An RL agent’s learning objective is to find the best decision-making policy.

RL uses a set of symbols to describe its settings. They are (S, A, R, M):

o S: the set of states. A state s; = s is a representation of the environment at time ¢;
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o A: the set of actions. An action g, is an operation that an agent can choose to change the
state at time ¢;

e R:the reward function. R(s; = s, a; = a) denotes the reward signal given by the environment
if the agent takes action a at state s. Its scalar value, sometimes called reinforce, is denoted by
r. It can be a function, too, such that R : S X A — R.

e M: the transition function between states. M(s;+1 = s’|s; = s, a; = a) is the probability that
the environment goes from state s to next state s’ if the agent takes action a.

These elements work together dynamically. At time step ¢, the agent observes the state (s;)
from the environment and takes an action (a;). The action impacts the environment, brings in a
reward (r++1), and lands on a new state (s+1). This process loops until reaching the end, generating
a trajectory Si, A, i1, St41, G415 Tt42, - ST AT, 7. Figure 2 illustrates a general RL framework [117].

The learning objective of RL is to learn an optimal policy that helps the eventual winning when
responding to various situations. With this policy, the expected return are maximized. A policy is
denoted by 7(s) and is a stochastic function from s; to a;. The optimization can be expressed by:

= argmax B, q=1,..7G;, (2

m:s—a

where return G; is the discounted cumulative rewards:

Gy = Z )’th+k+1(St+k+1, Aprk+1) » (3)
k=0

where y € [0, 1] is a factor discounting future rewards. Thus, the expected return is the expected

long-term rewards over the entire course of interactions, such as one complete game or one
accomplished task.

state reward action
S, R, A

Ry
5., | Environment

Fig. 2. Reinforcement learning (RL) framework. In RL, the learning Agent learns via its interaction experience
with an Environment (the world). It is a lot like how a baby learns from scratch. In an environment or closed
world, the baby learns her behavior by making mistakes and learn what can be done and what shouldn’t. The
training and learning goes on until the baby grows up and is mature; then the learning agent can finish the
learning and goes to the new world for test. In this trial-and-error setting, the learning Agent takes actions
Ay at time t for state S;. The Environment outputs a Reward R; for this action. The Agent receives R; and
adapts its policy and moves on to handle next state S;41 with a new action. The loop goes on and gradually
the agent accumulates sufficient experiences by making all kinds of mistakes, learns from them, and becomes
smarter and smarter, until it is confident about the best policy that shows which action to take under what
state. Then the learning can be concluded. Figure from Sutton and Barto [117].

RL agent’s learning has two traits, adaptive and exploratory. Learning and optimization are
about being the best adaptor in a dynamic environment and handling issues emerging in diverse
situations. The agent may have encountered some problems during the training, and others may be
unexpected. This ability to be adaptive allows RL agents to handle unseen challenges better. Being
exploratory is another trait. RL permanently recognizes the value of exploration. From the outset
of the field, not being greedy has been a build-in functionality in RL.
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In the approaches that we review in this paper, most of them share a common setting. A search
engine is the RL agent, and the environment is either (a) the ensemble of user and document
collection or (b) document collection alone. Option (b) models the user as another agent. In the
more commonly used (a), the search engine agent observes the environment’s state (s;) at time ¢,
takes actions (a;) to retrieve documents and shows them to the user. The user provides feedback, r;,
which expresses the extent to which the retrieved documents satisfy the informational need. The
documents retrieved (deduced) by the search engine agent’s action would probably also change the
user’s perceptions about what is relevant and what stage the search task has progressed. These
changes are expressed as state transitions s; — s;.1. The optimization goal is to maximize the
expected long-term return for the entire information seeking task.

A common misconception is that an RL agent gets trained and produces results at the same
time. We suspect this comes from an ambiguity between RL’s “learning by interacting” during
training and RL’s responses to the environment based on rewards during testing. However, similar
to supervised learning, RL also separates its training time from testing. Training an RL agent is
similar to training a baby from birth to becoming an expert; only after the training completes, the
grown agent is then ready to be tested in a new world. Training an RL agent may require numerous
episodes, parallel to playing the same game many times, to understand the secret of winning.

Bandits algorithms study the problem of selecting actions from multiple choices each time to
maximize a long-term reward. They might be the simplest form of RL, whose Markov Decision
Processes (MDPs) are stateless. We can think of them as approximating the long-term return
of taking an action with error correction and regularization. With the simplification in other
components, they amplify the concept of exploration-exploitation trade-off in RL.

Bandits algorithms are suitable for gain cumulative IS tasks. We can fund them in recommender
systems, online advertising, multi-turn QA, DS, and eDiscovery. Here we mainly survey their use
in the DS systems. For instance, Athukorala et al. [8] investigated how the rate of exploration in a
bandits algorithm, LinRel [9], would impact retrieval performance and user satisfaction.

The upper confidence bound (UCB) algorithm is a widely used and easy-to-implement method
for exploration. It takes into account both the maximality of action and the uncertainty in the
estimation. The action selection is made by

a; = arg‘rlnax th(a) +c ]\}tn(;)l , (4)

where Q;(a) is the current estimation of the action value and N;(a) is the number of times action
a has previously been selected. The first term in Eq. 4 evaluates the optimality of the action, while
the second term accounts for the uncertainty. Li et al. [69] extended the UCB algorithm [2] for DS
where multiple queries were available simultaneously. Each arm is a query, and the task is to select
a query from the pool at each step to maximize the total rewards. Its lexical similarity with existing
queries estimated the action value of a new query.

Yang and Yang [138] used contextual bandits for DS. They used LinUCB [72] to choose among
query reformulation options, including adding terms, removing terms, re-weighting terms, and
stopping the entire search process. At each step, LinUCB selects an action based on

a; = arg max (x,TaOa + oy IxfaAglxm) , (5)
a

where A, = DZDa + I; and éa = (DZDa + Id)‘lDan. Here d is the dimension of the feature space,
Xt 1s the feature vector, 0 is a coefficient vector, D, is the matrix of m training examples, and c, is
the vector that holds corresponding responses.
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Wang et al. [127] proposed a factorization-based bandits algorithm for interactive recommender
systems. They proved a sub-linear upper regret bound with high probability. They used observable
contextual features and user dependencies to improve the algorithm’s convergence rate and tackled
the cold-start problem in recommender systems.

Geyik et al. [41] applied bandits algorithm in talent search and recommendation. Candidates
are first segmented into clusters by latent Dirichlet allocation (LDA) (Blei et al. [15]). They then
adopted UCB to select a cluster for recommending talents.

Exploration has been a long-lasting research theme in IR. The difference is that conventional
IR methods do not model it explicitly. Instead, they use well-reasoning heuristics. Diversity and
novelty are two heuristic goals thoroughly discussed for ad hoc retrieval. To name a few pieces
of work, Jiang et al. [53] penalized duplicated search results when ranking documents. Bron et al.
[20] diversified retrieval results based on the maximal marginal relevance (MMR) [21] and latent
Dirichlet allocation (LDA) [15]. Raman et al. [98] identified intrinsically diversified sessions with
linguistic features and then re-ranked documents by greedily selecting those that maximize the
intrinsic diversity.

6 VALUE-BASED RL APPROACHES

Value-based RL associates each state (and action) with a value. Values are the expected long-term
rewards that an agent will get if starting from state s or (state,action) pair (s, a) with a given policy
7. At the policy update step, the best policy is the one that takes the highest-valued state or (state,
action) pair:

n(s) « arg max Q(s,a). (6)

Therefore, value-based RL aims to arrive at high-valued states. The values can come from a single
super high-valued state or many reasonably high-valued states. Consequently, it is essential to
know (or approximate) the values of the states by interacting with the environment.

We represent a value by value function V for states, and by Q-function Q for a (state, action) pair.
We define V (s) and Q(s, a) similarly:

V(s) = Ex[Gyls: = s]

N (7)
=Ex Z Ykrt+k+1|5t = Sl >
k=0
Q(s,a) = Ex[Gtlst = s,a; = a]
N (®)
=B | ) Vrewals =50 = al :
k=0
The two have a close relationship:
V(s) = > m(als)Q(s @), ©)
Q(s, 7(s)) = V(s). (10)

The surplus between an action’s Q-function value (often called “Q-value”) Q(s, a) and its state value
V(s) is also known as the Advantage function A(s,a). We can think the advantage as the surplus
value brought by an action over the average value brought by any action in the same state. We can
obtain V, Q, and A similarly. Conventionally, we can use Bellman equation to calculate them. For
instance,

V(s) = Y m(als) Y p(s'srls, ) (r +yV(s), (1)
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where the quantity r + yV (s’) is the value observed one step ahead. Early RL works [117] such
as Value Iteration, Policy Iteration, and Temporal-Difference (TD) methods, including Sarsa and
Q-learning, are from this idea. More recent approaches include the following.

Monte Carlo Methods sample a batch of trajectories, each from the beginning to the end of an
episode, and then use these samples to calculate the average sample return for each state (and/or
action). These sample returns are approximations to the value functions:

N
Q(s,a) « % ; Gils: =s,a; =a], (12)
where G[s; = s,a; = a] is the return of the t'" step in the i*" sampled trajectory, and the agent
receives state s and takes action a. Jin et al. [54] proposed a Monte Carlo method for a special
kind of DS, multi-page search results ranking. When a user clicks the “next” button in a Search
Engine Results Page (SERP) to view the remaining results, a DS algorithm detects this special user
action and re-ranks the results on the next page before the user sees them. The method Jin et al.
[54] used a combination of document similarity and document relevance as states. The method
estimated the state value functions via Monte Carlo sampling. The Discounted Cumulative Gain
(DCG) score (Jarvelin and Kekélainen [49]) was the reward. The entire ranked list of documents was
the action. The action selection method greedily selected documents one by one to approximate an
optimal ranking list. A simulated user conducted an experimental evaluation to examine the top
N returning documents and clicked on those of interest. The proposed algorithm was shown to
outperform BM25 (Robertson and Zaragoza [101]), maximal marginal relevance (MMR) (Carbonell
and Goldstein [21]), and Rocchio (Rocchio [102]) on several TREC datasets.

Temporal-difference (TD) learning is another common family of value-based RL. TD learning
also relies on sampling, but it does not sample the entire episode. Instead, it only samples one
step ahead. TD learning calculates the difference between (a) its estimate to the current action-
value, Q(s, a), and (b) another estimate to the same thing but done in a different way — Q(s, a) =
r +yQ(s’,a’) — which is estimated after looking one step ahead. The second estimate (b) is the
“target”, which is assumed to be better than (a) because it has observed the actual reward r generated
from the current state-action. The difference between the two estimates is known as the TD error.
TD error works in RL similarly to dopamine works in animal learning. They are the trigger for the
learning agent to begin adjusting the behavior. The best-known TD learning method is Q-learning.
Q-learning is an off-policy method. It updates the action-value Q(s, a) by:

O(s,a) < O(s,a) + a(r + ymax Q(s’,a’) — O(s, a)), (13)
where « is the learning rate, s, a are the current state and action, and s’,a’ are the next state
and action. The quantity r + ymax Q(s’,a’) is the target, Q(s,a) is the current estimate, and
r+ymaxQ(s’,a’) — Q(s, a) is the TD error.

Note that Q(s’, a’) and Q(s, a) are instantiations of the same function Q, with different inputs.
We therefore can approximate the same function Q for both of them with supervised machine
learning. Deep Q-Network (DQN) (Mnih et al. [88]) is an example of this kind. DQN approximates
the Q-function by minimizing the loss between the target Q-function and the estimated Q-function:

L(ei) = E(s,a,r,s')

(r+ymaxQ(sa'16;) - Q(s,awa)z] , (14

where r + y max, Q(s’, a’|0;) is the target Q-function, parameterized by 67, and Q(s, a|t;) is the
predicted Q-function, parameterized by ;. Note that 8 is kept a few steps behind 6; to avoid the
“moving target” problem (Mnih et al. [88]). At each step, with probability 1 — €, DQN chooses the
action with the highest action-value and equally likely the remaining actions. It then samples a
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batch of state transitions from a replay buffer to learn the Q-function again. DQN has successful
applications in games, robotics, and many Al applications.

Using value-based RL for DS can be traced back to the 2000s. Leuski [66] defined the state as
the inter-document similarities and action as the following document to examine. The Q function,
parameterized by 6, was updated via TD learning and the update rule was

A0y = n(res1 +yQo(St41, ars1) — Qo (e, ar))VQo (s, ar) (15)

where 7 is the learning rate. Tang and Yang [119] adopted DQN to re-formulate queries at every
time step and then input the query to an off-the-shelf retrieval function to get the documents. The
state was as a tuple of current query, relevant passages, and index of the current search iterations in
their work. The reward was the document relevance discounted by ranking and novelty. The actions
were query reformulation options, including adding terms, removing terms, and re-weighting terms.
Zheng et al. [152] extended DON for news recommendation. They incorporated user behavioral
patterns into the reward function. The state was the embedding vector for users, and action was
the feature representation of the news articles. Both online and offline experiments have shown
that this approach improved state-of-the-art recommender systems.

7 POLICY-BASED RL APPROACHES

Policy-based RL is also known as gradient-based RL. When improving the policy, these methods
update the policy based on gradient ascent — updating the policy with a small step in the direction
that the expected return would increase the fastest. This family of methods is from the policy
gradient theorem [117]. The theorem says that the gradient of the expected return would go in the
same direction as the policy’s gradient; therefore, finding the optimal return would be equivalent
to finding the optimal policy.

Policy-based RL approaches directly learn policy 7 by observing rewards r, skipping the step of
finding out state-values or action-values. This class of RL assumes policy 7 can be parameterized,
and the goal is to learn the best parameter 6 that optimizes some performance measure J:

J(t8) = Erony(oy [r(0)] = / ro(t)r(D)dr, (16)

where 7 is a trajectory from time steps 1 to T, i.e. Sy, do, 71, S1, @1, ¥'2, -+ ST=1, AT—1, I'T, ST-

The most classic policy-based RL algorithm is REINFORCE (Williams [134]). It is still widely
used by Al applications, including dialogue systems and robotics. REINFORCE is a Monte Carlo
policy gradient method. It first generates sample trajectories, then computes the return for each
time step and updates the policy parameter 6. Using a gradient ascent process, it updates its policy
each time and arrives at 6 that maximizes J(7(0)):

VeJ(6) = / Voro(t)r(v)dr

1 (<& T (17)
>~ Z (Z Vg log ng(a,»,t|s,-,t)) (Z r(sic, a,.,t)) ,

i=1 \1=1 1=1
0 —0+aVyj(0), (18)
where « is the step size each time the gradient changes, and the method updates the gradient in
the direction of the return’s gradient. The algorithm 1details the REINFORCE algorithm.
Other example policy-based RL algorithms include Trust-Region Policy Optimization (TRPO) [106]
and Proximal Policy Optimization (PPO) [107]. They are state-of-the-art RL algorithms, and many
applications use PPO for its simple implementation. Besides, We can combine value-based and
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ALGORITHM 1: REINFORCE by Williams [134].
initialization;
while True do
Generate a trajectory so, ao, r1, 1, @1, ..., ST—1, 7—1, I following 7p;
for each stept =0,1,2,...,T — 1 do
Gt = Z,f;é_l )/krt+k+1§
0 — 0+aVyJ(6);
end

end

ALGORITHM 2: Direct Policy Learning for Dynamic Search, by Luo et al. [79].

0 <« random(0,1) ;

repeat

Sample history h from history set;

qo, Do, Co, Tp < 0 where g is the query, D, is the set of retrieved documents. C; are the clicks, T is
the dwelling time ;

for t in range(len(h)) do

Orank < Di-1,n1 < 0pgni;

The user takes action appgyse;

Oprowse < (Ct.Tt), N2 < Oproayses

r(t,h) < CalculateReward(Dy}, 0pyoryse: 1);
The user takes action agyery;

Oquery < GetQueryChange(qy, q:-1);

n3 < (Orank: Obrowses Oquery);

Sample a search engine action a,qnx ~ P(argnk|ns, 0);
D; « DocRanking(a,gni);

A — UpdateGradient(r(t, h), Dy, n3,0);

0 — 0+ A6,

end
until A < e or history set is empty;

policy-based methods. When they are combined, the new algorithms are called actor-critic. Actor-
critic ways are highly effective. Examples include A3C [87] and DDPG [73].

In 2015, Luo et al. [79] proposed direct policy learning for DS. In their work, each search iteration
consists of three phases—browsing, querying, and ranking. Its parameters parameterize each phase.
The action is sampled only in the ranking phase from search results generated by an ad hoc retrieval
function. But previous phases are passed in as observations for the final action, which are updated
based on the expected return’s gradient. The algorithm 2shows the direct policy learning algorithm
for DS.

Policy-based RL methods are also popular in dialogue systems, multi-turn question answering
(QA), and query reformulation. Dhingra et al. [36] proposed KB-InfoBot, a multi-turn dialogue
agent for knowledge base-supported movie recommendation. They tracked user intents in a belief
tracker in their work, which indicated slot probabilities in utterances. They also used a soft lookup
function modeling a posterior distribution of user preferences for all the items. The belief tracker
output and the lookup results together constituted the RL agent’s state. The action was to ask the
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ALGORITHM 3: Multi-step reasoning for open-domain QA, by Das et al. [33]

qo < encode_query(Q) where Q is the input question;
for t in range(T) do
D1, P2, ..o Pk < retriever.score_passages(q;) ;

leé}'clg « reader.read(p1, ..., r.);
1..k

at, scorey, Sy < reader.read(P,;,
St is the reader state;

Q), where a; is the answer span, score; is the score of the span,

qt < reasoner.reason(qz, St);
end
return answer span a with the highest score

user clarification questions about the target item or inform the final answer. They optimized the
policy by maximizing the returns.

In 2019, Das et al. [33] proposed a multi-hop reasoning method for open-domain QA. It had two
agents, a retriever, and a reader. The two agents interacted with each other. The retriever’s job was
to find relevant passages from which the reader extracts answers to the question. The query was
a feature vector, which was initialized by embedding the input question. A multi-step reasoner
reformulated the query - i.e., modified the query vector — based on the reader’s output and the
question vector. The state was the input question and the inner state of the reader. The action was
to select which paragraphs to return. The reward was measured by how well the reader’s output
matched with ground-truth questions. We can train the model with REINFORCE; the algorithm is
in Algorithm 3.

Li et al. [71] applies RL to generate dialogues between two virtual agents. The state was their
previous round of conversation, [p;, q;]. Action was the next utterance with arbitrary length p;.;.
They measured the reward in terms of the utterance’s informativity, coherence, and ease with
which We can answer it. They parameterized the policy using a Long Short-Term Memory (LSTM)
encoder-decoder neural network. The system also used REINFORCE (Williams [134]).

Nogueira and Cho [90] proposed RL-based query reformulation. Its state was the set of retrieved
documents, and the action was to select terms to formulate a query. The original query and
candidate terms, along with their context, are fed into a siamese neural network, whose output is
the probability of adding a term into the new query. They also trained this system with REINFORCE.
Chen et al. [29] scaled REINFORCE to vast action space and proposed Top-K off-policy correction
for recommender systems. Yao et al. [147] also used REINFORCE for DS with the AOL query log.

In 2017, Aissa et al. [3] proposed a conversational search system by translating information need
into keyword queries. They trained a Seq2Seq network with REINFORCE. The Seq2Seq network
acted as the policy. Its input was the information need, expressed as a sequence of keywords, and
the output was a sequence of binary variables indicating whether to keep a term in the query. The
reward was the mean average precision (MAP) of the search results obtained by the new query. The
task was to generate topic titles from some descriptions, using the TREC Robust Track (Voorhees
[125]) and Web Track (Hawking [45]) datasets. Compared with supervised learning approaches,
training the Seq2Seq model with RL achieved the best performance.

8 MODEL-BASED RL APPROACHES

In RL, the word “model” specifically refers to the state transition function M and sometimes includes
the reward function R. It represents the dynamics of the environment:

s',r" « Model(s,a), (19)
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where a is the action taken by the agent after it perceives state s; the model outputs the resultant
state as s” and the immediate reward as r’.

Both value-based and policy-based methods do not utilize the state transition model M. Thus
they are called model-free methods. When an RL method knows or learns the model M, and then
makes plans with M when taking actions, we call them model-based RL methods. Figure 3 shows
the model-based RL paradigm.

The transition model M can be learned from data. The learning can happen (1) before, (2)
alternating with, and (3) together with policy updates. First, learn the transition model before policy
updates appear in early work. They include optimal control and planning. Monte-Carlo Tree Search
(MCTS) is an example of planning. AlphaGo used it in combination with actor-critic [112] and beat
human Go champions in 2016. Second, the transition model M can also be learned alternately with
the policy. Dyna [117] is a classic algorithm of this kind. Third, It can learn the transition model
by calculating a gradient through both the model and policy proposed in PILCO [35] and Guided
Policy Search (GPS) [68].

Value Iteration (VI) is perhaps the simplest form of model-based RL. We can derive the method
from the Bellman equation. It approximates the optimal state-value as

V(s) = maxR(s, a) +y Z M(s']s, @)V (s"), (20)

where s is the current state, s’ is the next state, and M is the transition function and can be
represented by a tabulate. In 2013, Guan et al. [42] proposed the Query Change Model (QCM) for
DS. It is a term-weighting method optimized via value iteration. QCM defined states as queries and
actions as term-weighting operations, such as increasing, decreasing, and maintaining term weights.
The level of weight to be adjusted as determined by syntactic changes in two adjacent queries.
QCM denoted the state transition function as a query-change probability, P(g;, gi-1, Di-1, a). Here
qi is the i*" query, D; is the set of documents retrieved by g;, and a is the query change action.
Different query change actions would result in different g;. To calculate the state transition, the
two adjacent queries g; and g;—; were first broken into tokens. The probability of P(q;, gi—1, Di-1, a)
was then calculated based on how each of the tokens would appear in g;, g;—1 and D;_;. QCM then
estimated the state-value for each document and used it to score the document:

Score(q;, d) = P(q;,d)+
Yza: P(qi,qi-1,Di_1,a) IBifp(Qi—ﬂDi—l), @1)

where the first term, P(q;, d), measures the relevance between document d and the current query
qi, with a ranking score provided by a standard ad hoc retrieval function. The second term is
complex: P(q;, qi—1, Di—1, a) is the transition probability from g;_; to g;, given the query change a;
maxp, , P(g;-1|D;-1) is the maximum possible state value generated from the retrieval that has just
happened.

In 2014, Luo et al. [81] proposed the win-win search method to study DS as Partially Observable
MDPs (POMDPs). Two agents, the search engine agent and the user agent participated in the
process. The state was modeled as a cross-product of (a) whether it was relevant and (b) whether it
was exploring. Actions on the system side included changing term weights and opting in certain
retrieval functionalities. Actions on the user side included adding or removing query terms. The
model, aka the state transition probabilities, was estimated by analyzing query logs. For instance,
how likely a user’s decision-making state would go from relevance & exploration (Sgg) to relevance
& exploitation (Sgr). They used the estimated model to select actions that optimize the expected
return. They also manually annotated the state of queries and used them to train the model.
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Fig. 3. Model-based RL. “Model” in reinforcement learning has a special meaning to only refer to the model
that represents state transitions (and sometimes include a reward model too). It can have two parallel lines
of learning. First, it is the model-free RL (also known as direct RL) that we presented earlier. For instance,
policy-based RL and value-based RL. This line of RL learns the policy directly from getting environment’s
rewards (feedback) after taking an action, i.e., learns from experience. Another line of learning requires
learning the state transition model (the “model” in RL) from the experiences, and then make use of this
learned transition model to plan the next action, or simulating rewards (if the reward model is also learned)
to augment the experiences. Here the models are mostly learned by supervised learning methods. The model
can be thought of an estimation to the real environment, which can move on to the next state and gives
rewards to the RL agent. The second line of learning is called indirect RL, since the agent does not directly
receive rewards from the environment, but from the learned model. The two lines of learning can happen at
the same time or in sequence; they can be complementary to each other. Graph from Sutton and Barto [117].

Examples of the state transition probabilities are shown in Figure 4, where the likelihood of moving
from state Sgg to state Sgr is 0.1765.

In 2016, Zhang and Zhai [151] proposed to use model-based RL for search engine Ul improvement.
It also used value iteration. The task was to choose an interface card at each time step and show it
to the user. Its state was the set of interface cards that They had not yet presented. The action was
to choose the next card to show. That is, s; = {e : ay # e, Yt’ < t}, where e is an interface card.
The transition model was to exclude an element from the set:

Se+1 = M(st, at) =5\ {at} . (22)

The Markov Decision Processes (MDPs) were solved using value iteration (Eq. 20). Simulation and
a user study have shown that the method could automatically adjust to various screen sizes and
satisfy users’ stopping tendencies.

In 2018, Feng et al. [39] proposed an actor-critic framework for search result diversification. Its
state was a tuple [g, Z;, X;], where q was the query, Z; the current ranked list, and X, the set of
candidate documents. The action was to choose the next document. The transition model was
about to append a document at the end of Z; and remove it from X;:

St+1 = [q, Zt+1>Xt+1] = T(St, a)

=T(lq. Zt, Xe] ar) = (g, Ze @ a1, Xi \ {a¢}], ()
where @ is the appending operator, they then used Monte-Carlo Tree Search (MCTS) by Chaslot
et al. [27] to evaluate the model and suggest the policy.
Because model-based RL separates model learning and policy learning, it then provides oppor-
tunities to inject domain-specific knowledge and human expertise into the model and then helps
with the policy learning. Much RL research is ongoing along this direction.
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Fig. 4. State transitions in Win-Win search. The four states are jointly designed along two orthogonal aspects
in an information seeking process. The aspects are relevance and desire to explore. Note these aspects and
states are decision-making states from the user’s perspective. The graphic shows the state probabilities and
the state transition probabilities learned from past search logs. Picture is adapted from [81].

9 IMITATION LEARNING

The process of IS requires a search engine to take a sequence of actions. These actions form a search
trajectory (or search path). Learning from how human experts make these decisions is a natural
choice to decide the best actions. The agent learns from sequences of human expert-generated
actions (with labels) and minimizes the difference between the ML model and the labeled data. The
training data is the recorded history of past action sequences by human experts.

These supervised methods for sequential decision-making are called imitation learning (IL) [91],
also known as learning by demonstration or programming by examples. Applications such as self-
driving cars heavily use imitation learning. In the well-known DAgger algorithm [103], the algo-
rithm collects state-action pairs (s, @) as training data from a human expert demonstration. The
algorithm then fits a function f(s) = a, which would be the policy for the agent. We can learn the
policy properly by minimizing the error between the estimated actions and the expert actions.

In IS, the human demonstration is the query logs, and imitation learning teaches a sequential
decision-making process from query logs [86, 99, 122, 145]. A query log usually contains past
queries, retrieved documents, time spent examining the documents, and user clicks. Query logs are
largely available within commercial search engines but rarely shared for academic research due
to privacy concerns. Academic search logs can be found in the TREC Session Tracks (2010-2014)
(Carterette et al. [23]) and the TREC Conversational Assistant (CaST) Track (Dalton et al. [32]). The
TREC Session Track invited academic participating systems [48, 136] to learn from past queries
in the same session to improve the search for the current query. The TREC CaST Track provided
search logs developed by third-part expert users. The search log includes the history of queries
and gold standard relevant document/answer at each query, establishing an expert demonstration
for the learning agent. Search systems can learn from this demonstration and retrieve relevant
documents/passages that are responsive to each query.

The sequence-to-Sequence (Seq2Seq) model is so far the most used imitation learning method for
IS. Seq2Seq is a recurrent neural network model that encodes a sequence in one domain and decodes
the sequence in another. It can predict the sequence of clicks, query reformulations, and query
auto-completion (QAC). For instance, Borisov et al. [17] predicted clicks on the Yandex Relevance
Prediction dataset* with a Seq2Seq deep neural network. Its input sequence is the sequence of
queries and retrieved items; the output sequence is a sequence of binary markers for the items

4https://academy.yandex.ru/events/data_analysis/relpred2011/
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that are clicked or not. The human demonstration is to improve the Seq2seq model. Ren et al. [99]
also employed a Seq2Seq model to generate new queries given past queries and search results. Its
model used two layers of attention networks [13]. The state consisted of previous queries and user
behavior data in past interactions. Sordoni et al. [114] used a hierarchical recurrent encoder-decoder
for query suggestion, which performed the encoding at both the individual word-level and the
session-level. Dehghani et al. [34] proposed a customized Seq2Seq model for query auto-completion
and query suggestion. They added a copying mechanism in the decoder to directly select query
terms from the query log instead of generating new query terms.

Researchers also explored other supervised methods for imitation learning. For instance, estimat-
ing document relevance with logistic regression by Huurnink et al. [48] and with SVMRank by Xue
etal. [136]. In Mitra [86], they used a convolutional latent semantic model [111] to study a distributed
query representation for query auto-completion. For example, v(new york) + v(newspaper) =~
v(new york times), where v(x*) is the word embedding vector. Yang et al. [145] used a deep self-
attention network [122] for query reformulation. They modeled a two-round interaction between
user and search engine and formulated new queries based on words in past queries.

10 OPEN-ENDED RL

Open-ended RL is ongoing RL research [61, 64, 116, 129]. The term “open-ended” here suggests
the task domain (environment) is unbounded. The environment will no longer be a closed world.
However, it will adapt and evolve to other forms as the task develops. The current study of open-
ended RL focuses on domain randomization [28] and evolutionary methods [60].

Chen et al. [28] used domain randomization in DS. They automatically generated simulated
environments while training RL agents. They created newly generated environments from the
original task environments. The RL agents’ training used both original and newly-generated
environments. It increased the diversity of the training and prepared the agents better and more
robust.

In the context of IS, open-ended RL can help with exploratory search where the task domain can
change significantly as the user explores. It can also help with the co-evolvement of both the user
and the search system [60]. However, to the best best of our knowledge, there has not been much
research in IR/IS with open-ended RL as solutions.

11 EVALUATION

We have reviewed IS tasks and methods and re-classified them. The methods need evaluation for
their effectiveness. Although evaluating a dynamic task is challenging, TREC and the Conference
and Labs of the Evaluation Forum (CLEF) have devoted much effort to the evaluation testbeds
for IS. These efforts include the TREC Interactive Tracks from 1997 to 2002 [37, 92, 124], TREC
Session Tracks from 2011 to 2014 [23-25, 57-59], TREC Dynamic Domain Tracks from 2015 to 2017
[140-142], CLEF Dynamic Search Lab in 2018 [56] and the recent TREC Conversational Assistant
(CAST) Track [32] starting from 2019.

The Campaigns. The TREC Interactive Track’s setting [37, 92, 124] is perhaps the closest
to information seeking scenarios in real life. Participating teams carried out the search tasks in
their home institutions. Human users and search engines were both parts of a team. In the end,
each participating team submitted the final search results for evaluation. This Track allowed live
interactions between the user and the search engines. However, the assessment did not separate the
work from the user and the result from the search engines. It is thus difficult to tell how effective
the search engine is without manual influence. Also, no one could repeat the evaluation afterward,
which prevents follow-up research.
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<session num="10" starttime="0">
<topic num="12">
<desc>Your friend would like to quit smoking. You would like to provIde him with
relevant information about: the different ways to quit smoking, programs
available to help quit smoking, benefits of quitting smoking, second effects
of quitting smoking, using hypnosis to quit smoking, using the cold turkey
method to quit smoking</desc>
</topic>
<interaction num="1" starttime="8.30123">
<query>quit smoking</query>
<results>
<result rank="1">
<url>http://quitsmoking.about.com</url>
<clueweb12id>clueweb12-0006wb-77-27713</cluewebi2id>
<title>Quit Smoking | Quit Smoking Support | Smoking Cessation</title>
<snippet>Quit Smoking | Quit Smoking Support | Smoking Cessation
About . comHeal thSmoking Cessation Smoking Cessation Search Smoking
CessationHealth RisksHow to QuitAfter Quitting Share Quit Smoking
ToolboxShocking Tobacco Factsl0 Things to Avoid When You Quit Guide since
2003Terry MartinSmoking Cessation GuideSign up for My NewsletterMy Bio...</snippet>
</result>

<result rank="10">
<url>http://www.heart.org/HEARTORG/GettingHealthy/QuitSmoking/Quit-Smoking_UCM_001085
<clueweb12id>clueweb12-0300tw-20-20611</cluewebl2id>
<title>Quit Smoking</title>
<snippet>Quit Smoking ...0 Grams Trams Fat 0ils and Fats Restaurant FAQs
Other Restaurant Resources Quit Smoking Smoking Smoking Life quit today. We
can help. Learn more. Quit Smoking7Smoking is the most important preventable c
ause of premature death in the United...</snippet>
</result>
</results>
<clicked>
<click num="1" starttime="12.984659" endtime="20.557844">
<rank>3</rank>
</click>
<click num="2" starttime="27.030967" endtime="55.220863">
<rank>1</rank>
</click>
<click num="3" starttime="55.220869" endtime="60.704926">
<rank>6</rank>
</click>
<click num="4" starttime="60.704926" endtime="69.165489">
<rank>5</rank>
</click>
</clicked>
</interaction>
<currentquery starttime="78.226578">
<query>quit smoking cold turkey</query>
</currentquery>
</session>

Fig. 5. Example search log used in TREC Session Tracks. The TREC Session Tracks provided search logs
as training data. Each session’s log shows the main search topic (annotated with the “<desc>" tag), every
query terms issued by a real human user (annotated with the “query” tag), content of the top ten returned
documents by a search engine that the Track organizers used, clicked documents and their ranks, time that a
click happens, and all clock time information of user actions. Multiple iterations for the same search topic
are recorded and stored in one session. The last query is left open with no retrieval results, expecting the
participating search systems to fill it up. Content from Carterette et al. [25].

The TREC Session Track [23-25, 57-59] is a log-based evaluation. Its setting is very similar to
what is available in commercial search engine companies. The Track provided participating systems
query logs containing search histories and expected to retrieve search results for a new (current)
query. The search logs included recorded queries, retrieved URLSs, clicks, and dwell time. Figure 5
shows an example search log used in the Track. Clicks and visit time can be extracted from the
search logs and used as implicit feedback. There was no real-time interaction between the user
(whose behaviors are historical) and the search engine (the participating systems). However, the
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Fig. 6. Task Setting in TREC Dynamic Domain Tracks. TREC DD supports simulation-based evaluation. It
uses a simulated user, called “jig”, who reads/processes the returned search documents (or passages) from a
participating search system, and gives the search system its immediate feedback. The Feedback is a set of
multiple graded ratings to each returned document, one rating for each relevant passage that the document
has. The feedback also indicates to which subtopic the passage is relevant. The idea is that the simulated
user acts like a human reader to tell the search engine, “I like this paragraph in this document that you
retrieved. It is relevant to this of my sub-information-need with a level of relevance of x (x is an integer from
1 to 4). The search system gets the feedback and goes on to find another set of documents, hoping make
good use of the feedback to help the next run of retrieval and finish the entire search task quicker. Each time
the search engine is only allow to retrieve a short list of five documents. This is to mimic the Web search
scenario and assume a low cognitive load at the user side. The search system therefore needs to be smart
enough to select a short list of documents and find all relevant passages to cover all subtopics use as few
iterations as possible. The ground truth data and all relevance ratings was created before any search system
interacting with the simulated user and stored in a database. They serve as the simulated user’s knowledge
base. This task supports repeatable experiments and open comparisons among search systems. The data and
simulated user can be obtained from https://github.com/trec-dd/trec-dd-jig. Picture from Yang et al. [142].

evaluation is repeatable; thus, it had inspired follow-up research even when the evaluation period
was over.

The TREC Conversational Assistance (CAsT) Track [32] is another log-based evaluation. Partic-
ipating systems were provided sequences of <question, canonical answer document> pairs and
expected to retrieve answer documents at each conversational turn. The series of conversations
is fixed and recorded from past search histories. The feedback (or supervision) is in the form of
the canonical answer at each turn. There was no real-time interaction between the user (whose
questions are historical) and the search engine (the participating systems). However, the evaluation
is repeatable, and we could collect more training data in the following years.

The TREC Dynamic Domain (DD) Tracks [140-142] setting is similar to the TREC Interactive
Track. The only difference is it replaces the human user with a simulator. Its setting is, therefore,
more like a game. TREC DD’s simulator provides real-time feedback to a search engine. The
input includes (1) relevance ratings to returned documents and (2) information highlighting which
passages are relevant to which subtopics. The search engine can adjust its search algorithm and
find relevant documents at each iteration. The canonical feedback from the simulator was from
third-party annotators before the evaluation period. By using a simulator, TREC DD supports
live interactions and reproducible experiments. However, its game-like setting may appear to be
artificial. Figure 6 illustrates TREC DD’s setting.

The CLEF Dynamic Search Lab in 2018 [56] is similar to and has further developed the TREC
DD Tracks. It also used simulation to carry out the evaluation. Moreover, the assessment for two
agents, a Q-agent, reformulates queries, and an A-agent retrieves documents. The Lab evaluated
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both query suggestions and search results composition. Because of using simulators, the Lab can
support live interactions and reproducible experiments.

Metrics These evaluation campaigns have used a range of evaluation metrics over the years.
The metrics are (1) ad hoc retrieval metrics, (2) session-based, (3) effort-based metrics, and (4)
indirect evaluation metrics. The first group of metrics concerns the effectiveness of the result from
information seeking. They use the same metrics for one-shot ad hoc retrieval. For instance, TREC
Interactive Tracks used aspect precision. They used aspect recall, TREC Session used normalized
discounted cumulative gain (nDCG), TREC DD used a-DCG [30] and nERR-IA[26] . Note that most
of these metrics take into account the complex structure within the information seeking topics.
Therefore metrics addressing subtopic structures (aspect precision, aspect recall, -DCG, nERR-1A)
are widely used.

The second group of metrics views information seeking as a process and measures the entire
process. For instance, Cube Test (Luo et al. [80]), session DCG (Jarvelin et al. [50]), and Expected
Utility (Yang and Lad [146]). Among them, the Cube Test [80] evaluates the speed of effective
retrieval of a DS system, i.e., the ratio between the gain and the time spent. Expected utility [146]
measures the “net gain” of the search process, i.e., the amount of gain subtracting the user effort.
Session DCG is a cumulative gain over the entire session. These metrics evaluate the performance
of a dynamic search system in terms of the relevance of information acquired and the effort the
user put into the search process, based on different user models [118].

The third group of metrics recognizes that information seeking is a process that takes effort.
These metrics include Time-Biased Gain (TBG) [113] and U-measure [105]. They look into the
user’s efforts in an IS process by considering that a user may spend different time on different parts
of the search results.

The fourth group of evaluation is indirect evaluation. CLEF Dynamic Search Lab [56] evaluates
reformulated queries indirectly by measuring how relevant those queries retrieve the documents.
It does not compare reformulated queries with human-generated queries.

Evaluating a dynamic process is challenging. It is because the relevance is situational [18] in the
IS process [83]. However, a large amount of effort spends by the IR community on understanding
this dynamic process. We gain promising insights. For instance, Huffman and Hochster [47] found
that relevance judgment correlated well with user satisfaction at the session-level. Liu et al. [76]
found that the last query in the process played a vital role.

Structures within a Search Topic Most search topics in these evaluation campaigns have
complex within-topic structures. Because if a topic is simple, ad hoc retrieval can then resolve it,
and no need to enter the multi-step IS the process.

The simplest topic structure is a two-level hierarchy. At the top level is the central search theme,
and at the lower level are the subtopics. Table 3 shows an example search topic with a two-level
hierarchy. Its main information need is to find factors that would affect kangaroo survival and the
six subtopics including traffic accidents and illegal hunting.

A search path is the ordered visitation to the nodes in a topic hierarchy (or, more generally, a topic
topology). Search paths can only be obtained dynamically in real-time interactions or simulations,
while the topic structures are static. In both TREC Session and TREC CAsT, they logged and showed
the participating systems a particular search path without revealing the underlying topic structure.
In TREC DD and CLEF DS Lab, the participating systems can see the topic structures. However,
they cannot explicitly use them in their algorithms. Each time, the real-time simulation could show
a different search path to the search system.

However, it is worth-noting that a task’s internal structure can affect if the task would be “task
completion” or “cumulative gain” Suppose a task’s internal structure has states. One of them is
a goal state. The task is then the “task completion” type. If there are no apparent states, the task
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Topic (id: DD17-49) ‘ Kangaroo Survival

Road Danger

- - 7 Relevant Passages
Effect on Land

- - 15 Relevant Passages
Monetizing Kangaroos
- - 65 Relevant Passages
Kangaroo Hunting

- - 17 Relevant Passages
Other Kangaroo Dangers
- - 4 Relevant Passages
Protection and Rescues
- - 57 Relevant Passages

Subtopic 1 (id: 464)
Subtopic 2 (id: 462)
Subtopic 3 (id: 463)
Subtopic 4 (id: 459)
Subtopic 5 (id: 552)

Subtopic 6 (id: 460)

Table 3. Example Search Topic in TREC DD. Each search topic has a two-level topic hierarchy. At the top-
level, the main search theme of the topic is displayed. In this example, it is “kangaroo survival”. At the
second-level, several subtopics are organized under the main theme. They are all about the same theme, but
address different aspects of it. in this example, they include road danger, effect on land, monetizing kangaroos,
kangaroo hunting, protection and rescues, and other kangaroo dangers. All the main theme (the topic) and the
subtopics are assigned a unique query identification number. For each subtopic, TREC DD has ground truth
relevant documents and passages data annotated. These ground truth data can be easily aggregated for the
entire search topic. How many relevant passages for each subtopic are noted, too. All groud truth documents
and passages can be accessed from http://infosense.cs.georgetown.edu/annotation/admin/admin.cgi.

is more likely the “cumulative gain” type, to collect more gains at each step. All campaigns we
mentioned above have both types.

12 CONCLUSION

IS systems serve as digital assistants through interacting with whom a human user acquires
information and makes rational decisions or exciting discoveries. Plenty of research work has
been generated on this topic and taxonomies have been developed to classify different types IS
tasks. However, existing taxonomies are mostly proposed from the user’s perspective and do not
directly offer guidance to systems’ algorithmic design. This may slow down the integration of the
fast-advancing Al techniques into IS systems.

In this article, we propose a new taxonomy for IS tasks, with the aim to reveal their underly-
ing dimensions that can be easily computationalized. Our taxonomy identifies a few important
dimensions for IS tasks. These dimensions include the number of search iterations, search goal’s
motivation types, and the types of procedures to reach the goals. We then review the state-of-the-art
Information Seeking tasks and methods using the new taxonomy as a guidance.

The new taxonomy offers some unique angles to examine the existing literature and help scope
active on-going research areas. For instance, our separation of “task completion” and “cumulative
gain” tasks can provide scoping ideas when people working on task-oriented dialogue systems,
conversational Al, without mixing together tasks having different natures.

Another potential use of the taxonomy is when deciding what effective measures should be
used to evaluate a method. If the task is “task completion", the success rate would be a better
effective metric than cumulative gain. On the other hand, if the task belongs to “cumulative gain”,
then it is important to obtain a consistent and monotonically increasing gain curve. Moreover,
if the task is mainly “exploratory”, discovery, and fun-driven, the measure might be novel items
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discovered, amount of fun or time enjoying the search service. We can see these measures would
be largely different but all about “effectiveness”, depending on what effective means to a task. Our
taxonomy offers a clearer distinctions in the tasks and evaluations, expecting more research along
the direction.

Our article covers a broad range of related topics. It provides an overview to help navigate in the
intersection of IR, IS, ML, and AL By organizing the literature, knowing the known, we are then
able to explore the unknown and less explored areas. For instance, open-ended RL and lifelong
learning would be very interesting future directions for research in IS.

Overall, our taxonomy puts a focus on revealing the computational dimensions of the IS tasks,
which can help IR and ML practitioners to quickly decide what category a new project belongs
to, and which family of computational methods should be used. It will help accelerate the initial
exploration stage for a new project. Focusing on computational analysis of the IS tasks and methods,
we hope this paper contribute to promote the system-side study of IS.

ACKNOWLEDGEMENTS

The authors would like to thank the anonymous reviewers who greatly helped shaping our views.
We thank Dr. Marti Hearst for her constructive feedback to an early version of this paper. We thank
Dr. Jiyun Luo, Mr. Shiqi Liu, Dr. Ian Soboroff, Ms. Angela Yang, Mr. Limin Chen, and Dr. Xuchu
Dong for their tremendous efforts during collaboration on this research. We thank the annotators
from National Institute of Standards and Technology (NIST) who built the TREC DD evaluation
datasets. We also thank Mr. Connor Lu for proof-reading the paper. This research was supported
by NSF CAREER grant IIS-1453721 and DARPA Memex Program FA8750-14-2-0226. Any opinions,
findings, conclusions, or recommendations expressed in this paper are of the authors, and do not
necessarily reflect those of the sponsor.

REFERENCES

[1] Ibrahim Adeyanju, Dawei Song, Franco Maria Nardini, M-Dyaa Albakour, and Udo Kruschwitz. 2011. RGU-ISTI-Essex
at TREC 2011 Session Track. In TREC ’11.

[2] Rajeev Agrawal. 1995. Sample mean based index policies by o (log n) regret for the multi-armed bandit problem.
Advances in Applied Probability 27, 4 (1995).

[3] Wafa Aissa, Laure Soulier, and Ludovic Denoyer. 2018. A Reinforcement Learning-driven Translation Model for Search-
Oriented Conversational Systems. In Proceedings of the 2nd International Workshop on Search-Oriented Conversational
Al SCAI@EMNLP 2018.

[4] M-Dyaa Albakour, Udo Kruschwitz, Brendan Neville, Deirdre Lungley, Maria Fasli, and Nikolaos Nanas. 2011.

University of Essex at the TREC 2011 Session Track. In TREC ’11.

M-Dyaa Albakour and Udo Kruschwitz. 2012. University of essex at the TREC 2012 session track. In TREC ’12.

Michael J. Apter. 2005. Personality Dynamics: Key Concepts in Reversal Theory. Apter International.

Kumaripaba Athukorala, Dorota Glowacka, Giulio Jacucci, Antti Oulasvirta, and Jilles Vreeken. 2016. Is exploratory

search different? A comparison of information search behavior for exploratory and lookup tasks. Journal of the

Association for Information Science and Technology 67, 11 (2016), 2635-2651.  https://doi.org/10.1002/asi.23617

arXiv:https://asistdl.onlinelibrary.wiley.com/doi/pdf/10.1002/asi.23617

[8] Kumaripaba Athukorala, Alan Medlar, Kalle Ilves, and Dorota Glowacka. 2015. Balancing Exploration and Exploitation:

Empirical Parameterization of Exploratory Search Systems. In CIKM ’15.

Peter Auer. 2002. Using Confidence Bounds for Exploitation-Exploration Trade-offs. JMLR 3 (2002).

Leif Azzopardi. 2011. The economics in interactive information retrieval. In SIGIR ’11.

Leif Azzopardi. 2014. Modelling interaction with economic models of search. In SIGIR ’14.

Ashraf Bah, Karankumar Sabhnani, Mustafa Zengin, and Ben Carterette. 2014. University of Delaware at TREC 2014.

In TREC ’14.

[13] Dzmitry Bahdanau, Kyunghyun Cho, and Yoshua Bengio. 2015. Neural Machine Translation by Jointly Learning to

Align and Translate. In ICLR ’15.
[14] Marcia J Bates. 1989. The design of browsing and berrypicking techniques for the online search interface. Online
review 13, 5 (1989).

—

— ——
~N N G
—

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: January 2020.


https://doi.org/10.1002/asi.23617
https://arxiv.org/abs/https://asistdl.onlinelibrary.wiley.com/doi/pdf/10.1002/asi.23617

1:28 Zhiwen Tang and Grace Hui Yang

[15] David M. Blei, Andrew Y. Ng, and Michael I. Jordan. 2001. Latent Dirichlet Allocation. In NIPS "01.

[16] Antoine Bordes, Y.-Lan Boureau, and Jason Weston. 2017. Learning End-to-End Goal-Oriented Dialog. In ICLR ’17.

[17] Alexey Borisov, Martijn Wardenaar, Ilya Markov, and Maarten de Rijke. 2018. A Click Sequence Model for Web
Search. In SIGIR ’18.

[18] Pia Borlund. 2003. The concept of relevance in IR. JASIST 54, 10 (2003).

[19] Daniele Broccolo, Lorenzo Marcon, Franco Maria Nardini, Raffaele Perego, and Fabrizio Silvestri. 2012. Generating

suggestions for queries in the long tail with an inverted index. Inf. Process. Manage. 48, 2 (2012).

Marc Bron, Jiyin He, Katja Hofmann, Edgar Meij, Maarten de Rijke, Manos Tsagkias, and Wouter Weerkamp. 2010.

The University of Amsterdam at TREC 2010: Session, Entity and Relevance Feedback. In TREC ’10.

[21] Jaime G. Carbonell and Jade Goldstein. 1998. The Use of MMR, Diversity-Based Reranking for Reordering Documents
and Producing Summaries. In SIGIR "98.

[22] Ben Carterette and Praveen Chandar. 2011. Implicit Feedback and Document Filtering for Retrieval Over Query
Sessions. In TREC ’11.

[23] Ben Carterette, Paul D. Clough, Mark M. Hall, Evangelos Kanoulas, and Mark Sanderson. 2016. Evaluating Retrieval
over Sessions: The TREC Session Track 2011-2014. In SIGIR ’16.

[24] Ben Carterette, Evangelos Kanoulas, Mark Hall, Ashraf Bah, and Paul D. Clough. [n.d.]. Overview of the TREC 2013
Session Track. In TREC’13.

[25] Ben Carterette, Evangelos Kanoulas, Mark Hall, and Paul D. Clough. [n.d.]. Overview of the TREC 2014 Session

Track. In TREC’14.

Olivier Chapelle, Shihao Ji, Ciya Liao, Emre Velipasaoglu, Larry Lai, and Su-Lin Wu. 2011. Intent-based diversification

of web search results: metrics and algorithms. Inf. Retr. 14, 6 (2011).

Guillaume Chaslot, Sander Bakkes, Istvan Szita, and Pieter Spronck. 2008. Monte-Carlo Tree Search: A New Framework

for Game Al In Proceedings of the Fourth Artificial Intelligence and Interactive Digital Entertainment Conference.

[28] Limin Chen, Zhiwen Tang, and Grace Hui Yang. 2020. Balancing Reinforcement Learning Training Experiences
in Interactive Information Retrieval. In Proceedings of the 43rd International ACM SIGIR conference on research and
development in Information Retrieval, SIGIR 2020, Virtual Event, China, July 25-30, 2020, Jimmy Huang, Yi Chang, Xuegqi
Cheng, Jaap Kamps, Vanessa Murdock, Ji-Rong Wen, and Yiqun Liu (Eds.). ACM, 1525-1528. https://doi.org/10.1145/
3397271.3401200

[29] Minmin Chen, Alex Beutel, Paul Covington, Sagar Jain, Francois Belletti, and Ed H. Chi. 2019. Top-K Off-Policy
Correction for a REINFORCE Recommender System. In WSDM ’19.

[30] Charles L. A. Clarke, Maheedhar Kolla, Gordon V. Cormack, Olga Vechtomova, Azin Ashkan, Stefan Biittcher, and Ian
MacKinnon. 2008. Novelty and diversity in information retrieval evaluation. In SIGIR "08.

[31] Nick Craswell and Martin Szummer. 2007. Random walks on the click graph. In SIGIR ’07.

[32] Jeffrey Dalton, Chenyan Xiong, and Jamie Callan. 2020. TREC CAsT 2019: The Conversational Assistance Track
Overview. arXiv:2003.13624 [cs.IR]

[33] Rajarshi Das, Shehzaad Dhuliawala, Manzil Zaheer, and Andrew McCallum. 2019. Multi-step Retriever-Reader

Interaction for Scalable Open-domain Question Answering. In ICLR ’19.

Mostafa Dehghani, Sascha Rothe, Enrique Alfonseca, and Pascal Fleury. 2017. Learning to Attend, Copy, and Generate

for Session-Based Query Suggestion. In CIKM ’17.

[35] Marc Peter Deisenroth and Carl Edward Rasmussen. 2011. PILCO: A Model-Based and Data-Efficient Approach to
Policy Search. In ICML ’11.

[36] Bhuwan Dhingra, Lihong Li, Xiujun Li, Jianfeng Gao, Yun-Nung Chen, Faisal Ahmed, and Li Deng. 2017. Towards
End-to-End Reinforcement Learning of Dialogue Agents for Information Access. In ACL ’17.

[37] Susan Dumais and Nicholas J. Belkin. [n. d.]. The TREC interactive tracks: Putting the user into search. In TREC 05.

[38] Henry Feild. 2014. Endicott College at 2014 TREC Session Track. In TREC ’14.

Yue Feng, Jun Xu, Yanyan Lan, Jiafeng Guo, Wei Zeng, and Xueqi Cheng. 2018. From Greedy Selection to Exploratory

Decision-Making: Diverse Ranking with Policy-Value Networks. In SIGIR ’18.

[40] Jianfeng Gao, Michel Galley, and Lihong Li. 2019. Neural Approaches to Conversational Al. Foundations and Trends®
in Information Retrieval 13, 2-3 (2019).

[41] Sahin Cem Geyik, Vijay Dialani, Meng Meng, and Ryan Smith. 2018. In-Session Personalization for Talent Search. In
CIKM ’18.

[42] Dongyi Guan, Sicong Zhang, and Hui Yang. 2013. Utilizing query change for session search. In SIGIR ’13.

[43] Matthias Hagen, Michael Volske, Jakob Gomoll, Marie Bornemann, Lene Ganschow, Florian Kneist, Abdul Hamid
Sabri, and Benno Stein. 2013. Webis at TREC 2013-Session and Web Track. In TREC ’13.

[44] Aaron Halfaker, Oliver Keyes, Daniel Kluver, Jacob Thebault-Spieker, Tien T. Nguyen, Kenneth Shores, Anuradha
Uduwage, and Morten Warncke-Wang. 2015. User Session Identification Based on Strong Regularities in Inter-activity
Time. In WWW ’15.

(20

=

[26

—

[27

—

—
w
=~

flan)

—
w
O

—

=

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: January 2020.


https://doi.org/10.1145/3397271.3401200
https://doi.org/10.1145/3397271.3401200
https://arxiv.org/abs/2003.13624

A Re-classification of Information Seeking Tasks and Their Computational Solutions 1:29

[45] David Hawking. 2000. Overview of the TREC-9 Web Track. In TREC "00.
[46] Jiyin He, Vera Hollink, Corrado Boscarino, Arjen P. de Vries, and Roberto Cornacchia. 2011. CWI at TREC 2011:
Session, Web, and Medical. In TREC ’11, Gaithersburg, Maryland, USA, November 15-18, 2011.
[47] Scott B. Huffman and Michael Hochster. 2007. How well does result relevance predict session satisfaction?. In SIGIR
’07.
[48] Bouke Huurnink, Richard Berendsen, Katja Hofmann, Edgar Meij, and Maarten de Rijke. 2011. The University of
Amsterdam at the TREC 2011 Session Track. In TREC ’11.
[49] Kalervo Jarvelin and Jaana Kekéldinen. 2002. Cumulated gain-based evaluation of IR techniques. TOIS 20, 4 (2002),
422-446.
[50] Kalervo Jarvelin, Susan L. Price, Lois M. L. Delcambre, and Marianne Lykke Nielsen. 2008. Discounted Cumulated
Gain Based Evaluation of Multiple-Query IR Sessions. In ECIR "08.
[51] Zongcheng Ji, Zhengdong Lu, and Hang Li. 2014. An Information Retrieval Approach to Short Text Conversation.
CoRR abs/1408.6988 (2014). arXiv:1408.6988
[52] Jiepu Jiang and Daqing He. 2013. Pitt at TREC 2013: Different Effects of Click-through and Past Queries on Whole-
session Search Performance. In TREC ’13.
[53] Jiepu Jiang, Daqing He, and Shuguang Han. 2012. On Duplicate Results in a Search Session. In TREC ’12.
[54] Xiaoran Jin, Marc Sloan, and Jun Wang. 2013. Interactive exploratory search for multi page search results. In WWW
’13.
[55] Rosie Jones and Kristina Lisa Klinkner. 2008. Beyond the session timeout: automatic hierarchical segmentation of
search topics in query logs. In CIKM ’08.
[56] Evangelos Kanoulas, Leif Azzopardi, and Grace Hui Yang. 2018. Overview of the CLEF Dynamic Search Evaluation
Lab 2018. In CLEF ’18.
[57] Evangelos Kanoulas, Ben Carterette, Mark Hall, Paul Clough, and Mark Sanderson. [n.d.]. Overview of the TREC
2011 Session Track. In TREC’11.
[58] Evangelos Kanoulas, Ben Carterette, Mark Hall, Paul Clough, and Mark Sanderson. [n.d.]. Overview of the TREC
2012 Session Track. In TREC’12.
[59] Evangelos Kanoulas, Paul D. Clough, Ben Carterette, and Mark Sanderson. [n.d.]. Session Track at TREC 2010. In
TREC’10.
[60] David B. D’Ambrosio Kenneth O. Stanley and Jason Gauci. [n. d.]. A hypercube-based indirect encoding for evolving
large-scale neural networks.
[61] Joel Lehman Kenneth O. Stanley and Lisa Soros. [n.d.]. Open-endedness: The last grand challenge you’ve never
heard of.
[62] Tom Kenter and Maarten de Rijke. 2017. Attentive Memory Networks: Efficient Machine Reading for Conversational
Search. CoRR abs/1712.07229 (2017). arXiv:1712.07229
Benjamin King and Ivan Provalov. 2010. Cengage Learning at the TREC 2010 Session Track. In TREC ’10.
W. B. Langdon. [n. d.]. Pfeiffer — A distributed open-ended evolutionary system.
Victor Lavrenko and W. Bruce Croft. 2001. Relevance-Based Language Models. In SIGIR "01.
Anton Leuski. 2000. Relevance and Reinforcement in Interactive Browsing. In CIKM "00.
Nir Levine, Haggai Roitman, and Doron Cohen. 2017. An Extended Relevance Model for Session Search. In SIGIR ’17.
68] Sergey Levine and Vladlen Koltun. 2013. Guided Policy Search. In ICML ’13.
69] Cheng Li, Paul Resnick, and Qiaozhu Mei. 2016. Multiple Queries as Bandit Arms. In CIKM ’16.
70] Jiwei Li, Michel Galley, Chris Brockett, Georgios P. Spithourakis, Jianfeng Gao, and William B. Dolan. 2016. A
Persona-Based Neural Conversation Model. In ACL ’16.
[71] Jiwei Li, Will Monroe, Alan Ritter, Dan Jurafsky, Michel Galley, and Jianfeng Gao. 2016. Deep Reinforcement Learning
for Dialogue Generation. In EMNLP ’16.
[72] Lihong Li, Wei Chu, John Langford, and Robert E. Schapire. 2010. A contextual-bandit approach to personalized news
article recommendation. In WWW ’10.

63
64
65
66
67

i ireirirvsiruiraire

]
]
]
]
]
]
]
]

[73] Timothy P. Lillicrap, Jonathan J. Hunt, Alexander Pritzel, Nicolas Heess, Tom Erez, Yuval Tassa, David Silver, and
Daan Wierstra. 2016. Continuous control with deep reinforcement learning. In ICLR ’16.

[74] Chang Liu, Nicholas J. Belkin, and Michael J. Cole. 2012. Personalization of search results using interaction behaviors
in search sessions. In SIGIR ’12.

[75] Chang Liu, Michael ]J. Cole, Eun Baik, and Nicholas J. Belkin. 2012. Rutgers at the TREC 2012 Session Track. In TREC
’12.

[76] Mengyang Liu, Yiqun Liu, Jiaxin Mao, Cheng Luo, and Shaoping Ma. 2018. Towards Designing Better Session Search
Evaluation Metrics. In SIGIR ’18.

[77] Wenfei Liu, Hongfei Lin, Yunlong Ma, and Tianshu Chang. 2011. DUTIR at the Session Track in TREC 2011. In TREC
'11.

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: January 2020.


https://arxiv.org/abs/1408.6988
https://arxiv.org/abs/1712.07229

1:30 Zhiwen Tang and Grace Hui Yang

[78] Claudio Lucchese, Salvatore Orlando, Raffaele Perego, Fabrizio Silvestri, and Gabriele Tolomei. 2011. Identifying
task-based sessions in search engine query logs. In WSDM ’11.

[79] Jiyun Luo, Xuchu Dong, and Hui Yang. 2015. Session Search by Direct Policy Learning. In ICTIR ’15.

[80] Jiyun Luo, Christopher Wing, Hui Yang, and Marti A. Hearst. 2013. The water filling model and the cube test:
multi-dimensional evaluation for professional search. In CIKM ’13.

[81] Jiyun Luo, Sicong Zhang, and Hui Yang. 2014. Win-win search: dual-agent stochastic game in session search. In SIGIR
'14.

[82] Gary Marchionini. 2006. Exploratory search: from finding to understanding. Commun. ACM 49, 4 (2006).

[83] Alan Medlar and Dorota Glowacka. 2018. How Consistent is Relevance Feedback in Exploratory Search?. In CIKM
'18.

[84] J Michael et al. 1989. Reversal theory: A new approach to motivation, emotion and personality. Anuario de
psicologia/The UB Journal of psychology 42 (1989), 17-30.

[85] Tomas Mikolov, Ilya Sutskever, Kai Chen, Gregory S. Corrado, and Jeffrey Dean. 2013. Distributed Representations of
Words and Phrases and their Compositionality. In NIPS ’13.

[86] Bhaskar Mitra. 2015. Exploring Session Context using Distributed Representations of Queries and Reformulations. In
SIGIR ’15.

[87] Volodymyr Mnih, Adria Puigdoménech Badia, Mehdi Mirza, Alex Graves, Timothy P. Lillicrap, Tim Harley, David
Silver, and Koray Kavukcuoglu. 2016. Asynchronous Methods for Deep Reinforcement Learning. In ICML ’16.

[88] Volodymyr Mnih, Koray Kavukcuoglu, David Silver, Andrei A. Rusu, Joel Veness, Marc G. Bellemare, Alex Graves,
Martin A. Riedmiller, Andreas Fidjeland, Georg Ostrovski, Stig Petersen, Charles Beattie, Amir Sadik, Ioannis
Antonoglou, Helen King, Dharshan Kumaran, Daan Wierstra, Shane Legg, and Demis Hassabis. 2015. Human-level
control through deep reinforcement learning. Nature 518, 7540 (2015).

[89] Nikolaos Nanas and Anne N. De Roeck. 2009. Autopoiesis, the immune system, and adaptive information filtering.
Natural Computing 8, 2 (2009).

[90] Rodrigo Nogueira and Kyunghyun Cho. 2017. Task-Oriented Query Reformulation with Reinforcement Learning. In
EMNLP ’17.

[91] Takayuki Osa, Joni Pajarinen, Gerhard Neumann, J. Andrew Bagnell, Pieter Abbeel, and Jan Peters. 2018. An
Algorithmic Perspective on Imitation Learning. Foundations and Trends in Robotics 7, 1-2 (2018).

[92] Paul Over. [n.d.]. TREC-7 Interactive Track Report. In TREC ’98.

[93] Umut Ozertem, Emre Velipasaoglu, and Larry Lai. 2011. Suggestion set utility maximization using session logs. In
CIKM ’11.

[94] Mayur Patidar, Puneet Agarwal, Lovekesh Vig, and Gautam Shroff. 2018. Automatic Conversational Helpdesk Solution
using Seq2Seq and Slot-filling Models. In CIKM 18.

[95] Minghui Qiu, Liu Yang, Feng Ji, Wei Zhou, Jun Huang, Haiqing Chen, W. Bruce Croft, and Wei Lin. 2018. Transfer

Learning for Context-Aware Question Matching in Information-seeking Conversations in E-commerce. In ACL ’18.

Filip Radlinski and Nick Craswell. 2017. A Theoretical Framework for Conversational Search. In CHIIR ’17.

[97] Ashwin Ram, Rohit Prasad, Chandra Khatri, Anu Venkatesh, Raefer Gabriel, Qing Liu, Jeff Nunn, Behnam Hedayatnia,
Ming Cheng, Ashish Nagar, Eric King, Kate Bland, Amanda Wartick, Yi Pan, Han Song, Sk Jayadevan, Gene Hwang,
and Art Pettigrue. 2018. Conversational Al: The Science Behind the Alexa Prize. CoRR abs/1801.03604 (2018).
arXiv:1801.03604 http://arxiv.org/abs/1801.03604
[98] Karthik Raman, Paul N. Bennett, and Kevyn Collins-Thompson. 2013. Toward whole-session relevance: exploring
intrinsic diversity in web search. In SIGIR ’13.
[99] Gary Ren, Xiaochuan Ni, Manish Malik, and Qifa Ke. 2018. Conversational Query Understanding Using Sequence to
Sequence Modeling. In WWW ’18.
[100] Stephen E. Robertson and Karen Sparck Jones. 1976. Relevance weighting of search terms. JASIS 27, 3 (1976).
[101] Stephen E. Robertson and Hugo Zaragoza. 2009. The Probabilistic Relevance Framework: BM25 and Beyond.
Foundations and Trends in Information Retrieval 3, 4 (2009).
[102] Joseph John Rocchio. 1971. Relevance feedback in information retrieval. The SMART retrieval system: experiments in
automatic document processing (1971).
[103] Stéphane Ross, Geoffrey J. Gordon, and J. Andrew Bagnell. 2010. No-Regret Reductions for Imitation Learning and
Structured Prediction. CoRR abs/1011.0686 (2010). arXiv:1011.0686 http://arxiv.org/abs/1011.0686
[104] Ian Ruthven. 2008. Interactive information retrieval. ARIST 42, 1 (2008).
[105] Tetsuya Sakai and Zhicheng Dou. 2013. Summaries, ranked retrieval and sessions: a unified framework for information
access evaluation. In SIGIR ’13.
[106] John Schulman, Sergey Levine, Pieter Abbeel, Michael I. Jordan, and Philipp Moritz. 2015. Trust Region Policy
Optimization. In ICML ’15.

-

—
O
(=

—

=

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: January 2020.


https://arxiv.org/abs/1801.03604
http://arxiv.org/abs/1801.03604
https://arxiv.org/abs/1011.0686
http://arxiv.org/abs/1011.0686

A Re-classification of Information Seeking Tasks and Their Computational Solutions 1:31

[107]

[108

=

[109]
[110]
[111]

[112]

[113]
[114]

[115]

[116
[117]
[118]

—

[119
[120]

—

[121]

[122]

[131]
[132]
[133]

[134

flan)

[135]

John Schulman, Filip Wolski, Prafulla Dhariwal, Alec Radford, and Oleg Klimov. 2017. Proximal Policy Optimization
Algorithms. CoRR abs/1707.06347 (2017). arXiv:1707.06347

Tulian Vlad Serban, Alessandro Sordoni, Yoshua Bengio, Aaron C. Courville, and Joelle Pineau. 2016. Building
End-To-End Dialogue Systems Using Generative Hierarchical Neural Network Models. In AAAI ’16.

Walid Shalaby and Wlodek Zadrozny. 2018. Toward an Interactive Patent Retrieval Framework based on Distributed
Representations. In SIGIR ’18.

Lifeng Shang, Zhengdong Lu, and Hang Li. 2015. Neural Responding Machine for Short-Text Conversation. In ACL
’15.

Yelong Shen, Xiaodong He, Jianfeng Gao, Li Deng, and Grégoire Mesnil. 2014. Learning semantic representations
using convolutional neural networks for web search. In WWW ’14.

David Silver, Aja Huang, Chris J. Maddison, Arthur Guez, Laurent Sifre, George van den Driessche, Julian Schrittwieser,
Ioannis Antonoglou, Vedavyas Panneershelvam, Marc Lanctot, Sander Dieleman, Dominik Grewe, John Nham, Nal
Kalchbrenner, Ilya Sutskever, Timothy P. Lillicrap, Madeleine Leach, Koray Kavukcuoglu, Thore Graepel, and Demis
Hassabis. 2016. Mastering the game of Go with deep neural networks and tree search. Nature 529, 7587 (2016).
Mark D. Smucker and Charles L. A. Clarke. 2012. Time-based calibration of effectiveness measures. In SIGIR ’12.
Alessandro Sordoni, Yoshua Bengio, Hossein Vahabi, Christina Lioma, Jakob Grue Simonsen, and Jian-Yun Nie. 2015.
A Hierarchical Recurrent Encoder-Decoder For Generative Context-Aware Query Suggestion. CoRR abs/1507.02221
(2015). arXiv:1507.02221 http://arxiv.org/abs/1507.02221

Alessandro Sordoni, Michel Galley, Michael Auli, Chris Brockett, Yangfeng Ji, Margaret Mitchell, Jian-Yun Nie,
Jianfeng Gao, and Bill Dolan. 2015. A Neural Network Approach to Context-Sensitive Generation of Conversational
Responses. In NAACL HLT ’15.

Russell K. Standish. [n. d.]. Open-Ended Artificial Evolution.

Richard S. Sutton and Andrew G. Barto. 1998. Reinforcement learning - an introduction. MIT Press.

Zhiwen Tang and Grace Hui Yang. 2017. Investigating per Topic Upper Bound for Session Search Evaluation. In ICTIR
’17.

Zhiwen Tang and Grace Hui Yang. 2017. A Reinforcement Learning Approach for Dynamic Search. In TREC ’17.
Aibo Tian and Matthew Lease. 2011. Active learning to maximize accuracy vs. effort in interactive information
retrieval. In SIGIR ’11.

Zhiliang Tian, Rui Yan, Lili Mou, Yiping Song, Yansong Feng, and Dongyan Zhao. 2017. How to Make Context More
Useful? An Empirical Study on Context-Aware Neural Conversational Models. In ACL ’17.

Ashish Vaswani, Noam Shazeer, Niki Parmar, Jakob Uszkoreit, Llion Jones, Aidan N. Gomez, Lukasz Kaiser, and Illia
Polosukhin. 2017. Attention is All you Need. In NIPS ’17.

Oriol Vinyals and Quoc V. Le. 2015. A Neural Conversational Model. CoRR abs/1506.05869 (2015). arXiv:1506.05869
Ellen M. Voorhees. 2002. Overview of TREC 2002. In TREC "02.

Ellen M. Voorhees. 2004. Overview of the TREC 2004 Robust Track. In TREC "04.

Hongning Wang, Yang Song, Ming-Wei Chang, Xiaodong He, Ryen W. White, and Wei Chu. 2013. Learning to extract
cross-session search tasks. In WWW ’13.

Huazheng Wang, Qingyun Wu, and Hongning Wang. 2017. Factorization Bandits for Interactive Recommendation. In
AAAI’17.

Rui Wang, Joel Lehman, Jeff Clune, and Kenneth O. Stanley. 2019. Paired Open-Ended Trailblazer (POET): Endlessly
Generating Increasingly Complex and Diverse Learning Environments and Their Solutions. arXiv:1901.01753 [cs.NE]
Rui Wang, Joel Lehman, Jeff Clune, and Kenneth O. Stanley. 2019. Paired Open-Ended Trailblazer (POET): Endlessly
Generating Increasingly Complex and Diverse Learning Environments and Their Solutions. CoRR abs/1901.01753
(2019). arXiv:1901.01753 http://arxiv.org/abs/1901.01753

Rui Wang, Joel Lehman, Aditya Rawal, Jiale Zhi, Yulun Li, Jeff Clune, and Kenneth O. Stanley. 2020. Enhanced POET:
Open-Ended Reinforcement Learning through Unbounded Invention of Learning Challenges and their Solutions.
arXiv:2003.08536 [cs.NE]

Sheng Wang, Zhifeng Bao, Shixun Huang, and Rui Zhang. 2018. A Unified Processing Paradigm for Interactive
Location-based Web Search. In WSDM 18.

Joseph Weizenbaum. 1966. ELIZA - a computer program for the study of natural language communication between
man and machine. Commun. ACM 9, 1 (1966), 36—45.

Ryen W White, Bill Kules, Steven M Drucker, et al. 2006. Supporting Exploratory Search, Introduction, Special Issue,
Communications of the ACM. Commun. ACM 49, 4 (2006).

Ronald J. Williams. 1992. Simple Statistical Gradient-Following Algorithms for Connectionist Reinforcement Learning.
Machine Learning 8 (1992).

Yu Wu, Wei Wu, Chen Xing, Ming Zhou, and Zhoujun Li. 2017. Sequential Matching Network: A New Architecture
for Multi-turn Response Selection in Retrieval-Based Chatbots. In ACL ’17.

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: January 2020.


https://arxiv.org/abs/1707.06347
https://arxiv.org/abs/1507.02221
http://arxiv.org/abs/1507.02221
https://arxiv.org/abs/1506.05869
https://arxiv.org/abs/1901.01753
https://arxiv.org/abs/1901.01753
http://arxiv.org/abs/1901.01753
https://arxiv.org/abs/2003.08536

1:32 Zhiwen Tang and Grace Hui Yang

[136] Yuanhai Xue, Guoxin Cui, Xiaoming Yu, Yue Liu, and Xueqi Cheng. 2014. ICTNET at Session Track TREC2014. In

TREC ’14.

Rui Yan, Yiping Song, and Hua Wu. 2016. Learning to Respond with Deep Neural Networks for Retrieval-Based

Human-Computer Conversation System. In SIGIR ’16.

[138] Angela Yang and Grace Hui Yang. 2017. A Contextual Bandit Approach to Dynamic Search. In ICTIR ’17.

[139] Grace Hui Yang, Marc Sloan, and Jun Wang. 2016. Dynamic Information Retrieval Modeling. Morgan & Claypool

Publishers.

[140] Grace Hui Yang and Ian Soboroff. 2016. TREC *16 Dynamic Domain Track Overview. In TREC ’16.

[141] Grace Hui Yang, Zhiwen Tang, and Ian Soboroff. 2017. TREC *17 Dynamic Domain Track Overview. In TREC ’17.

[142] Hui Yang, John Frank, and Ian Soboroff. 2015. TREC ’15 Dynamic Domain Track Overview. In TREC ’15.
]
]

[137

[t —

[143] Hui Yang, Marc Sloan, and Jun Wang. 2014. Dynamic information retrieval modeling. In SIGIR ’14.

[144] Liu Yang, Minghui Qiu, Chen Qu, Jiafeng Guo, Yongfeng Zhang, W. Bruce Croft, Jun Huang, and Haiqing Chen. 2018.

Response Ranking with Deep Matching Networks and External Knowledge in Information-seeking Conversation

Systems. In SIGIR ’18.

Yunlun Yang, Yu Gong, and Xi Chen. 2018. Query Tracking for E-commerce Conversational Search: A Machine

Comprehension Perspective. In CIKM ’18.

[146] Yiming Yang and Abhimanyu Lad. 2009. Modeling Expected Utility of Multi-session Information Distillation. In ICTIR
’09.

[147] Jing Yao, Zhicheng Dou, Jun Xu, and Ji-Rong Wen. 2020. RLPer: A Reinforcement Learning Model for Personalized
Search. In Proceedings of The Web Conference 2020 (Taipei, Taiwan) (WWW °20). Association for Computing Machinery,
New York, NY, USA, 2298-2308. https://doi.org/10.1145/3366423.3380294

[148] Xiaojun Yuan, Jingling Liu, and Ning Sa. 2012. U. Albany & USC at the TREC 2012 Session Track. In TREC ’12.

[149] Chuang Zhang, Xiaotian Wang, Songlin Wen, and Runze Li. 2012. BUPT_PRIS at TREC 2012 Session Track. In TREC

'12.

Yongfeng Zhang, Xu Chen, Qingyao Ai, Liu Yang, and W. Bruce Croft. 2018. Towards Conversational Search and

Recommendation: System Ask, User Respond. In CIKM ’18.

[151] Yinan Zhang and ChengXiang Zhai. 2016. A Sequential Decision Formulation of the Interface Card Model for
Interactive IR. In SIGIR ’16.

[152] Guanjie Zheng, Fuzheng Zhang, Zihan Zheng, Yang Xiang, Nicholas Jing Yuan, Xing Xie, and Zhenhui Li. 2018. DRN:
A Deep Reinforcement Learning Framework for News Recommendation. In WWW ’18.

[153] Xiangyang Zhou, Daxiang Dong, Hua Wu, Shiqi Zhao, Dianhai Yu, Hao Tian, Xuan Liu, and Rui Yan. 2016. Multi-view
Response Selection for Human-Computer Conversation. In EMNLP ’16.

[145

=

=

[150

=

Received October 2020

ACM Transactions on Information Systems, Vol. 1, No. 1, Article 1. Publication date: January 2020.


https://doi.org/10.1145/3366423.3380294

	Abstract
	1 Introduction
	2 Re-classification by Task Goals
	2.1 Telic Search Tasks - Dynamic Search (DS)
	2.2 Paratelic Search Tasks - Exploratory Search (ES+)

	3 Re-classification by Goal-Reaching Procedures
	4 Local Methods
	5 Bandits Algorithms
	6 Value-Based RL Approaches
	7 Policy-Based RL Approaches
	8 Model-Based RL Approaches
	9 Imitation Learning
	10 Open-Ended RL
	11 Evaluation
	12 Conclusion
	References

