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ABSTRACT
Query compilation is the problem of translating user requests formulated over purely conceptual and
domain specific ways of understanding data, commonly called logical designs, to efficient executable
programs called query plans. Such plans access various concrete data sources through their low-level
often iterator-based interfaces. An appreciation of the concrete data sources, their interfaces and
how such capabilities relate to logical design is commonly called a physical design. This book is an
introduction to the fundamental methods underlying database technology that solves the problem
of query compilation. The methods are presented in terms of first-order logic which serves as the
vehicle for specifying physical design, expressing user requests and query plans, and understanding
how query plans implement user requests.

KEYWORDS
query compilation, semantic query optimization, physical database design, database
update, logical foundations and integrity constraints, bag semantics and query plans
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Preface
Information abounds, and the arrival of commercially viable computer systems with mass storage
to help manage information has prompted the development of database systems together with an
underlying technology. This book is about an important part of the technology for database systems
that require only a logical appreciation of data on the part of application developers, such as database
systems that support the relational model of data: the part that enables users to formulate queries
that are devoid of any information relating to concrete data sources and their low-level interfaces.

A fundamental problem that must therefore be addressed is to translate user requests over
purely conceptual and domain-specific ways of understanding of data,commonly called logical designs,
to efficient executable programs, called query plans, for evaluating the requests by accessing various
concrete data sources through their low-level often iterator-based interfaces. An appreciation of the
concrete data sources, their interfaces and how such capabilities relate to logical design is in turn
called a physical design. There are several phrases used to refer to the problem of translating user
requests to plans; plan generation and query optimization are examples. In this book, we use query
compilation to emphasize our focus on the issue of determining when plans correctly implement user
requests.

The lingua franca throughout the book is first-order logic (FOL). Indeed, we shall see that
FOL suffices to satisfy a number of needs connected with capturing and reasoning about physical
design and query compilation.

1. It is a convenient language in which to formulate logical designs.

2. User queries correspond naturally to well-formed formulae in FOL. In fact, a subset of well-
formed formulae that satisfy a condition called domain independence constitute a standard
metric of query expressiveness called relational completeness.

3. With the added notion of binding patterns, it is also a convenient language to capture physical
designs.This remains true for very sophisticated designs that entail multi-level store, pointers,
hashing, capabilities for runtime typing, user defined functions, and so on.

4. Additional syntactic conditions on well-formed formulae in FOL lead to a plan language with
a small set of primitive operations that suffice to formulate query plans over sophisticated
physical designs that are often “built-in” in existing relational database technology.

5. Query compilation, the problem of synthesizing plans for user queries, corresponds naturally to
reasoning in FOL. In the book, we look at how both chase-based reasoning and more general
reasoning based on interpolation in FOL can be used to synthesize plans for user queries that
express both requests for information and for data update.



xii PREFACE

The book is organized into six chapters. A more thorough introduction to basic terminology and
notation for the problems of physical design and query compilation are the subject of Chapter 1.
Items 1–4 above are the subject of the next three chapters. In particular, Chapters 2 and 3 review how
FOL in combination with binding patterns can be used to formally capture both logical and physical
design, to express user queries,and,with some straightforward extensions relating to syntax, to express
query plans that implement user queries by appealing to a small set of primitive operations. Chapter 4
presents a number of cases that demonstrate how such a minimalist approach can be coupled with
constraints expressed in FOL in ways that manifest sophisticated data structures and algorithms that
are often implemented as additional native data encoding options and query operations in existing
relational database technology. (Some examples are listed in Item 3 above.) The last item is the
subject of the remaining two chapters. In particular, approaches to the problem of query compilation
are considered in Chapter 5 and applications of these techniques to the problem of database update
in Chapter 6.

A brief overview of FOL is given in Appendix A for readers who might require a review of
basic material. It is a good idea to read through Appendix A to at least align expectations of FOL
terminology and notation with what is presumed in this book. The book also presumes that readers
are familiar with the subject of computer science to the extent that is acquired during the first two
years of an undergraduate degree. This includes an understanding of algorithms and data structures,
basic computational and complexity issues and imperative programming. An introductory course on
mathematical logic and on databases is also desirable, in particular on declarative programming in
SQL.

Following each chapter is a brief bibliography relevant to the topic and a list of exercises on
topics that can be used as the basis for a class discussion. Many are sufficiently general that they can
also be used as the basis for a term project.

David Toman and Grant Weddell
July 2011
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