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ABSTRACT
The memory system has the potential to be a hub for future innovation. While conventional
memory systems focused primarily on high density, other memory system metrics like energy,
security, and reliability are grabbing modern research headlines. With processor performance
stagnating, it is also time to consider new programming models that move some application
computations into the memory system. This, in turn, will lead to feature-rich memory systems
with new interfaces.The past decade has seen a number ofmemory system innovations that point
to this future where the memory system will be much more than dense rows of unintelligent
bits. This book takes a tour through recent and prominent research works, touching upon new
DRAM chip designs and technologies, near data processing approaches, new memory channel
architectures, techniques to tolerate the overheads of refresh and fault tolerance, security attacks
and mitigations, and memory scheduling.

KEYWORDS
memory system architecture, DRAM, memory controllers, memory channels,
low-power memory, memory security, error correction codes, memory reliability,
DRAM refresh, near data processing, 3D stacking
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Preface
The memory sub-system is the most overlooked and underrated component in modern systems.
Memory chips are just rows of dumb bits: they are commoditized and standardized; they perform
two simple operations—reads and writes.

A lot of the above conventional wisdom is changing. With processor performance im-
proving only slightly with each new generation, the computing industry needs creative value-
additions in new systems. Computation is widely viewed as “trivial” or “commoditized,” while
data movement is viewed as the engineer’s nemesis. Most solutions to these problems seem to
rely on two broad compelling approaches: accelerators and new memory technologies.

For decades, architecture conferences saw little activity in memory systems. In the past ten
years, this area has been a dominant topic, only recently ceding that title to machine learning
accelerators. Much of this recent excitement stemmed from new non-volatile memory tech-
nologies and 3D stacking. Both made it possible to improve energy efficiency and add more
functionality to the memory system. Once the floodgates opened, researchers have delved into
several aspects of memory systems, including security, reliability, refresh, microarchitecture, etc.

However, even today, most computer architecture textbooks spend hundreds of pages on
the processor and just a handful of pages on the memory system. Most graduate students starting
their Ph.D.s in architecture require a solid foundation in memory design. We hope that this
Synthesis Lecture serves as a valuable resource to such students, as well as to other architecture
researchers/developers. Instructors teaching an advanced computer architecture class may want
to base some of their lectures on parts of this book. Chapter 2 would also be appropriate reading
for a standard course on computer architecture. To make the material easily accessible to early-
stage graduate students, each chapter starts by covering the basics and then diving into key
ideas/contributions in recent top-tier papers. The goal here is to provide a condensed big-picture
overview of the landscape; once informed, students can chase down specific topics/papers that
deserve more attention. While I have read hundreds of papers so you don’t have to :-), I highly
recommend that you absolutely read the original papers that you find relevant. I also want to
recommend the 2008 memory system book written by Jacob, Ng, and Wang [4]; it’s a terrific
reference that I have frequently consulted.

Given the many popular conferences/workshops in existence today, I have obviously not
covered every published memory system innovation. To be fair and realistic, I have primar-
ily covered papers published at the top four architecture venues—ISCA, MICRO, ASPLOS,
HPCA. I realize that this approach has shortcomings, and I apologize in advance if I did not
mention your favorite work.
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