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ABSTRACT
Providing a sharedmemory abstraction in distributed systems is a powerful tool that can simplify
the design and implementation of software systems for networked platforms. This enables the
system designers to work with abstract readable and writable objects without the need to deal
with the complexity and dynamism of the underlying platform. The key property of shared
memory implementations is the consistency guarantee that it provides under concurrent access
to the shared objects. The most intuitive memory consistency model is atomicity because of its
equivalence with a memory system where accesses occur serially, one at a time. Emulations of
shared atomic memory in distributed systems is an active area of research and development. The
problem proves to be challenging, and especially so in distributed message passing settings with
unreliable components, as is often the case in networked systems. We present several approaches
to implementing shared memory services with the help of replication on top of message-passing
distributed platforms subject to a variety of perturbations in the computing medium.

KEYWORDS
distributed shared memory, atomicity, read/write objects, quorum systems, recon-
figuration, consensus, fault-tolerance, dynamism
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Outline
This book contains ten chapters. Figure 1 shows some dependencies among chapters and sug-
gests some reading orders.

Chapter 10

Concluding Remarks and
Looking Ahead

Chapter 9

DynaStore: Incremental
Reconfigurations

Chapter 8

RDS: Integrated
Reconfigurations

Chapter 7

RAMBO: Reconfigurable
Dynamic Memory

Chapter 6

"e Dynamic Environment

Chapter 1

Introduction

Chapter 2

Model of Computation

Chapter 3

"e Static Environment

Chapter 4

"e Single-Writer Setting

Chapter 5

"e Multiple-Writer Setting

Figure 1: Suggested order of reading.



xiv OUTLINE
We begin the presentation in Chapter 1 where we discuss the general landscape of dis-

tributed shared storage systems, and introduce the challenges associated with combining repli-
cation and consistency in distributed settings.

In Chapter 2, we describe the model of computation, define consistency, and assumptions
about communication and failure models. When a particular algorithm assumes a specialized
model, we present model refinements and additional assumptions in the relevant section before
presenting the algorithm.

The rest of the book is divided into two logical parts. In the first part we deal with static
systems where the collection of failure-prone object replica servers is known a-priori. In the
second part we deal with dynamic systems, where the set of participating servers may change
over time as existing participants depart or fail, and as new participants join.

The first part, dealing with static systems, consists of Chapters 3, 4, and 5. Chapter 3
discusses additional modeling parameters. In Chapter 4, we deal with the algorithms for the
single writer, multiple readers model that guarantee consistency in all executions, and where
read and write operations terminate provided that a majority of servers do not fail. In Chapter
5, we present algorithms for the multiple writers, multiple readers model, and we exemplify
techniques that can be used to speed up read and write operations.

The second part, dealing with dynamic systems, consists of Chapters 6, 7, 8, and 9. Chap-
ter 6 discusses approaches to dynamic atomic memory implementation using general purpose
distributed building blocks. Chapter 7 presents a framework to reconfigure a dynamic atomic
memory by replacing a configuration of servers by another while offering availability of reads and
writes. This reconfiguration relies on an external building block for servers to agree on configu-
rations. The chapter concludes with a survey of several algorithms that optimize and specialize
the framework for particular target environments. Chapter 8 presents algorithms that integrate
the reconfiguration procedures within the atomic memory implementation to reduce time and
message complexities. This integration improves the fault tolerance of the previous framework
by minimizing the number of configurations needed at any point of the execution. Chapter 9
presents algorithms that obviate the need for including agreement within an explicit reconfigu-
ration procedure. These algorithms accept incremental changes to the configuration in order to
avoid the need for a consensus-based reconfiguration.

We conclude in Chapter 10 by discussing practical consistent memory services, perfor-
mance considerations, and challenges associated with replication and reconfiguration.



OUTLINE xv
Lastly, in addition to the reading orders proposed in Figure 1, the reader may benefit from

the content of particular sections to fast-track to later chapters in the book. In particular, after
reading Sections 4.1 and 5.1 (in this order) the reader may either choose to continue with the
corresponding chapter sequels dealing with the static system, or may proceed to Chapter 6 and
start reading about the dynamic systems.

Vincent Gramoli
Nicolas Nicolaou

Alexander A. Schwarzmann
June 2021
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