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Abstract. This paper describes the main features of the UvA Trilearn
2001 soccer simulation team. UvA Trilearn 2001 is a new team that par-
ticipated for the first time in 2001. It has been built from scratch and
does not contain any code copied from other RoboCup teams. Topics
that will be discussed include our architecture, world model and syn-
chronisation method. On a higher level we will talk about an optimal
scoring policy and about our fast-play strategy which makes use of het-
erogeneous players. UvA Trilearn 2001 finished 5th in the German Open
2001 and reached 4th place at the RoboCup 2001 World Cup.

1 Introduction

The UvA Trilearn 2001 soccer simulation team was built by two masters students
from the Intelligent Autonomous Systems Group at the University of Amsterdam
for their graduation project. For two reasons we decided not to copy any code
from other RoboCup teams. Firstly, we found that the released source codes did
not conform to regular software standards, i.e. they were not well structured
and scarcely documented. We therefore thought that it would be more time-
consuming to reuse the code than it would be to write it all ourselves. Secondly,
we also felt that the lower levels used by the top teams from recent years could
be improved in several ways. We thus decided to build a new team from scratch.
Much of the initial effort has therefore gone into getting the lower levels to
work. We have spent a lot of time on this particular task since we felt that the
lower levels in the architecture would be the most crucial for the success of the
team. Furthermore low-level imperfections can not be compensated for by high-
level behaviour added later on. We had several ideas for improvements in the
low-level methods used by top teams from the past, which we have successfully
implemented. This has among other things led to an advanced synchronisation
method and accurate estimation techniques for positions and velocities. The
higher levels were added later on. This resulted in a fast-play strategy and an
optimal scoring policy. During the project we have also focused much attention
on software engineering issues [2,6] to facilitate future use. This has led to highly
modular object oriented code and to a multi-level log system for quick debugging
(similar to [8]). Much effort has also gone into documenting our code for future
release using the documentation system Doxygen [4]. The main features of UvA
Trilearn 2001 will be discussed in the remainder of this paper.
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2 Architecture

Agents are capable of perception, reasoning and acting. We use a multi-threaded
architecture which allows our agents to use a separate thread for each of these
three tasks. In this way we minimize the delay caused by I/O to and from the
server so that agents can spend the majority of their time thinking about their
next action [5]. We use a 3-layer architecture for each agent. The threads used
for perception and acting can be seen as the bottom layer which hides the soccer
server details from the other layers. On top of this we have the Skills Layer which
uses the functionality offered by the layer below to implement the different skills
of each player (e.g. marking). The Control Layer then selects the best possible
action from the Skills Layer depending on the current world state.

3 World Model

The world model of each agent is a probabilistic representation of the world
state based on past perceptions. For each object an estimation of its position
and velocity is stored (among other things) together with a confidence value
which indicates the accuracy of the estimation. We have experimentally com-
pared different methods for estimating positions and velocities of the dynamic
objects in the simulation and used the best of these methods based on statistical
results. The world model is updated when new information about the world is
received by the agent and thus always contains the last known information. Ob-
jects which are not seen are also updated based on their last observed velocity.
The confidence in the estimate decreases however for each cycle in which the
object is not seen. Our agents also use communication to improve the accuracy
of their world model. Depending on the position of the ball, the agent that has
the best view of the field communicates his world model to nearby teammates.
The teammates that hear this message then update their world model using the
communicated information about the parts of the field that are currently not
visible to them. Experiments have shown that on average the world model of an
UvA Trilearn 2001 agent contains up-to-date information about 17 players on
the field. In addition, the world model also contains various methods which use
the low-level world state information to derive higher-level conclusions.

4 Synchronisation

Synchronisation is an important issue in the soccer server, since actions that must
be executed in a given simulator cycle must arrive at the server during the right
interval [3]. We use an advanced synchronisation method which in each cycle
determines the optimal moment to send an action to the server. This moment
depends on the arrival times of the different server messages and thus changes
from each cycle to the next. Furthermore our method guarantees that the action
sent is always based on the latest information from the server. After sending
an action it is checked whether the server has actually performed it. When this
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is not the case (i.e. the action did not arrive in time) no action is sent in the
next cycle to avoid a clash1. Experiments have shown that our synchronisation
method clearly outperforms several others used in the past. During a full-length
match consisting of 6000 cycles the number of holes2 for each agent is less than
0.2% of the total number of cycles and the number of clashes is less than 0.01%.

5 Optimal Scoring

Our agents use an optimal scoring policy [1] which determines the optimal shoot-
ing point in the goal together with an associated probability of scoring when the
ball is shot to this point. This probability depends on the position from which the
ball is shot and on the position of the goalkeeper. The optimal scoring problem
was solved by decomposing the problem into two subproblems. The first sub-
problem is to determine the probability that the ball will enter the goal when
shot to a specific point in the goal from a given position. This probability was
estimated by performing an experiment in which a player was placed straight in
front of the goal and the ball was shot to the middle of the goal from different
distances. From the resulting data set it was possible to determine the average
deviation of the ball given the distance that the ball had travelled. Using this
function we could calculate the probability that the ball would enter the goal
when shot at a certain point from a given position. The second subproblem was
to determine the probability of passing the goalkeeper in a given situation. This
was estimated by performing an experiment in which a player shot the ball in
a straight line while a goalkeeper would be placed in different positions relative
to this player. A data set was formed by recording several values for each situa-
tion together with a boolean indicating whether the goalkeeper had intercepted
the ball or not. From these data it was possible to extract a function which
determined the probability of passing the goalkeeper. Combining the solutions
to both subproblems led to the optimal scoring policy used by the agents.

6 Team Strategy

The main philosophy of UvA Trilearn 2001 is to keep the ball moving quickly
from each player to the next and preferably in a forward direction. In addition,
our agents often try to pass the ball into the depth in front of the wing attackers
at the side of the field thereby cutting through the opponents’ defense and dis-
organizing their team. The effectiveness of this strategy is greatly enhanced by
the use of heterogeneous players on the wings. Although these players become
tired more quickly, it is their faster speed which makes the difference. We have
developed a formula for determining the quality of a heterogeneous player. For

1 A clash occurs when two actions are sent during one cycle. This situation is unde-
sirable since the server then randomly chooses one for execution.

2 A hole occurs when no action is sent during a cycle. This is also undesirable since
missing an action opportunity may lead to the opponents gaining an advantage.
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each player type offered by the server, this formula returns a utility value based
on the player parameters. In this way we can determine which player types are
best suited for which positions on the field. The standard formation used by the
team is a 4-3-3 formation. Inside this formation each player chooses a strategic
position determined by a weighted sum of his home position in the formation
and the current position of the ball which serves as an attraction factor [7,9]. In
general, the behaviour of each agent depends on where the ball is located on the
field. We have divided the field into different areas and the action that an agent
chooses depends on the area in which the ball is located.

7 Results

UvA Trilearn 2001 has participated in two international robotic soccer compe-
titions. The first one was the German Open held in Paderborn in June of this
year. In this competition we used a very simple high-level strategy due to the
fact that up to that point we had spent most of our time on the lower levels.
Despite this, we still managed to reach 5th place in the tournament. In the next
two months we worked on our high-level strategy and on the optimal scoring
policy. In the beginning of August we then participated in the RoboCup World
Championship in Seattle. During this competition it was clear that the team
had improved a lot since Paderborn. UvA Trilearn 2001 finished in 4th place.
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