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Abstract. Tagged magnetic resonance imaging (tMRI) has been em-
ployed for decades to measure the motion of tissue undergoing deforma-
tion. However, registration-based motion estimation from tMRI is dif-
ficult due to the periodic patterns in these images, particularly when
the motion is large. With a larger motion the registration approach gets
trapped in a local optima, leading to motion estimation errors. We in-
troduce a novel “momenta, shooting, and correction” framework for La-
grangian motion estimation in the presence of repetitive patterns and
large motion. This framework, grounded in Lie algebra and Lie group
principles, accumulates momenta in the tangent vector space and em-
ploys exponential mapping in the diffeomorphic space for rapid approx-
imation towards true optima, circumventing local optima. A subsequent
correction step ensures convergence to true optima. The results on a 2D
synthetic dataset and a real 3D tMRI dataset demonstrate our method’s
efficiency in estimating accurate, dense, and diffeomorphic 2D/3D mo-
tion fields amidst large motion and repetitive patterns.

Keywords: Temporal registration · Tagged MRI · Motion estimation

1 Introduction

Tagging magnetic resonance imaging (tMRI) [3,4] is an important imaging tech-
nique, enabling precise measurements and visualizations of tissue movement and
deformation. However, the tagged periodic patterns present considerable chal-
lenges in estimating Lagrangian motion. Lagrangian motion traces tissues from
their resting state and is especially suited for strain computation [17,21,25,31].
Existing approaches typically employ raw tagged [37] or harmonic phase [9,29,36]
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Fig. 1. Conceptual illustration of tag-jumping in unsupervised registration. The left
panel demonstrates two strategies for estimating motion between the reference time-
frame I0 and the moving timeframe I2: Method A (ΦA

02) directly registers I0 and I2,
while Method B (ΦB

02) utilizes the temporal information from I0 thru I2 for registration.
The right panel visualizes the loss landscape (L on y-axis) in optimization, highlighting
local optima caused by image periodicity in Φ space.

images which all have periodic patterns as inputs to unsupervised registration al-
gorithms [6,28], to estimate the Lagrangian motion. However, when the deforma-
tion between the registration pair exceeds half of the tagging period, these meth-
ods risk falling into local optima, leading to substantial errors—a phenomenon
known as “tag-jumping”—as illustrated in Fig. 1.

Several strategies have been proposed to address this issue. For instance,
Shortest Path Refinement [26] incorporates a static region assumption into a
region growing algorithm to correct the motion estimation. This approach re-
quires strong assumptions and human intervention. Phase unwrapping [32, 35],
another strategy, unwraps the periodic patterns before registration. Yet, it is of-
ten susceptible to image noise and artifacts [22,35]. Deep learning-based pattern
unwrapping methods, though demonstrating better accuracy, are mostly trained
on synthetic images, raising questions about their generalizability to real data.
While many methods primarily utilize pair frames, it is possible to leverage
the entire sequence. Yu et al. [39] utilize traditional iterative registration [36],
proposing to initialize the registration with composition of motion between ev-
ery successive pair of frames. However, this approach incurs high computational
costs due to its iterative nature and on-the-fly optimization.

Unsupervised deep learning-based registration methods have recently shown
promise, offering good registration accuracy, fast inference speed [9, 13, 15, 19,
27, 37]. Ye et al. [37] propose to estimate Lagrangian motion from raw tMRI
by composing small Eulerian motions. However, this can lead to drifting issues,
where small errors in each step accumulate in the composed Lagrangian motion,
leading to inferior accuracy. DRIMET [9] proposed a penalty on learning the
incompressible motion in tMRI, yet like many unsupervised registration algo-
rithms that focus on registering frame pairs, it struggles with tag-jumping.
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Fig. 2. A high-level overview of “mo-
menta, shooting, and correction”.

Inspired by these previous works and
the principle of “fast-slow optimization”
in look-ahead optimizers [40], we intro-
duce “MomentaMorph: momenta, shoot-
ing, and correction”, a novel framework
for estimating Lagrangian motion in the
presence of repetitive patterns and large
motions. As shown in Fig. 2, this frame-
work operates under Lie algebra and Lie
group principles, where momenta accumu-
late in the tangent vector space (Lie alge-

bra) and shooting occurs in the diffeomorphic space (Lie group) through ex-
ponential mapping, serving as the “fast” step in “fast-slow” optimization. This
process “shoots” towards an approximation near the true optima, avoiding the
local optima presented by large motions in repetitive patterns. A subsequent cor-
rection step ensures convergence to the true optima, thereby enhancing accuracy
and acting as the “slow” step.

While MomentaMorph shares similarity in nomenclature with LDDMM [34],
there are differences. LDDMM estimates an initial momentum field that, when
“shot” forward via a geodesic path within the context of a diffeomorphism, de-
forms one image to align with another. However, it does not exploit temporal
information from multiple frames and carries the risk of falling into local op-
tima during the “shooting” process. It also requires a precise initial estimate
of the momentum and can be computationally intensive due to the necessity of
solving a partial differential equation at each iteration. In contrast, Momenta-
Morph exploits temporal information from multiple frames and is an amortized
learning-based approach, enabling rapid inference once trained. Our context also
differs from natural video tracking [1,8] or optical flow [8,20,24,33] in computer
vision, which typically have less emphasis on incompressibility, diffeomorphisms,
or Lagrangian motion.

Our contribution is that we introduce a novel framework MomentaMorph for
motion tracking using unsupervised registration techniques. MomentaMorph can
estimate accurate, diffeomorphic, and incompressible Lagrangian motion. Mo-
mentaMorph is validated using both a 2D synthetic motion dataset and a real
3D tMRI dataset capturing tongue motion, demonstrating its broad applicabil-
ity. Broadly speaking, this work also offers a promising solution for harnessing
the temporal information inherent in biological dynamic imaging modalities.

2 Method

Drawing on previous research [2, 7, 14, 15], we define the deformation field via

an ordinary differential equation (ODE) ∂ϕ(τ)

∂τ = v ◦ ϕ(τ), where ϕ(0) represents
the identity transformation and v is a stationary velocity field (SVF). One can
integrate v over τ = [0, 1] to obtain the final registration field ϕ(1). In the context
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Fig. 3. The architecture of MomentaMorph. The input is a sequence of images
{I0, I1, I2, . . . }, and the output is the Lagrangian motion between the reference frame
and others. A detailed view of the correction module is shown on the right.

of group theory, v belongs to the Lie algebra and yields a member of the Lie
group through the exponential map ϕ = exp(v).

Consider {I0, I1, I2, . . . } as a sequence of 3D images, such as a tMRI sequence.
By convention, I0 is selected as our reference frame. The motion field between
consecutive frames t and t+1 is referred to as Eulerian motion, denoted as ϕt(t+1),
while the motion field between the reference frame I0 and any other frame It is
referred to as Lagrangian motion, denoted as Φ0t. We propose an unsupervised
framework to estimate the 3D dense diffeomorphic Lagrangian motion fields
given the sequence {I0, I1, I2, . . . }.

For frames It and It+1, vt(t+1) = gθ(It, It+1) estimates the SVF, where g is a
convolutional neural network with learnable parameters θ. We assume that there
is no tag-jumping problems between successive frames when imaging settings
are appropriately configured. To obtain Lagrangian motion, one might consider
composing the Eulerian motions. However, such an approach can lead to drift-
ing issues, resulting in inaccurate motion. Instead, we introduce the momenta,
shooting, and correction framework, as shown in Fig. 3.

2.1 Momenta, shooting, correction

Momenta The Lagrangian motion can be expressed in terms of velocity fields,
for t ≥ 1, as follows:

log (Φ0t) = v0t = log
(
ϕ(t−1)t ◦ Φ0(t−1)

)
(1a)

= log
(
exp

(
v(t−1)t

)
◦ exp

(
v0(t−1)

))
(1b)

= v(t−1)t + v0(t−1) +
1

2

[
v(t−1)t,v0(t−1)

]
+ · · · (1c)

with log (Φ00) = v00 = 0.

Equations (1a-1b) represents a recursive formula, valid for t ≥ 1, indicating that
each Φ0t can be expressed as a composition involving the preceding term Φ0(t−1)

and a new term ϕ(t−1)t, and thus can be expressed with elements in Lie algebras.
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Equation (1c) applies the Baker-Campbell-Hausdorff (BCH) formula [5, 12, 18],
which establishes a connection between the product of exponentials and associa-
tive algebras. Specifically, ◦ represents a composition map associated with the
Lie group. The operator [·, ·] denotes the Lie bracket. The dots indicate higher-
order terms involving repeated Lie brackets, which are omitted for simplicity.

Although the BCH formula theoretically converges only when the two veloc-
ity fields are sufficiently small, it has been observed to perform well in broader
situations. Using only the first few terms in the series defined in Eq. (1c), we
form two approximations of momenta (for t ≥ 1), as follows:

[Mmorph-1] p1
0t := v(t−1)t + p1

0(t−1) (2a)

[Mmorph-2] p2
0t := v(t−1)t + p2

0(t−1) +
1

2

(
Jp2

0(t−1)
v(t−1)t − Jv(t−1)t

p2
0(t−1)

)
(2b)

with p1
00 = p2

00 = 0,

where Jv is the 3× 3 Jacobian matrix of vector field v.
Shooting From either (2a) or (2b), we use the scaling and squaring [2] to com-

pute the exponential mapping Φ̃0t = exp(p0t). This shoots solutions to an ap-
proximate location near the true deformation on the manifold. The approxima-
tion arise from two sources: the omitted high-order terms in Eq. (1c), and the
interpolation during the scaling and squaring on the discretized image grid.
Correction We refine the Lagrangian estimate by first estimating the residual
motion ϕres = exp(vres) where vres = gθ(I0, It ◦ Φ̃0t), and then composing with

Φ̃0t to obtain the final result Φ0t = Φ̃0t ◦ ϕres.

2.2 Learning

Our overall training objective is L = Leul + γ Llag which involves both Eulerian
motion, Eq. (3), and Lagrangian motion, Eq. (4), where

Leul =

T∑
t=0

Lsim(It, It+1 ◦ ϕt(t+1)) + αLsmooth(ϕt(t+1)) + βLinc(ϕt(t+1)) (3)

Llag =

T∑
t=1

Lsim(I0, It ◦ Φ0t) + αLsmooth(Φ0t) + βLinc(Φ0t) . (4)

In the above equations, γ, α’s, and β’s are hyper-parameters, determined by
grid search. Lsim, Lsmooth, and Linc denote similarity loss, smoothness loss, and
incompressibility loss, respectively. During training, we employ mean squared
error (MSE) as our similarity loss. We encourage the spatial smoothness of the
displacement u, with the smoothness loss defined as Lsmooth =

∑
x |∇u(x)|2.

Incompressibility is a crucial characteristic for image registration in moving bio-
logical tissues, such as myocardium muscles, the tongue, and the brain. The Ja-
cobian determinant of a deformation, representing the ratio of volume change, is
frequently utilized to quantify growth or shrinkage in biological tissue [10,11,30].
We adopt the determinant-based penalty proposed by DRIMET [9] Linc =
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Fig. 4. Qualitative results on synthetic data. The first column displays the input image
sequence, while the other columns correspond to the results of different approaches.
Row (a) to (c) demonstrate an increasing amount of motion. The red areas on the
Jacobian determinant map highlight the locations where foldings occur, and the symbol
✓ represents a pure diffeomorphism. We have omitted the results of Mmorph-1 as they
are visually similar to those of Mmorph-2.

∑
x |logmax (|Jϕ(x)| , ϵ)| −

∑
x min (|Jϕ(x)| , 0), where |Jϕ(x)| is the Jacobian

determinant of ϕ at x. The Linc pushes the Jacobian determinant toward unity,
encouraging incompressibility in the deformation field.

The training process is end-to-end, leveraging the differentiability of Eq. (2a)
and (2b), exponential mapping, and composition with respect to the velocity field
estimated by our network. The Leul guides the network to learn effective deforma-
tion fields for neighboring frames. Simultaneously, Llag encourages the network
to predict a temporally-consistent Lagrangian motion field that can match the
reference timeframe with any other timeframes, while promoting diffeomorphism
and incompressible characteristics.

3 Experiments

3.1 Synthetic Elastic 2D Data

Materials We synthesized a dataset of 10,000 “movies”, where each movie
is composed of three sequential images with dimensions 96 × 96. These im-
ages undergo elastic deformation. We ensure that the maximum deformation
between consecutive frames does not exceed the theoretical critical point for
tag-jumping (P/2). Those deformation fields are subsequently used to deform
simulated sinusoidal images (both horizontal and vertical patterns), resulting in
a time-series of deformed images. The data samples were divided into training,
validation, and test datasets in a 6:2:2 ratio.5

Evaluation We assess registration accuracy using two metrics: root mean
square error (RMSE) and end point error (EPE). RMSE measures the intensity

5 See Appendix A for more details on simulation and training.
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Table 1. Performance comparison on synthetic 2D data. Wilcoxon signed-rank tests
was conducted between “Mmorph-2” and the other methods. The p-values are adjusted
by Bonferroni correction (×3). The symbol ** indicates a statistically significant im-
provement (**: p-value < 0.001; *: p-value < 0.01). T indicates how many timeframes
is used by each approach. “Mmorph” stands for MomentaMorph.

RMSE ↓ EPE (pix) ↓ NegDet (%) ↓ Time(s) ↓

T Mean ± Std Median p Mean ± Std Median p Mean ± Std p Mean

Direct Reg [23] 2 0.096 ± 0.053 0.098 ** 2.491 ± 1.861 1.802 ** 1.926 ± 1.842 ** 0.04
Composition 3 0.073 ± 0.025 0.064 ** 1.315 ± 0.587 1.149 * 0.108 ± 0.384 ** 0.05
Mmorph-1 3 0.031 ± 0.012 0.027 ** 1.304 ± 0.610 1.136 2.76 0.073 ± 0.192 ** 0.07
Mmorph-2 3 0.031 ± 0.014 0.025 – 1.303 ± 0.610 1.130 – 0.002 ± 0.012 – 0.07

match between the reference image and the warped moving image, while EPE
quantifies the discrepancy between the estimated motion and the motion utilized
to generate synthetic moving images. The diffeomorphism of the deformation
field is assessed by calculating the percentage of negative determinants (NegDet).
Results Table 1 offers a comparative analysis of our proposed methods (Mmorph-
1,2) against two alternative strategies: Direct Registration (Direct Reg) and
Composition. The Direct Reg method serves as a baseline, where we directly
estimate the Lagrangian between the reference frame (t = 0) and last timeframe
(t = 2), without utilizing the temporal information within. Its high RMSE and
EPE values suggest that the predicted motion significantly deviates due to the
tag-jumping issue caused by the periodicity in the images. The Composition ap-
proach mitigates the tag-jumping issue by simply composing the Eulerian mo-
tion to obtain the Lagrangian motion. However, it is less robust on complicated
motion and has a higher percentage of negative determinants. Our proposed
“momenta, shooting, and correction” framework (Mmorph-1,2) outperforms the
others in terms of registration accuracy and a lower percentage of negative de-
terminants. Interestingly, Mmorph-2, which employs a more accurate approxi-
mation of the BCH formula, achieves similar registration accuracy as Mmorph-1
but significantly reduces the percentage of negative determinants in the field, all
while maintaining competitive computation time. Figure 4 provides a qualitative
comparison of the different strategies on small, moderate, and large motion.6

3.2 Tongue 3D tMRI Data

Materials We further validate MomentaMorph using a real 3D MR dataset
that includes 25 unique subject-phrase pairs. Participants spoke specific phrases
during tMRI scans, enabling tongue motion tracking. Each phrase lasts 1 second,
during which 26 timeframes were acquired. The data was split subject-phrase-
wise into training, validation, and test datasets in a 6:2:2 ratio.
Training details We applied a sinusoidal transformation [9] to the harmonic
phase images [29] as a preprocessing step. We adopted a similar hyperparameter

6 See Appendix B for additional visual results.
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Fig. 5. Qualitative Results on 3D tMRI. The left panel depicts the 3D tongue shape
and the sagittal slice with horizontal and vertical patterns. The right panel presents the
results of three methods: PVIRA [36], DRIMET [9], and Mmorph-2 (our approach).
The results of Mmorph-1 and the composition method have been omitted due to their
visual similarity to Mmorph-2.

Table 2. Performance comparison on real 3D tMRI. The notation T = “a” signifies
that the method employs all neighboring pairs between the reference and moving frames
for analysis. The p-values are adjusted by Bonferroni correction (×5).

RMSE ↓ DetAUC ↑ NegDet (%) ↓ Time(s) ↓

T Mean ± Std Median p Mean ± Std Median p Mean ± Std Mean

PVIRA [36] 2 0.211 ± 0.090 0.209 ** 0.915 ± 0.030 0.917 0.55 2e−5 ± 6e−3 50.03
DRIMET [9] 2 0.191 ± 0.075 0.185 * 0.910 ± 0.058 0.919 * 8e−6 ± 1e−7 0.15

Composition “a” 0.192 ± 0.074 0.186 ** 0.912 ± 0.057 0.923 3.5 3e−4 ± 1e−3 0.29
Composition 3 0.190 ± 0.074 0.184 ** 0.912 ± 0.055 0.923 4.45 5e−5 ± 2e−4 0.24

Mmorph-1 3 0.188 ± 0.073 0.183 2.9 0.913 ± 0.053 0.920 2.95 0 ± 0 0.25
Mmorph-2 3 0.188 ± 0.073 0.182 – 0.913 ± 0.058 0.924 – 0 ± 0 0.26

tuning strategy as in our synthetic experiments. Notably, T timeframes were ran-
domly selected from speech sequences during training. We find T = 3 effectively
captures large tongue motion while preventing tag jumping.

Evaluation We do not employ end-point error (EPE) due to the lack of
true motion. We use the determinant of the area under the curve (DetAUC) [9]
to quantify the incompressibility. This measures how closely the Jacobian of the
deformation approaches unity at each location. The motion between the reference
frame (i.e., t = 0) and all subsequent frames (i.e., t = 1, 2, . . . , 26) is estimated
for evaluation. It is important to note that for multi-frame approaches (including
ours and the composition approach) that utilize T ≥ 3 frames, additional (T−2)
intermediate frames are evenly sampled from the sequence.

Results Figure 5 illustrates a case where the tongue initiates from a neu-
tral position (t = 0) and subsequently undergoes rapid backward and down-
ward movements, as seen from the bent patterns at (t = 6). Both PIVRA and
DRIMET are challenged by substantial deformation, resulting in tag jumping.
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Interestingly, when compared between the composition strategies, composing
fewer frames (T = 3) demonstrated a slight advantage over composing every
neighboring frame (T = “a”), which could be attributed to the drifting issue
caused by successive interpolation. MomentaMorph achieves the best RMSE. In
terms of incompressibility, MomentaMorph exhibits performance on par with
the others. Consistent with the synthetic experiments, MomentaMorph had a
lower percentage negative determinant than the composition strategy.

4 Conclusion and Discussion

In this work, we proposed a “momentum, shooting, and correction” framework
that operates within the construct of Lie groups and Lie algebras, which provide a
sound theoretical background, to estimate an accurate and biologically plausible
Lagrangian motion field. The approach is validated through a 2D simulated
dataset with elastic motion and a real 3D tMRI dataset. We believe that our
approach is applicable beyond tMRI to general dynamic imaging. As future work,
we plan to validate the approach on cardiac imaging during heartbeat cycles and
4D lung CT scans during respiration, where substantial motion is often present.
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A Material & Training Details

A.1 Synthetic Image Simulation

We synthesized a dataset of 10,000 “movies” which undergo elastic deformation.
The choice of elastic deformation over incompressible deformation for validation
is motivated by the fact that elastic deformation is more general and prevalent.
Specifically, we put a grid of evenly distributed control points across the image
and randomly jitter these points, with magnitudes drawn uniformly from a pre-
defined range. A series of deformation fields are generated by subdividing the
offsets and interpolating between the control points with B-splines. The spacing
between control points is set to twice of maximum displacement to ensure the
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generated deformation is free of folding. We ensure that the maximum deforma-
tion between consecutive frames does not exceed the theoretical critical point for
tag-jumping (P/2). Those deformation fields are subsequently used to deform
simulated sinusoidal images (both horizontal and vertical patterns), resulting in
a time-series of deformed images. The number of the sinusoidal pattern, denoted
as f , is set to 10, which implies that the periodicity of the sinusoidal patterns
is P = 9.6. Maximum possible deformation between neighboring frames is set
to half of the period. The data samples were divided into training, validation,
and test datasets in a 6:2:2 ratio. In assessing the effectiveness of various ap-
proaches, we omitted the boundary region (by 10% along each axes) to mitigate
the randomness of boundary effects and the influence of the padding strategy.

A.2 tMRI Imaging Settings

The study used a 3T Prisma MR scanner (Siemens Healthcare) and a 64-channel
head/neck coil to obtain images of the tongue’s motion during speech. Partici-
pants repeated a phrase while tagged MR images were acquired with a field of
view of 240× 240 mm2, TE = 1.47 ms, and TR = 36 ms. Each data set includes
a stack of images covering the entire tongue and surrounding tissues. Multiple
repetitions of the speech task were performed to collect tagged data. The speech
task was timed to a metronome repeated every 2 seconds. The MRI images, with
an in-plane resolution of 1.875 × 1.875 mm and a slice thickness of 6 mm, were
obtained in both sagittal (vertical and horizontal tags) and axial (vertical tags
only) orientations.

A.3 Training Details

We normalize the images in the range [0, 1]. We do not employ any augmentation
and observe no signs of overfitting. To ensure a fair comparison across different
approaches, we determine the optimal loss weights α, and β independently for
each approach through a grid search. The γ is empirically set to 0.5 for all
experiments.

For experiment on 2D synthetic data, α = 0.008, β = 0. For scaling and
squaring, we used 7 as the number of iterations for all model variants. In all
experiments, we used the Adam optimizer with a batch size of one and a fixed
learning rate of 3 × 10−4 throughout training. We trained using a batch size
of 1 and trained until convergence at 200K steps without observing overfitting.
Training time took around 10 hours using a single Quadro RTX 5000 GPU.

For experiment on 3D tongue data, α = 0.001, β = 0.3, the images are
manually cropped to include the tongue region and then zero-padded to 64 ×
64×64. The (mean,std) of width, height, and depth of tongue region before zero-
padding are: (48.3, 4.2), (56.5, 2.9), (54.2, 3.7), respectively. We used the Adam
optimizer with a batch size of one and a fixed learning rate of 3×10−4 throughout
training. We trained using a batch size of 1 and trained until convergence at 500k
steps without observing overfitting. Training time took around 48 hours using a
single Quadro RTX 5000 GPU.
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Fig. 6. Additional qualitative results on synthetic data. Row 1 indicates the input
images sequence. The three rows below are the corersponding outputs from given the
inputs. The checkmark ✓ on the Jacobian determinant map indicates diffeomorphism.

B Additional Qualitative Results

Fig. 6 shows additional qualitative results.
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