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Abstract. Various online databases exist to make judgments accessible in the dig-
ital age. Before a legal practitioner can utilize state-of-the-art information retrieval
features to retrieve relevant court rulings, the textual document must be processed.
More importantly, many verdicts lack crucial semantic information which can be
utilized within the search process. One piece of information that is frequently
missed, as the judge is not adding it during the publication process within the court,
is the so-called norm chain. This list contains the most relevant norms for the un-
derlying decision.

Therefore this paper investigates the feasibility of automatically extracting the
most relevant norms of a court ruling. A dataset constituting over 42k labeled court
rulings was used in order to train different classifiers. While our models provide F1
performances of up to 0.77, they can undoubtedly be utilized within the editorial
publication process to provide helpful suggestions.
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1. Introduction

Legal research constitutes a significant part of the daily work of a legal practitioner, par-
ticularly lawyers [1,2]. As the work of legal workers is not just knowledge-driven but
also time-consuming, recent research activities and the industry try to support the legal
research process. The focus here is often on legal information retrieval. That is why var-
ious online databases exist that provide convenient search functionalities. However, the
path from a textual court ruling (in the remainder of this paper the terms ”verdict”, ”rul-
ing”, and ”decision” all refer to the entire court ruling document), as it is created by a
judge, into an online database is often tedious and involves a vast amount of human labor.
This path includes typical processing tasks such as segmentation or information extrac-
tion and enrichment with semantic information. One type of such semantic information
is the so-called norm chain.
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Figure 1. Annotated screenshot of BGB § 559 taken from www.gesetzte-im-internet.de

A norm chain is a series of legal norms that lead to the consequence of a verdict.
Thus, with the help of legal norm chains, the practiced civil lawyers can save the time-
consuming step of searching for the relevant and referenced legal norms. Therefore, a
general definition of the legal norm chain is the following:

The chain of norms is a combination of explicitly or implicitly referencing legal
norms that extends from a legal consequence order to the lowest level of the facts.

Hereby, a legal norm is understood to be either a statutory regulation or a rule of
a general abstract nature issued on a statutory basis or contained in the common law.
Figure 1 provides an example of a norm from the German Civil Code (BGB). The norm
would be referenced as ”BGB § 559”. The shown norm regulates the increase of rent
after modernization measures. Depending on the context, a more granular reference can
be made such as ”BGB § 559 Absatz 3”, which would refer to the paragraph after ”(3)”.
Going one stop further, it is also possible to reference a precise sentence within a para-
graph, e.g., ”BGB § 559 Absatz 4, Satz 1”. Last but not least, enumerations might be ref-
erenced as well, such as ”BGB § 559 Absatz 4 Satz 2 Nr. 1”. Now, a norm chain consists
of one-to-many of such norm references of varying granularities. An example of such a
norm chain would be ”BGB § 535 Abs. 1 Satz 2, § 536 Abs. 1, § 536a Abs. 2 Nr. 1”. This
chain consists of three different norms. The first norm references a concrete sentence,
the second norm constitutes a complete paragraph, and the final norm refers to a specific
enumeration number. That example was taken from a verdict from the German Supreme
Court (VIII ZR 271/17).

While particularly verdicts from higher courts, such as the German Supreme Court,
usually contain the norm chain as the judge provides it, the vast majority of court rulings
leave the court’s internal publication process without it. That is why legal authors partic-
ipating in the editorial process of a legal publisher are required to create the norm chain
afterward.

Therefore, in this work, we want to investigate the feasibility of extracting relevant
norms to automatically create norm chains utilizing natural language processing (NLP).
The remainder of this paper is structured as follows: Section 2 describes the data set
utilized in this work together with required pre-processing steps. The applied methods
are discussed in Section 3. Detailed analysis and discussion of our results are provided
in Section 4. Limitations of the presented work, along with a short overview of related
work, are provided in Section 5 before Section 6 closes with a conclusion and outlook.
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2. Data

For this research, we used a dataset of 42k German court rulings from various instance
levels. The verdicts were given to us by a German legal publisher via an annotated XML
format that contains the norm chain separated into its containing norms and the whole
text of the verdict. Norm references within the text are annotated. Based on this, we
extracted the text from the different verdict sections and segmented it into sentences
via spaCy2. The norms from the norm chain were extracted, cross-referenced against a
list3 with all existing norms to validate the classification targets, and then cleaned (more
precisely, special characters were stripped away, and additional information such as dates
were removed). For each verdict, we also extracted all the referenced norms from the
text sections utilizing the annotations, and regular expressions as some norms are not
annotated. The referenced norms were then also validated against the list from gesetze-
im-internet.de.

Based on this preprocessing process, our dataset contains 8,359 different, unique
classification targets (e.g., BGB 3) extracted from a total of 111k norms from all norm
chains with an average number of 2.6 norms per norm chain. When only considering
the specific norm without any paragraph or section reference (e.g., BGB), there are 666
different targets for classification with on average 1.8 norms per norm chain. We will
call this the reduced target set, and when referencing a specific norm from this set, we
will call it the reduced norm. Overall, the distribution of norms is highly skewed as,
on average, a norm only appears in 3.6 norm chains. This number is slightly better for
reduced norms as they appear on average in 11.7 norm chains, but their occurrences still
follow a power-law distribution. Some norms appear more frequently, such as BGB or
ZPO, but others are only found once in our dataset. Around 20% of the target norms are
from 14 different norm texts, and around 3.500 norms are only used once. We cannot
expect reliable results for norms that are not used very often. Any prediction score will
be skewed by this imbalance, which we want to quantify during our analysis stage. Based
on this, our problem can be described as multi-label classification as each verdict can
have multiple important norms assigned, and we need to select those from a large set of
possible targets.

When looking at the referenced norms, we see that only 55% of the norms in norm
chains are actually cited within the verdict itself (with an exact match for paragraph,
section, etc.). For the reduced norms, a much more significant percentage (94%) is found
within the content of the court ruling. However, some norms are not referenced while
still being identified as an essential norm towards that decision (i.e., they appear in the
norm chain.

Lastly, we randomly selected 10% of the dataset as a test set for our final evaluation.
From the remaining verdicts, we again used 10% for a development set to select the best
hyperparameters during training of the different classifiers.

3. Methods

We applied four different classification models with varying complexity levels to tackle
this classification problem. We used one linear layer for the classification on top of the

2spacy.io
3The list was extracted from gesetze-im-internet.de
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Table 1. Micro-F1 test set performance for the each model type and each classification target.

Method Reduced Norm Norm

word2vec 23.10 8.86
TF/IDF 77.05 52.57
Ref. Norms 71.48 49.15
BERT 53.88 31.04

featurization described next. First, we used 100-dimensional word2vec embeddings [3]
which were trained on a different legal corpus with around 50k sentences. This corpus
contains many different German laws and court rulings to have a wider variety in terms
of textual content. The embeddings were trained with Gensim [4] using a word window
of 5 while unknown words are replaced with an all-zeros embedding. We then average
all word embeddings in a court ruling. Second, we used the occurrence of a norm in the
court ruling text as features for classification. The occurrences are one-hot encoded, i.e.,
if a specific norm is referenced within the decision, its corresponding entry in the feature
vector is set to 1. We assume that it is possible to determine the most important norms for
the norm chain based on the mixture of referenced norms. Our third model uses TF/IDF
as a feature with a minimum document frequency of 50 per word. The final model we
tested is utilizing bert-base-german-cased a BERT-model [5] which is pre-trained on a
German corpus which also contains legal documents. As the number of usable words is
limited for the BERT-based classification, we used the first 512 tokens of a court ruling.

All models were implemented in PyTorch4. We used Adam as the optimizer for the
Binary-Cross-Entropy loss. To determine the best learning rate for each model type, we
first did manual testing to discover an appropriate learning rate range. We then randomly
sampled three learning rates from those ranges per type and classification target (norm
vs. reduced norm) and selected the best model through the micro-F1 score on the de-
velopment set. We decided to use this optimization scheme, as a grid-search would have
been too costly, but more importantly, each model needs slightly different learning rates
to obtain optimal results. We trained each model for 100 epochs with early stopping
based on the development set micro-F1 score and a patience of 10 epochs, except for the
BERT-based model. Here we only trained for 25 epochs as the model converged faster,
and no significant improvements were observed afterward. The micro-F1 score for each
model on the test set can be seen in Table 1 for the norm set and the reduced norm set.

4. Model Analysis

As seen in Table 1, the averaged word2vec featurization has the worst performance by a
wide margin. For that reason, we do not further investigate this model.

Surprisingly, TF/IDF and the referenced norms outperform the BERT-based classi-
fier by almost 20% for both target sets. A possible reason for the lower performance of
BERT could be the text type. German court rulings are relatively long, and we needed to
make some simplifying assumptions to encode the court ruling. We could not identify any
evidence towards this claim for the BERT-based model when investigating the relation
between document length and prediction performance. Additionally, as the used BERT

4pytorch.org
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model was pre-trained on German legal documents, a domain mismatch also seems un-
likely. The most likely reason for the lower performance on our dataset seems to be the
significant skew in the distribution of labels. Targets with many samples are usually eas-
ier to predict, but the BERT-based model seems to need many more samples per class
in many cases. Still, many samples do not necessarily result in high prediction scores,
as, for example, the trade law (HGB) holds 974 samples in the train set and is never
predicted for the reduced test cases. For all norms that are not predicted (241 out of the
328 reduced norms in the test set), it has the highest number of samples, but there are
also norms with a lower sample count and near-perfect predictions, e.g., the law on asso-
ciations (VereinsG) with 13 train samples and an F1 score of 100%. More specific laws
with more minor possible applications might be easier to predict, but we did not investi-
gate this further for the BERT-based model. Next, we will closely look at our best model
based on TF/IDF and discover why it can actually outperform the other models before
pointing out possible problems.

Due to the number of possible targets it is not feasible to manually identify specific
shortcomings for each particular target. Nevertheless, as our best model is rather simple,
it is possible to reason about its predictions and performance. In our case, yi is the pre-
diction value for the i-th norm ni ∈ N, t ∈ T are the individual terms, bi a bias term to-
wards predictions for a specific norm and wi

t is the weighting of the term t for predicting
the i-th norm. With σ denoting Sigmoid function used for calculating a prediction value
between [0,1] and f (t) as the TF/IDF value our prediction function can be written down
as follows:

yi = σ(∑
t∈T

wi
t f (t)+bi) (1)

As the TF/IDF-based model assigns a positive or negative weight wi
t to the terms

used in a court ruling (which is weighted by importance via TF/IDF) and as those in-
dividual weightings are then additively aggregated, we can identify which terms have
a positive or negative impact on a prediction. When looking at the magnitude of those
weights {wi

t |ni ∈ N}, we can identify that a significant majority of all terms is negatively
weighted. This makes intuitively sense as for all targets, there are more negative than
positive samples, and the model needs to focus more on which targets not to predict.

The resulting follow-up question is which terms are the most negatively/positively
weighted, and is there an overlap between the different targets. We only want to focus on
the reduced target set for this analysis, as this is not feasible otherwise. When overlap-
ping the five positive and negative weights with the highest magnitude, we can identify
in which cases a specific cue word is a positive sign for one target and a negative for an-
other. Thus we can identify which target clusters have a thematic overlap but need some
differentiation via negative cue words. We can interpret the weights like this as a big neg-
ative weighting towards a term that will only happen due to a repeated misclassification
towards a different target. Moreover, we can identify these different targets by looking at
enormous positive weights as they have the most decisive influence on classification.

To visualize this, we build a network with the reduced norms, where two norms A
and B are connected if A has at least one term in its top-5 positive terms, which is also
in the top-5 negative terms of B. This network of connected norms can be seen in Figure
2. There are smaller components of two or three norms that are connected, such as the
property tax law (VStG) and the law for taxation in foreign relations (AStG). As far as
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Figure 2. Connection graph of reduced norms which share at least one term in their top-5 positive and negative
weights for the TF/IDF-based model. Unconnected norms were omitted.

we can tell, those connections denote exceptional cases for specific circumstances, such
as, in this case, the location change. Furthermore, in those cases, one of the norms is not
applicable anymore. More prominent connected components and especially star-shaped
connections are interesting cases. For example, the bigger cluster on the left deals with
taxation laws, with most of the norms specifically focus on energy taxes for natural gas
or combined heat and power generation. In those cases, the prediction depends on precise
textual details. However, by far, the most significant connected component is around the
federal constitutional court law (BVerfGG), with the star in the middle of the picture.
As this is only applicable at the highest instance level, our model needed to implicitly
identify some information about the instance level of a court ruling to assign this law
correctly. Furthermore, this becomes more evident when looking at the top-10 weights
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Figure 3. Position of the norm reference in the top-10 features for the reduced norms. Average position is 1.4
and only 84 norm targets do not have their reference in the top-10 positive terms.

with multiple dozen connections to this law.
We now want to look at the positively weighted terms with the highest magnitude,

and surprisingly the reference to the norm itself within the text is possibly the most
important term. As seen in Figure 3, it is on average the 1.4th highest weighted term,
and it is for only 84 of the 666 reduced norms not in the top-10 features. This fact also
explains the high performance of the model with the used norms as features.

We cannot look at each essential individual term, but we can identify if they are
important in the sourcing norm or if there exists a different norm for which the top-10
positive terms are more critical/higher weighted. In order to extract the most relevant
terms per reference norm A, we used TF/IDF on the source documents and then extracted
the values for the top-10 positive weighted terms for that norm. After extracting the
values for the same top-10 terms for every other norm, we ranked all the norms based
on the sum of their TF/IDF values in decreasing order. Consequently, a norm will have
a high ranking if those top-10 terms are essential in its text. We then calculated the rank
for the reference norm A and could identify that in the majority of cases, the reference
norm has the highest summed value as seen in Figure 4. Based on this, we can tell that
the prediction is based on important terms from the source document.

Lastly, we want to look at the influence of the number of trainset samples on the test
set F1 score to identify how many samples would be necessary for each target norm to
get more reliable predictions. As the number of occurrences per target follows a power-
law distribution, we plotted the test set F1 score based on the sorted, decreasing train
set occurrences for each reduced norm in Figure 5. As seen in this figure, most reduced
norms with at least 50 samples in the train set can be predicted to a certain extent, but
there are also cases with much fewer samples and near-perfect predictions. We can also
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Figure 4. Ranks of the norm when extracting the TF/IDF values from the referenced norm text for the top-10
positive features. Those values are then summed and sorted in decreasing order. The rank of a norm is its
position in this sorted list. Cutoff at rank 150 as the counts stay relatively similar. Maximal rank for German
civil code (BGB) with rank 366.

Figure 5. Number of occurrences of a reduced norm in the train set against its test set F1 score.

observe that the spread in F1 scores steadily increases with decreasing number of train
samples, which was to be expected. There are again targets that are not used for any
predictions, but the TF/IDF-based model uses 86 more norms in their predictions than
the BERT-based model and thus at least tries to predict 53% of the possible reduced
targets (173 out of 328 reduced norms in the test set). We also investigated prediction
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errors for the combination of norms as targets, e.g., are norms mispredicted more often
when a semantically similar norm is also a target label due to a thematic overlap. We
could not identify any relationship. Consequently, in our opinion, the most considerable
influence on low-performance metrics for a specific (reduced) norm is the low number
of samples.

When doing the same analysis with the whole target set, the results are similar,
although the influence of the number of trainset samples is more extreme. As the TF/IDF
model depends on some particular textual cues, we hypothesize that BERT cannot extract
those specific cues.

5. Limitations and Related Work

The framework we built around our task has some shortcomings, which we want to ad-
dress in the following. First, as we phrased our problem as a classification task, we can-
not predict norms or reduced norms that are not in our dataset. If we want to include new
norms, we would need to retrain all of our models. This is particularly problematic for
norms as there are many more targets. Second, a substantial number of samples is neces-
sary per target to get reliable predictions. As the targets follow a power-law distribution,
this is not practically feasible. Third, the law is constantly changing. To be as precise
as possible with our predictions, we would need to keep track of all the changes in the
past and then only predict viable norms based on the date of a court ruling. Initially, we
tried to avoid the first two shortcomings by posing our problem in the framework of a
recommendation system with different features representations for the court rulings and
norms, different extraction granularities (document level, sentence level, etc.), and dif-
ferent extraction methods such as approximate k-Nearest Neighbor. Thereby, we could
not achieve satisfactory performance levels even when drastically increasing the number
of recommendations.

Looking at related research, many papers exist that deal with multi-label text clas-
sification. As the legal domain has longer and more complex texts, we want to focus on
legal text classification papers. While the list of tremendous research activities within the
AI&Law community is extensive, we tried to point towards the most relevant papers for
our work.

Sulea et al. [6] try to predict the decisions of the rulings of the French Supreme
Court as well as its area of law, while Soh et al. [7] used classification methods on Sin-
gapore Supreme Court judgments to identify their legal areas. While much current work
focuses on various classification topics such as legal document segmentation and includ-
ing metadata extraction [8,9,10,11,12], Chalkidis et al. [13] are the most closely related
to ours, mainly because they encountered a problem with a considerable number of pos-
sible target labels as well. They apply different Deep Learning architectures to classify
European legislative documents with over 4k labels. In contrast to our work, they could
achieve their highest performance with a similar BERT-based model to ours. Most re-
cently, Huang et al. [14] provided approaches to recommend legal citations based on deep
learning. They trained four different types of machine learning models. In future work,
it may be worth investigating whether their approach can be applied to court rulings and
norms to identify possibly relevant norms. Such identification of potential norms could
then be utilized as another feature in our classification models.
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6. Conclusion

This paper examined the possibility of automating the legal norm chain creation process
for the German legal domain. The problem was modeled as a multi-label classification
task, utilizing a linear layer for the actual classification. Four different methods were
applied for the underlying featurization: (1) word2vec, (2) one-hot encoded occurrences
of the individual norms, (3) TF/IDF, and (4) BERT. We could show that it is feasible up
to a certain degree to extract the relevant norms from court rulings with an F1 measure
of 0.77.

Nonetheless, as stated in Section 5 this research contains some limitations. Most
limitations arise from the multi-label classification setup. However, we already imple-
mented different recommendation systems in an unsupervised fashion, utilizing external
sources such as vectorized representations of the actual norm content. As a result, we
believe that the task must be tackled as a supervised multi-label classification task. It
would be inevitable to capture even more different norms in future work by utilizing a
larger corpus. In doing so, it may be beneficial to train different models for verdicts from
courts of different jurisdictions.

With this work, we laid down essential groundwork in the context of extracting the
most relevant norms from court rulings. We not only provided methods that can extract
such norms but also performed a detailed analysis of our models. Those insights can be
utilized within the research community in future work. Moreover, our algorithms can
already be integrated into the existing editorial process within legal publishers in order to
provide their legal authors with adequate suggestions for norms that should be included
in the norm chain.
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